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ABSTRACT

DEEP REINFORCEMENT LEARNING FOR AUTONOMOUS
QUADCOPTER GUIDANCE

Aydinli, Sevket Utku
M.S., Department of Aerospace Engineering

Supervisor: Assist. Prof. Dr. Ali Tiirker Kutay

July 2023, [131] pages

This thesis examines the quadcopter guidance problem and proposes deep reinforce-
ment learning-based approaches for the solution of this problem. Within the scope
of this thesis, the quadcopter guidance problem has been examined from various as-
pects such as guidance in 2D and 3D spaces, simultaneous arrival and impact time
control. The suitability of the proposed approaches for quadcopter guidance prob-
lem under non-ideal conditions such as target movement, measurement delay and
system delay has been evaluated. Firstly, deep reinforcement learning-based guid-
ance approaches were compared with classical closed-form guidance algorithms and
model-based computational guidance algorithm in both simulations and experiments
for stationary and moving targets. Secondly, the effect of non-ideal conditions such
as target movement, system delay, and measurement delay on the performances of
the proposed approaches has been examined. Thirdly, a novel three-stage learning-
based approach was proposed for the solution of the simultaneous arrival and impact
time control problems. Finally, the usability of deep reinforcement learning-based
approaches to solve the quadcopter guidance problem in 3D was investigated. The

simulation and experimental results show that the proposed approaches are suitable



solutions for the above-mentioned quadcopter guidance problems.

Keywords: deep reinforcement learning, guidance algorithm, proportional naviga-

tion, model predictive control
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0z

OTONOM DORT ROTORLU INSANSIZ HAVA ARACI GUDUMU ICIN
DERIN PEKISTIRMEL | OGRENME

Ayd nl, Sevket Utku
Yuksek Lisans, Havac | k ve Uzay MuhendglBolumu
Tez Yoneticisi: Dr. @r. Uyesi. Ali Turker Kutay

Temmuz 2023, 131 sayfa

Bu tez dort rotorlu insans z hava arac gudimu problemini incelemekte ve bu proble-
min ¢o6zUmu icin derin pekistirmeligienme tabanl yaklas mlar 6nermektedir. Tez
kapsam nda, dort rotorlu insans z hava arac gudiumu problemi 2B ve 3B uzayda gu-
dim, es zamanl var s ve vurus zaman kontrolu gibi gesitli yonlerden incelenmis-
tir. Onerilen yaklas mlar n hedef hareketi, l¢ciim gecikmesi ve sistem gecikmesi gibi
ideal olmayan kosullar alt nda dort rotorlu insans z hava arac gudimu problemi icin
uygunlwgu degerlendirilmistir.1lk olarak, derin pekistirmeli grenme tabanl yakla-

s mlar klasik kapal formdaki gtidiim algoritmalar ve model tabanl hesaplamal gu-
dum algoritmas ile hem benzetim ortam nda hem de deneylerde sabit ve hareketli
hede er icin kars last r Im st rlkinci olarak hedef hareketi, sistem gecikmesi ve 0l-
cum gecikmesi gibi ideal olmayan kosullar n dnerilen yaklas mlar n performanslar
tizerindeki etkisi incelenmistir. Uclincl olarak, eszamanl var s ve vurus zaman kont-
roli problemlerinin ¢6zimd igin 6zgln G¢ asamajrénme tabanl yaklas m 6neril-
mistir. Son olarak, 3B uzayda dort rotorlu insans z hava arac gudimu probleminin

¢6zUumdu icin derin pekistirmeligrenmeye dayal yaklas mlar n kullan labilgliaras-

vii



trim str. Benzetim ve deney sonuclar, 6nerilen yaklas mlar n yukar da belirtilen
dort rotorlu insans z hava arac gudumu problemleri i¢cin uygun bir ¢ozungaluw

gOstermektedir.

Anahtar Kelimeler: derin pekistirmeligienme, gudim algoritmas , oransal seyrise-

fer, model 6ngorall kontrol
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CHAPTER 1

INTRODUCTION

1.1 Motivation and Problem De nition

Quadcopters have been widely used in various elds such as aerial photography [1,
2, 3, 4], precision agriculture [5, 6, 7, 8, 9], search and rescue [10, 11, 12, 13, 14],
weather forecast [15, 16], package delivery [17, 18, 19], research [20, 21, 22] and
defence [23, 24, 25]. Within the context of defense, one application scenario involves
the interception of high-risk targets. The objective of this particular scenario is to
cause the maximum damage to the target despite practical constraints such as target
maneuver, measurement delay and system delay. Guidance laws are used to guide
the quadcopter to intercept the target with zero miss distance under these complicated

conditions.

The success of aerospace engineering applications is greatly in uenced by the crucial
role of guidance. The process of guidance involves computing the appropriate guid-
ance inputs for directing the vehicle to follow a trajectory that meets certain terminal
objectives and relevant constraints [26]. The classi cation of guidance algorithms

can be based on their utilization of open-loop or closed-loop architectures.

Open-loop guidance algorithms are a type of guidance algorithms that utilize pre-
calculated guidance commands. The calculation of the guidance command does not
incorporate the feedback received from the sensors. These algorithms are speci cally
designed to guide a vehicle along a predetermined trajectory without accounting for
environmental disturbances or process noises. The open-loop solution is considered
suitable in cases where there are no unmodeled disturbances or process noises present

[27]. While open-loop guidance algorithms are characterized by their simplicity and

1



computational ef ciency, their effectiveness is constrained in complex environments

with disturbances.

The authors in [28] presents a framework for the design of an open-loop guidance ar-
chitecture in autonomous rendezvous and docking (ARD) missions. The objective is
to investigate the feasibility of substituting optical sensors with the Global Positioning

System (GPS) for relative initial position determination of the chase vehicle.

The authors in [29] aimed to examine time-optimal guidance laws for micro aerial
vehicles (MAVS) by exploring both open-loop and closed-loop approaches. Open-
loop optimal solutions were obtained through the application of a novel technique
that utilized mathematical methods, including calculus of variation and the genetic

algorithm-particle swarm optimization (GA-PSO) algorithm.

Closed-loop guidance algorithms are regarded as state-dependent algorithms in con-
trast to open-loop guidance algorithms [27]. These algorithms depend on sensor feed-
back to dynamically adjust the guidance commands in real-time. They exhibit greater
adaptability to environmental changes and disturbances compared to open-loop guid-
ance algorithms. However, closed-loop guidance algorithms can be more computa-
tionally demanding due to the continuous necessity for sensor data processing and

control adjustments.

The authors in [30] presents a detailed examination of the optimal ascent problem
for launch vehicles within the atmosphere while taking into account limitations on
the trajectory and nal conditions. The research is speci cally customized for the

eventual realization of closed-loop guidance systems for endoatmospheric ascent.

A closed-loop guidance methodology is formulated for low-thrust fuel-optimal inter-
planetary transfers in [31]. They introduced an innovative approach that combines
a numerical optimization technique with a closed-loop guidance methodology. An-
other study on space applications of closed loop guidance algorithms was done in
[32]. This study proposed a closed-loop guidance scheme based on angles-only rela-

tive navigation for spacecraft mid-range orbital proximity operations.

Guidance algorithms can also be classi ed as adaptive guidance algorithms, nonlinear

guidance algorithms, model-based computational guidance algorithms and classical



closed-form guidance algorithms. Table 1.1 summaries the advantages and disadvan-

tages of these algorithms.

Adaptive guidance algorithms refer to a speci c type of guidance algorithm capa-
ble of adjusting their structure or parameters based on changes in the system. These
algorithms are especially valuable in scenarios where the characteristics of the en-
vironment changes during the application. The primary goal of adaptive guidance
algorithms is to offer guidance commands that can effectively adapt to these environ-

mental changes.

If the dynamics of a missile are imperfectly understood and an inaccurate mathemati-
cal model is employed to derive the guidance law, the resultant guidance performance
may experience a signi cant degradation compared to the anticipated outcomes pre-
dicted by analysis. This observation underscores the necessity for adaptive techniques

capable of identifying airframe parameters as ight conditions vary [33].

Adaptive guidance algorithms are able to effectively handle the uncertainties and dis-
turbances. Thus, their robustness and fault tolerance are higher compared to tradi-
tional approaches. These algorithms promptly detect deviations and respond accord-
ingly. They possess the ability to adapt their strategies in real-time in response to

uncertainties in the system or the environment.

The authors in [34] examines the problem of simultaneous arrival in the context of
multiple interceptors operating with partial actuator effectiveness. The aim is to
present a fault-tolerant cooperative guidance strategy that addresses this issue. An
adaptive law is designed to effectively handle uncertainty in order to achieve success-

ful interception.

Random perturbations to the vehicle drag were incorporated at various positions
within the simulation to represent inadequately modeled aerodynamics, speed brake
failure, or signi cant winds in [35]. The adaptive guidance algorithm successfully ad-

justed the trajectories, enabling a safe landing in over 93% of the scenarios. Without

this algorithm, only 29% of the cases achieved a safe landing.

Adaptive guidance algorithms have demonstrated considerable ef cacy in dynamic

environments characterized by rapid and unpredictable changes. These algorithms



possess the capability to dynamically adjust their guidance strategies and parame-
ters in response to varying conditions, including changes in targets, obstacles, or en-
vironmental factors. This inherent adaptability empowers systems to operate with

enhanced ef ciency and effectiveness across a wide range of scenarios.

The authors in [36] presents a novel multiple-model adaptive estimator-guidance law
speci cally developed for the pursuit scenario of a bounded acceleration interceptor
engaging a target that executes a sudden step maneuver.

While adaptive guidance algorithms offer promising advantages, it is crucial to ac-
knowledge and address certain potential drawbacks during their design and imple-
mentation. Several key disadvantages associated with adaptive guidance algorithms
include computational complexity, design complexity, and the propagation of uncer-
tainties.

Adaptive algorithms exhibit higher computational complexity compared to non adap-
tive algorithms because of their need to estimate and track changes in the parameters
or dynamics of the system. This involves continuously analyzing sensor data, updat-
ing internal models, and making adjustments to the structure or parameters of algo-
rithm. As a result, adaptive algorithms often require more computational resources
and processing time which can be a limiting factor in applications where real-time

performance is critical.

Designing and tuning an adaptive guidance algorithm is usually more complex com-
pared to other algorithms due to the need for accounting system dynamics and un-
certainties. This process typically necessitates a high level of specialization, as well
as substantial efforts in testing and validation. For these reasons, adaptive guidance

algorithms require additional time and resources compared to other algorithms.

In certain scenarios, the estimations of system parameters or dynamics derived from
an adaptive algorithm may be prone to inaccuracies. This situation is likely to occur
when the system encounters unexpected changes. In the event that the estimation
process cannot be promptly executed, there exists a substantial risk of signi cant
deterioration in the accuracy of guidance. This situation is expected to be encountered

commonly in practical applications [37].



Model reference adaptive control and gain scheduling are widely utilized approaches
in the design of adaptive guidance algorithms. The authors in [38] discuss the design
of a guidance scheme for a n-stabilized canard-guided projectile using robust and
gain-scheduling control methods. The proposed guidance law is presented as an im-
provement over the existing Proportional Navigation Guidance (PNG) scheme while

still adhering to a similar principle.

Nonlinear guidance algorithms refer to a category of guidance algorithms that employ
nonlinear models to capture the behavior of the system in order to generate guidance
commands. These algorithms possess the capability to capture the complex and non-

linear dynamics of a system with greater accuracy and precision.

The use of nonlinear guidance algorithms provides several advantages over other
guidance algorithms. Nonlinear guidance algorithms demonstrate considerable effec-
tiveness when dealing with complex maneuvers that involve abrupt shifts in direction
or velocity. They offer guidance that is both more precise and more reactive in these

scenarios.

A new nonlinear guidance approach that aims to reduce the rate of change in the line
of sight (LOS) to zero for intercepting quick-moving targets has been suggested in
[39]. This method utilizes advanced mathematical techniques known as differential
geometry (DG). In the design of this new approach, the target maneuvering term
is seen as a form of disturbance. Additionally, the capture condition of the guidance
algorithm is qualitatively analyzed using differential geometry dynamic formulations,
and the condition for successfully capturing the target after launch is derived and

described in geometric terms.

Real-world problems frequently involve nonlinear features which can pose challenges
for traditional algorithms. Consequently, these nonlinearities may lead to guidance
errors. However, nonlinear guidance algorithms effectively handle these nonlinear

problems which leads to improved system performance.

The focus of [40] is on the design problem of a three-dimensional nonlinear guidance
law. This guidance law considers the presence of saturation nonlinearity and incor-

porates the dynamics of the missile autopilot. The design approach used in this paper



is based on a command lItered backstepping (CFBS) scheme.

Nonlinear guidance algorithms demonstrate the capability to enhance system per-
formance through the consideration of nonlinear dynamics, constraints, and perfor-
mance objectives. By utilizing optimization techniques, these algorithms can identify

guidance strategies that minimize guidance commands or objective functions. This

optimization ability greatly improves ef ciency and performance of the system.

The computational complexity is one of the disadvantages of the nonlinear guidance
algorithms. These algorithms generally require a greater amount of computational
resources and time to reach their solutions. This imposes limitations on real-time

applications of systems with limited computing power.

Achieving success with nonlinear guidance algorithms requires a deep comprehen-
sion of nonlinear system theory. The design and implementation of these algorithms
can be more challenging compared to their linear counterparts. These algorithms

demands additional effort and expertise.

In most cases, accurate knowledge or estimation of the nonlinear model parameters
is crucial for nonlinear guidance algorithms. Identifying and ne-tuning these model
parameters can present challenges and require signi cant time and effort. The effec-
tiveness of the guidance algorithm strongly depends on the quality of the model and

the level of accuracy achieved in parameter estimation.

Reference [41] outlines a nonlinear guidance approach for scenarios in which an air-
craft launches a defender missile to counter an incoming attacking missile. The guid-
ance strategies are developed within a nonlinear framework and utilize a sliding-mode
control technique with the relevant zero-effort miss variables serving as switching

surfaces.

Model-based guidance algorithms use mathematical models of the system to derive
guidance commands that minimize a de ned cost function. This cost function rep-
resents a performance criterion such as the minimization of guidance effort or time.
These algorithms utilize the predicted future states of the system to determine opti-
mal guidance actions that ensure a successful interception. The accuracy of the model

signi cantly in uences the performance of model-based guidance algorithms [42].



The primary advantage of model-based guidance algorithms is their capacity to seam-
lessly integrate mission-speci ¢ objectives and constraints into the guidance system.
These algorithms possess the ability to optimize the guidance solution by considering
a diverse range of objectives and constraints such as minimizing impact time. This
adaptability empowers model-based guidance algorithms to be nely tuned to meet

speci ¢ mission requirements.

The authors in [43] present a novel composite guidance law designed speci cally for
intercepting maneuvering targets while satisfying a prede ned terminal line-of-sight
(LOS) angle constraint. The proposed guidance law is derived by integrating general-
ized model predictive control (GMPC) with a target maneuver estimator. This fusion
of techniques enables accurate tracking of the target's maneuvers, thereby enhancing

the effectiveness of the guidance system.

Model-based guidance algorithms demonstrate the ability to predict future states of
a system by leveraging the current state and planned control inputs. This predictive

capability enhances decision-making and improves guidance system safety.

One potential limitation of model-based guidance algorithms is their dependency on
accurate mathematical models of system dynamics. These algorithms are typically
designed with the assumption of complete knowledge about the model information
[42]. However, the environment is complex, time-varying, and dif cult to model with

absolute precision in many guidance scenarios [44]. In the presence of imprecise
models, the guidance solution may not be optimal. Moreover, creating precise models
can be resource-intensive and time-consuming, which may restrict the applicability

of model-based guidance algorithms in certain situations.

Another potential drawback associated with model-based guidance algorithms is their
vulnerability to disturbances and uncertainties. These algorithms exhibit sensitivity
towards certain types of disturbances or uncertainties that have not been accurately
captured in the model. Consequently, this sensitivity can lead to suboptimal or unre-
liable guidance solutions.

A third potential limitation of model-based guidance algorithms is their inherent com-

plexity. In contrast to conventional guidance algorithms, model-based guidance algo-



rithms tend to possess a higher degree of complexity. This increased complexity can
introduce dif culties in the implementation. The complexity of the algorithms can
lead to increased computational requirements which may restrict their real-time ap-

plicability in certain scenarios.

A fourth potential drawback of model-based guidance algorithms is their limited
adaptability to dynamic circumstances. These algorithms are designed to optimize
the guidance solution based on a speci ¢ system model. They may struggle to ac-

commodate changes in the system that are not explicitly accounted for in the model.

Classical closed-form guidance algorithms are a type of guidance method that re-
lies on analytical expressions to calculate the guidance inputs for a system. These
algorithms have been extensively utilized in missile guidance systems due to their ef-
fectiveness and straightforward implementation [45]. Besides their inherent simplic-

ity and easy implementations, classical closed-form guidance algorithms have also
served as the basis for numerous modi cations, extensions, and hybrid approaches

aimed at enhancing their performance and mitigating their limitations.

The rst advantage of closed-form guidance algorithms is their fast computational
capabilities. The computational time required to compute the guidance commands
in closed-form guidance algorithms is generally minimal. This ef cient computation
allows for rapid updates in decision-making processes. Consequently, closed-form

algorithms are particularly well-suited for applications that demand quick responses.

Closed-form guidance algorithms provide valuable analytical insights into the rela-
tionships among multiple variables, control inputs, and the desired trajectory. These
algorithms generate explicit equations that can be analyzed to gain a deeper under-
standing of the behavior of the system. Researchers and engineers can leverage this

analytical insight to acquire comprehensive knowledge of the underlying dynamics.

A closed-form solution has been derived for the equations of motion governing an
ideal missile's pursuit of a nonmaneuvering target in [46]. This solution is based on
the true proportional navigation law. A thorough analysis of the solution is carried
out to assess its characteristics and implications. As a result of this thorough analysis,

the speci c prerequisites necessary for the missile to successfully reach and intercept



the target have been determined.

Closed-form guidance algorithms offer a exibility in their design. Engineers can
adjust the parameters of the algorithm to align with speci ¢ mission objectives. This

design exibility allows them to customize the algorithm for different scenarios.

Closed-form guidance algorithms are highly suitable for veri cation and validation
purposes. Their analytical nature makes it relatively easy to analyze their performance
and robustness properties. This ease of analysis simpli es the process of ensuring the

accuracy and dependability of the guidance solutions.

However, classical guidance algorithms have certain limitations. One notable draw-
back is their dependence on predetermined rules and manually adjusted parameters
which are determined by the engineers. As a result, the performance of the guidance

system is inherently tied to the expertise and familiarity of the engineers.

Classical guidance approaches are generally designed for speci ¢ missions or sce-
narios. For example, the proportional navigation guidance law is based on the as-
sumption of a two-body problem where only the target and interceptor are considered
in the environment. As a result, these classical algorithms may not be adaptable to
new environmental circumstances such as appearance of the obstacles. Moreover,
traditional proportional navigation guidance may struggle to accommodate additional

constraints like impact angle and impact time [47].

Third limitation of classical closed-form guidance algorithms is their inability to ac-
count for uncertainties. These algorithms heavily rely on idealized models of both
the system and the environment. For instance, the traditional proportional navigation
(PN) method demonstrates remarkable effectiveness in targeting under ideal condi-
tions. However, when non-ideal factors such as airframe dynamics, autopilot delay,
and system noise are considered, the performance of this approach signi cantly de-
grades [44].

The performance of classical closed-form guidance algorithms can be signi cantly
affected by noise or measurement errors. Even navigation ratios that work well under
ideal conditions may lead to unstable dynamics in non-ideal situations [48]. These

effects can arise from various factors, such as inaccuracies in sensors, communication



delays, and disturbances in the environment.

Although classical closed-form guidance algorithms possess limitations, they remain
essential benchmarks for assessing alternative guidance methods. However, while
aerospace systems become more complicated and performance expectations become
more demanding, the suitability of closed-form guidance laws for solving future real-

world guidance problems diminishes [42].

1.2 Proposed Methods and Models

Motivated by the performance expectations and the increasing complexity of the fu-
ture real-world guidance problems, this thesis proposes deep reinforcement learning-
based approaches for the solution of the quadcopter guidance problem. The proposed
guidance strategies are 1) learning directly the complete guidance command, 2) learn-
ing the biased command which is applied by summing with the guidance command
generated by the classical closed-form guidance algorithms, and 3) learning both the

guidance coef cient and the biased command.

Deep Reinforcement Learning (DRL) offers a signi cant advantage in addressing the
guidance problems because it has the ability to learn from experience. Unlike other
guidance algorithms that rely on prede ned rules and assumptions, DRL can learn by
interacting with an uncertain environment [49]. As a result, DRL can dynamically

adjust to changes in the environment and develop more ef cient guidance strategies.

DRL possesses an additional advantage in addressing the guidance problem by ef-
fectively handling disturbances. Unlike other guidance algorithms that often rely on
assumptions and are susceptible to disturbances like sensor noise. DRL has the abil-
ity to adapt and mitigate the impact of such disturbances by leveraging its capacity to

learn from experience.

The authors in [50] presents a comprehensive all-aspect attack guidance law for agile
missiles. The proposed approach utilizes DRL to effectively handle the challenges

posed by aerodynamic uncertainty and strong nonlinearity during the high angle-of-

attack (AOA) ight phase.
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The utilization of reinforcement learning for spacecraft angles-only rendezvous guid-
ance was investigated in [51] by considering the presence of multiple constraints and
uncertainties. The proposed approach’s robustness is assessed and con rmed through

Monte Carlo simulations conducted under disturbed scenarios.

Classical guidance algorithms typically aim to optimize a single objective. How-
ever, in many real-world scenarios, multiple objectives with potentially con icting
requirements need to be considered. For example, there might be a need to minimize
impact time while also minimizing the magnitudes of guidance commands. DRL
algorithms excel in simultaneously optimizing multiple objectives. This exibility
makes them highly effective and well-suited for complex applications that involve

competing goals.

DRL offers an additional advantage in addressing the guidance problem by effectively
handling nonlinear dynamics. Guidance problems often involve complex systems
with nonlinear behavior that can be challenging to model accurately. Unlike classi-
cal guidance algorithms that rely on simpli ed or linearized models, DRL excels at

handling nonlinear dynamics. This makes DRL more suitable for complex problems

with nonlinear dynamics.

1.3 Literature Review

Deep reinforcement learning has many applications in aviation, such as autonomous
UAV navigation [52, 53, 54], target searching and tracking [55], autonomous landing
[56], attitude control [57], missile guidance [42, 47, 58, 44, 59, 60, 61, 62, 63, 64],
spacecraft guidance [65, 66], and quadcopter guidance [67, 68].

The authors in [42] investigates the possibility of employing deep reinforcement
learning methods for missile guidance problems. Relative distance, LOS angle, and
their rates are used in the de nitions of the state space. Interception accuracy, energy
consumption, and interception time are taken into account in the reward function con-
sisting of four components. Deep Deterministic Policy Gradient (DDPG) algorithm

is used to learn the guidance commands.
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The work in [47] examines the impact-time-control problem and proposes a predic-
tion and correction concept to address this problem. Moving speed, ight path angle
and the positions of the vehicle are used in the prediction of time-to-go under PNG.
The reward function is de ned by combining impact time error and altitude objec-
tives. The learning-based computational guidance algorithm is developed by using
Proximal Policy Optimization (PPO) algorithm.

The paper [58] presents a new way of intercepting a fast-moving target, which in-

volves using a reinforcement learning (RL) algorithm to develop an interception strat-
egy. This strategy is trained using a Deep Deterministic Policy Gradient (DDPG)

algorithm. The observation is based on relative path angle and position information.
Data normalization is applied to the state space. The reward function which consist
of two components are used in this study. The rst component is responsible for re-
ducing distance in every decision. The aim of the other component is to make the

velocity angle equal to the LOS angle.

The authors in [44] introduces a new guidance methodology that utilizes a deep re-
inforcement learning (DRL) algorithm to intercept a maneuvering target. A reward

function based on miss distance is designed, and Deep Deterministic Policy Gradient
(DDPG) algorithm is used for training. The state space consist of relative distance,
LOS angle and rate, missile inclination angle and navigation ratio at the last moment.

The simulation results show the high performance of the DRL algorithm.

In [59], a new guidance law is proposed for intercepting a maneuvering target using a
reinforcement learning algorithm with the zero-effort-miss. The Q-learning algorithm
based on the line-of-sight rate and zero-effort-miss parameters is used as a reinforce-
ment learning algorithm. A reward function which aims to decrease zero-effort-miss
is used to solve the guidance problem. The ef cacy of the proposed guidance algo-
rithm is evaluated based on the reward and miss distance graphs.

The objective of the study [60] is to identify ef cient missile training techniques using

reinforcement learning and to evaluate their ef cacy compared to traditional methods.
The reinforcement learning algorithm has identical inputs with classical closed-form
guidance algorithm. A reward function which consist of range and energy reward

terms are de ned. The results of the paper shows that the proposed method are more
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robust to controller-model.

The paper [61] introduces an algorithm that enhances the performance of a neural
network-based missile guidance controller for head-on interception. The Assisted

Deep Reinforcement Learning (ARL) algorithm generates guidance commands based
on the relative velocity, distance, and angle. The simulation results indicate that the

ARL algorithm outperforms both traditional methods and Proximal Policy Optimiza-

tion (PPO) algorithms in terms of effectiveness.

The study [62] proposes reinforcement meta-learning for intercepting a target during
the terminal phase of its mid-course trajectory outside the Earth's atmosphere. Line-
of-sight angle measurements and their rate of change are used when generating the
guidance commands. A reward function which aims to decrease angle errors and
angular rate of change is de ned. This function also includes the terminal reward
term. The proposed policy is designed to be highly ef cient in terms of computational

resources and requires less amount of memory to operate effectively.

A meta-learning Model Predictive Path Integral (MPPI) control approach that incor-
porates an adaptive temperature coef cient is proposed in [63]. This approach is
designed for a varying velocity interceptor intercepting a maneuvering target. The
aim of the approach is to achieve a desired terminal impact angle. Ability to handle

actuator faults is another important feature of the proposed approach.

Model-based deep reinforcement learning technique is proposed in [64]. The guid-
ance law is intended for an impact angle constrained missile which is operating
against a maneuvering target. The velocity of the missile exhibits variations over
time. The design of the guidance law performance index includes the integration of

an adaptive error shaping function.

The paper [65] presents a deep reinforcement learning-based guidance approach for
spacecraft proximity operations. The action space consist of the velocity commands.
A reward eld is de ned in order to carry out the assigned task. The reward function
also includes the velocity-error and collision penalty terms. Simulation and experi-

ments are performed to demonstrate the effectiveness of the proposed approach.

The Proximal Policy Optimization (PPO) algorithm is proposed for a spacecraft in a
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relative motion scenario in [66]. The action space consist of thrust components in the
six reference Cartesian frame directions. Relative position, velocity, angular position
and angular velocity are used in the de nition of the state space. A reward function
which consist of map level score, position score, ight time score and thrust score is

de ned.

Distributed Distributional Deep Deterministic Policy Gradient (D4PG) algorithm is
used as a closed-loop guidance system for quadrotors in [67]. Reward function con-
sists of two term which are collison penalty and the reward eld. State augmentation

is incorporated to account for the presence of dynamics delays. Both simulated and
experimental results demonstrate that the acceleration-based deep guidance method

outperforms the velocity-based deep guidance method.

Closed-loop multiagent real-time guidance strategy is proposed to enable the quadro-
tors to autonomously perform runway inspections in [68]. Mission-level fault toler-
ance are also investigated within the scope of this study. Simulations, indoor and out-

door experiments are performed to show the effectiveness of the proposed approach.

1.4 Contributions and Novelties

This thesis examines the quadcopter guidance problem from various aspects and pro-
poses different reinforcement learning-based approaches for the solution of this prob-
lem. First of all, reinforcement learning-based guidance approaches were compared
with classical closed-form guidance algorithms and model-based computational guid-
ance algorithm in both simulations and experiments for stationary and moving targets.
Secondly, the effects of non-ideal conditions such as moving target, measurement and
system delay on algorithm performance were examined. Thirdly, a novel three-stage
learning-based approach to solve the simultaneous arrival problem was proposed. Fi-
nally, performances of reinforcement learning-based guidance approaches were com-

pared in 3D simulation and experiment environments.

This thesis is a comprehensive piece of work that includes chapters that have already
been published or are in the process of being prepared for publication as articles in

academic journals or conference proceedings. Certain parts of Chapter 5 and Chapter
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6 were published in [69] and [70]. Chapter 7 and Chapter 8 have been prepared for
potential publication as journal articles or conference proceedings in [71] and [72].

The contributions of the thesis are as follows:

A novel deep reinforcement learning-based guidance approach was proposed

for the solution of the quadcopter guidance problem.

Three reinforcement learning-based guidance approaches were compared with
classical closed-form guidance algorithms and model-based computational guid-

ance algorithms.

Deep reinforcement learning agents were trained entirely in simulation and de-

ployed to a real quadcopter without any ne-tuning.

The effects of non-ideal conditions such as moving target, measurement and

system delay on the performance of the algorithms were examined.

A novel three-stage learning-based approach was proposed for the solution of

the simultaneous arrival and impact time control problems.

Proposed approaches were also compared in 3D simulation environments and

experiments.

1.5 The Outline of the Thesis

Chapter 1 discusses the problems encountered in commonly used guidance algorithms
and the methods proposed in the thesis to solve these problems. The applications
of deep reinforcement learning algorithms in the literature for the solution of the
guidance problem are given in this chapter. The contributions to the literature within

the scope of the thesis are also included in Chapter 1.

Chapter 2 provides a comprehensive review of Reinforcement Learning (RL) by giv-

ing its fundamental concepts and different kinds of methods.

Chapter 3 presents the relative kinematics between the target and the quadcopter in 2D

and 3D. The relative kinematics is explained with the help of the schematic diagrams.
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Chapter 4 introduces the proposed deep reinforcement learning-based guidance ap-
proaches. Classical closed-form guidance algorithms and model-based computational
guidance algorithm used to compare with the proposed algorithms are also explained
in this chapter. True Proportional Navigation (TPN), Pure Proportional Navigation
(PPN) and Effective Pure Proportional Navigation (EPPN) algorithms are chosen as
examples of classical closed-form guidance algorithms and Model Predictive Control

(MPC) is chosen as example of model-based computational guidance algorithms.

Chapter 5 examines the 2D quadcopter-target interception problem and proposes deep
reinforcement learning-based approaches to solve this problem. The simulation and
experimental results showing the suitability of the proposed approaches for the guid-

ance problem are also given in this chapter.

Chapter 6 compares proposed deep reinforcement learning-based guidance strategies
with classical closed-form guidance laws under various non-ideal situations such as

moving target, measurement and system delay.

Chapter 7 proposes a novel three-stage learning-based approach to solve the simulta-
neous arrival problem. Numerical simulations and experiments showing the suitabil-
ity of the proposed three-stage learning-based approach for the solution of simultane-

ous arrival problem are also given in this chapter.

Chapter 8 examines the 3D quadcopter-target interception problem and compares pro-
posed deep reinforcement learning-based guidance strategies with classical closed-
form guidance laws and model-based computational guidance algorithm. The results
of numerical simulations and experiments are also given for the 3D quadcopter guid-

ance case.

Chapter 9 summarizes the work done within the scope of the thesis and concludes the

thesis.
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CHAPTER 2

REINFORCEMENT LEARNING

2.1 Introduction to Reinforcement Learning

Reinforcement Learning (RL) is a specialized sub eld of machine learning that seeks
to develop Arti cial Intelligence (Al) agents capable of making decisions in com-
plex and uncertain environments. The primary goal of an agent is to maximize their
long-term bene ts. These agents acquire this ability by actively interacting with their

environments replicating the process of human learning through experience [73].

The problem of learning optimal decisions over a period of time is the main focus
of reinforcement learning. This problem is extensively explored in various scienti ¢
and engineering disciplines [74]. Reinforcement Learning is distinguished from other
computational approaches by its emphasis on learning by an agent from direct inter-
action with its environment. An agent can operate without the need for exemplary

supervision or complete models of the environment [49].

The agent is the central component of the reinforcement learning. It learns by in-
teracting with the environment and makes decisions that in uence its surroundings
[59]. The environment refers to everything outside the agent with which it interacts

[49]. The agent communicate the environment through action, reward, and observa-

tion communication channels [74].

An action refers to a set of behaviors that the agent can perform [59]. In reinforcement
learning, actions can be classi ed into two types: discrete and continuous. Discrete
actions represent a nite set of distinct options that the agent can choose from like

turning left or right. On the other hand, continuous actions involve selecting a speci ¢
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value associated with the action such as steering at an angle of 15 degrees to the right
[74].

In reinforcement learning, the goal of the problem is de ned by a reward signal. At

each time step, the environment provides the reinforcement learning agent with a
numerical value known as the reward [49]. The purpose of the reward is to evaluate
and guide the behavior of the agent. The term "reinforcement” refers to the idea that
the reward reinforces or discourages the agent's behavior in a positive or negative way
[74]. Designing an appropriate reward function is a crucial and challenging aspect of
reinforcement learning. Because, this function plays a vital role in determining the

ef ciency of learning and ensuring the convergence of the training process [47].

Observations refer to the information that the agent receives from the environment,
conveying details about its surroundings. Itis crucial to differentiate between the state
of the environment and the observations. The state of an environment encompasses
all possible elements, even extending to the smallest units in the universe, making
it impractical to measure every aspect of the environment [74]. On the other hand,
the agent only receives observations, which can either directly re ect the state or be

derived from it, depending on the speci c characteristics of the environment [73].

A policy refers to a set of rules that dictate the behavior of an agent. Even in relatively
simple environments, there can be a wide range of policies [74]. A policy establishes
a mapping between a given observation and one or more possible actions [73]. De-
pending on the scenario, a policy can be a straightforward function or lookup table,
or it may involve complex computations like a search process. The policy forms the
core of a reinforcement learning agent as it alone determines the behavior. Typically,

policies can be stochastic, indicating probabilities for each action [49].

A value function de nes what is considered bene cial in the long term. In simple
terms, the value of a state represents the overall amount of reward an agent can an-
ticipate accumulating in the future, starting from that state. While rewards determine
the immediate desirability of environmental states, values re ect the long-term desir-
ability of states. Values take into account the subsequent states that are likely to occur

and the rewards available in those states [49].
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A model refers to something that imitates the behavior of the environment or enables
predictions about how the environment will behave. For instance, when provided with

a state and action, a model can anticipate the resulting next state and the subsequent
reward. Models are utilized for planning, which involves determining a course of
action by considering potential future scenarios before actually experiencing them
[49].

2.2 Markov Decision Processes and Bellman Equations

The problem of reinforcement learning is commonly expressed using a Markov deci-
sion process (MDP) or a partially observable MDP (POMDP) [42]. MDPs are a tradi-

tional framework for representing sequential decision-making, where actions have an
impact not only on immediate rewards but also on future situations or states, which
in turn affect future rewards. As a result, MDPs incorporate the concept of delayed

rewards and the necessity to balance immediate and delayed rewards [49].

An MDP is represented by a tuple consisting of ve elemef@sA, P, R, > In

this tuple,S represents the state space which de nes the environment observed by the
agent. A represents the action space which encompasses the set of possible actions
that the agent can takd® represents the state transition function which determines
the probability of the environment transitioning from the current state to another state
when a speci ¢ action is takerR represents the immediate reward which is deter-
mined by the current state, the action taken by the agent, and the resulting next state.
represents the discount factor which quanti es the signi cance of immediate rewards
compared to long-term rewards [58].

The environment produces an observation and provides it to the agent during each
iteration. The agent utilizes this observation to determine an action according to a
prede ned action policy. This action is then sent back to the environment. Using the
action and the current state, the environment generates the subsequent state [42]. Ad-
ditionally, the environment provides rewards to the agent indicating the effectiveness
of the action based on the given observation. This interaction between the agent and

the environment continues until the completion of the episode. Through a process
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of trial and error, the agent aims to acquire a policy that establishes the best possible
connection between observations and actions with the goal of maximizing the rewards

received [67].

In the framework of a MDP, the objective is to identify a policy that maximizes the
expected cumulative reward. Formally, a policy represents a mapping from states to
actions and is denoted by the It can be de ned as a probability distribution over

actions conditioned on the current state [73].

(ajs) = P[A: = &S = 9] (2.1)

The return can be de ned as the sum of the rewards [73]:

Gi2 Ryt + Rz + Rug + + Ry 2.2)

However, this de nition can pose a problem. In a MDP without a terminal state, the
cumulative return can potentially become in nite. To address this issue, a discount
rate is introduced to calculate discounted rewards. This discount rate takes into ac-
count the decreasing value of future rewards. This helps ensure that the cumulative

return remains nite and avoids the problem of unboundedness [73].

: X
Gi= Ru1+ Ruz+ “Rus+ = “Ris ket (2.3)
k=0
The value function of a state under a policy , denoted a¥ (s;), represents the
expected cumulative reward when starting from sgasad subsequently following
policy [49]. In the context of MDP, the value functiovi (s;) can formally be
de ned as follows:
n #
. . )4' K .
V(s)=E[GiS=s]=E Ri+ks1jSi = (2.4)
k=0

In accordance with the Bellman equation, the value function is subject to the follow-

ing recursive property [42]:
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V (s) = E [R(s;a)]+ V (St+1) (2.5)

The optimal policy can be derived by maximizing the value function in the following

manner [42]:

=argmaxV (s) (2.6)

Similarly, the action-value function of taking acti@nin states under a policy ,
denoted af) (s; a), represents the expected cumulative reward when starting from
states, taking actiona and subsequently following policy [49]. The action-value

functionQ (st; &) can formally be de ned as follows:

n #
: X
Q (si;&) = E [GijSi=s;Ar=al=E "RiskajSt= s;Ar=a (2.7)
k=0
The action-value function also exhibits a recursive structure as expressed by the fol-

lowing formulation [49]:

Q (st;a) = E [R(s;a)+ E [Q (St+a; )] (2.8)

2.3 Value-Based Methods

Reinforcement learning (RL) methods can be classi ed into two main categories:
model-free and model-based approaches. The term "model-free" indicates that the
approach does not involve constructing a formal representation or model of the en-
vironment or reward system. Instead, it establishes a direct association between ob-
servations and corresponding actions or values. The agent analyzes its present ob-
servations and performs computations on them to determine the appropriate action to
take. In contrast, model-based methods aim to anticipate the forthcoming observation
and/or reward. Using this prediction, the agent aims to choose the best action to take.

It often makes multiple predictions to explore several steps into the future, gradually
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gaining a deeper understanding. The ultimate goal is to select the most favorable

action based on an increasingly comprehensive anticipation of future outcomes [74].

Model-free reinforcement learning (RL) algorithms can be divided into two cate-
gories: value function methods and policy gradient approaches. Value-based methods
are a type of RL algorithms that learn to estimate the value of different actions in a
given state. These algorithms operate on the principle that the optimal policy can be
derived by selecting the action with the highest value in each state. Value-based ap-
proaches explore the action space randomly by considering all possible actions during
each iteration. Consequently, value function algorithms are only suitable for discrete
action spaces [42]. Examples of well-known algorithms belonging to value function

methods include Q-learning and deep Q-learning.

One of the signi cant advancements in reinforcement learning was the introduc-
tion of Q-learning, an off-policy TD (Temporal Difference) control algorithm [49].
Q-learning utilizes an off-policy approach to decouple the acting policy from the
learning policy. By combining dynamic programming and Monte Carlo methods,
Q-learning effectively addresses the Bellman equation. The Q-learning approach has
provided the groundwork for various reinforcement learning algorithms, thanks to its
simplicity and impressive learning ability in single-agent environments. However, a
drawback of Q-learning is that it updates the value only once per action. This limi-
tation poses dif culties in effectively solving complex problems in large state-action

environments [75].

h [
Q(Si;A)  Q(S;A)+  Rur + maxQ(Sii;a) QS AY) (2.9)

The acquired action-value function effectively estimates the optimal action-value func-
tion without relying on the speci ¢ policy being employed. This simpli es the anal-
ysis of the algorithm signi cantly and facilitates the demonstration of early conver-
gence. The policy still plays a role by determining the state-action pairs that are
explored and updated. However, for the algorithm to converge correctly, it is only

necessary to ensure that all pairs continue to be updated [49].
The Deep Q-Network (DQN) presents a promising method for tackling challenging
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sequential control problems. This algorithm employ deep neural networks to esti-
mate the Q-values associated with different actions in various states. The authors in
[76] showed that a single Deep Q-Network (DQN) architecture achieved performance
levels exceeding those of human players in multiple Atari games. This remarkable

accomplishment generated widespread enthusiasm regarding the advancements in Al.

Experience replay and a target network are two important concepts in DQN algo-
rithm. These ideas signi cantly improve the stability of the learning process. DQN

selects samples from the buffer in a random and uniform manner by effectively re-
moving any correlations between the samples used for training the neural network.
Additionally, experience replay brings the advantage of reusing past experiences in-
stead of discarding them. This results in a reduction of the required interaction with

the environment [73].

Using bootstrapping with function approximations introduces a problem of having a
moving target for learning. This makes the already challenging task of training a neu-
ral network with noisy samples destined for failure [73]. However, the authors [76]
present a key insight to overcome this issue. They suggest creating a separate copy
of the neural network solely dedicated to generating Q-value estimates for sampled

Bellman updates.

2.4 Policy-Based Methods

The policy gradient methods are a type of algorithm that learns a function which
directly connects states to actions, instead of selecting the action that maximizes the
value function globally [42]. In these methods, the policy parameter is updated at
each step by moving in the direction of an estimated gradient of performance with
respect to the policy parameter [49]. This characteristic enables the policy gradient

algorithms to be used for continuous control problems [42].

There are numerous advantages associated with methods that learn and store a policy
parameter [49]. Firstly, policy-based methods are considered to be more principled
since they optimize directly based on the policy parameters. Secondly, these methods

enable the utilization of continuous action spaces, which can be bene cial in vari-
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ous scenarios. Lastly, policy-based methods have the capability to learn genuinely

random stochastic policies [73].

First of all, the policy is the key element in solving a reinforcement learning (RL)
problem, as it determines the actions taken by the agent based on observations [74].
Methods that directly optimize a policy network are grounded on a more robust the-
oretical basis [73]. Furthermore, in certain situations, representing the policy para-
metrically is more straightforward than representing the value function. For such

problems, parameterized policy methods are better suited [49].

Policies are often preferred over values in environments with continuous action spaces
as working directly with the policy becomes more practical and feasible in these en-
vironments [74]. Policy gradient methods are particularly well-suited for handling

continuous action spaces, providing a natural solution to address this challenge [49].

Lastly, policy-based methods possess the capability to learn genuinely stochastic poli-
cies, which is essential in partially observable environments and games. In contrast,
value-based methods are unable to acquire such policies [73]. Policy-based meth-
ods can learn distinct probabilities for selecting different actions. This allows them
to adapt the exploration levels and converge towards deterministic policies over time
[49].

There are some differences between policy-based methods and value-based methods.
Policy-based methods focus on optimizing the behavior of the agent directly, while
value-based methods achieve the same goal indirectly by rst learning the value and

then deriving the policy based on that value [74].

Policy-based methods rely on current samples from the environment for optimiza-
tion. In contrast, value-based methods have the advantage of utilizing previous data
obtained from the old policy, human demonstrations, or other sources to enhance their

performance [74].

Policy-based methods typically exhibit lower sample ef ciency and necessitates a
greater number of interactions with the environment. In contrast, value-based meth-
ods can take advantage of large replay buffers to enhance their ef ciency in utilizing

samples. However, it is important to note that sample ef ciency does not imply com-
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putational ef ciency [74].

2.5 Actor-Critic Methods

Actor-critic learning is a reinforcement learning technique that involves the simulta-
neous acquisition of a policy function and a value function. The policy function is
responsible for providing decision-making guidance, while the value function aids in
re ning the training process for the value function itself. Actor-critic learning can
be applied to the same problem domains as policy gradient learning; however, it is
often characterized by enhanced stability and robustness in its performance [77]. Soft
Actor Critic (SAC) is an example of well-known algorithms belonging to actor critic

methods.

Soft actor-critic (SAC) algortihm is an off-policy actor-critic deep reinforcement learn-
ing algorithm that operates within the framework of maximum entropy reinforcement
learning. In this framework, the primary objective of the actor is to maximize the
expected reward while simultaneously maximizing the entropy. The aim is to achieve
task success while exhibiting a high degree of randomness in the agent's actions. By
combining off-policy updates with a stable stochastic actor-critic formulation, this
method achieves state-of-the-art performance on a diverse set of continuous control
benchmark tasks, surpassing the performance of prior on-policy and off-policy ap-
proaches. Notably, in contrast to other off-policy algorithms, the soft actor-critic
approach demonstrates exceptional stability, consistently delivering similar perfor-

mance results across different random seeds [78].

The SAC algorithm integrates three essential components: a distinct actor-critic ar-
chitecture employing separate networks for policy and value functions, an off-policy
formulation allowing the utilization of pre-collected data to enhance ef ciency, and

the inclusion of entropy maximization to promote stability and exploration [78].

The General Maximum Entropy objective [79] is utilized to prioritize stochastic poli-

cies by enhancing the objective with the anticipated entropy of the policy oysy):

27



Xr
J()=  Esay [r(ssa)+ H( (is))] (2.10)

t=0

SAC employs three networks: a state value funcifowith parameters , a soft Q-
functionQ with parameters, and a policy function with parameters. The Value

network is trained by minimizing the following error:

W()=Eyp 3 V() E. [Q(sia) log (@is)®  (211)

For all sampled states from the experience replay buffer, the objective is to minimize
the squared difference between the prediction of the value network and the expected
prediction of the Q function, along with the inclusion of the entropy of the policy
function . An unbiased estimator can be used to approximate the gradient of this

equation:

P I()=r V(s)(V(sx) Q(sua)+log (ajs))) (2.12)

The Q network is trained by minimizing the following error:

Jo()= Eay o 5 Q(sia) O(sia) | 213)

with

O(s;a)=r(ssa)+ Es. p V (Sw1) (2.14)

The objective of minimizing this function can be summarized as follows: For each
state and action pair in the experience replay buffer, the goal is to minimize the
squared disparity between the Q function prediction and the sum of the immediate
reward and the discounted expected value of the next state. It is important to note
that the value utilized in this calculation is obtained from a value function parameter-
ized by , speci cally a target value function denoted with a bar on top. Stochastic

gradients can also be utilized to optimize this equation:
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PJo()=r Q(sia) Q(s;a) r(s;a) V (Su) (2.15)

The policy parameters can be acquired through the direct minimization of the ex-
pected KL-divergence:

" I#
.y exp@ (si; )
= E D _—— 2.1
J ( ) st D KL (JSt) Z (St) ( 6)
The policy is reparameterized using a neural network transformation:
a="f (%) (2.17)

where  represents a vector of input noise which is obtained by randomly sampling

from a predetermined distribution. The objective can be rewritten as:

J()=Es by nllog (f (is)is)  Q (sisf (4550l (2.18)

The gradient of this equation can be approximated as:

P J()=r log (ajs)+(ralog (ajs) r aQGsua)r f ()
(2.19)

As shown in this equation, the learning process of the policy network relies on the

Q-value to effectively reduce variance.

2.6 Model-Based Methods

Model-based methods in reinforcement learning refer to approaches that utilize mod-
els and planning to solve problems. These methods are distinct from model-free
approaches that rely on trial-and-error learning, which can be seen as the opposite

of planning [49]. Model-based reinforcement learning is highly valued in various
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practical control tasks due to its notable ef ciency [64]. These methods tackle the
reinforcement learning problem by acquiring knowledge of the dynamic model and
leveraging it to maximize the anticipated return [63]. By constructing a model of
the environment and incorporating it into the training process, model-based methods

enable a reduction in the frequency of interactions with the environment [74].

Model-based methods have the potential to be more ef cient in terms of sample us-
age compared to model-free methods by utilizing additional information and structure
about the environment. This characteristic becomes particularly advantageous in do-
mains like robotics where the process of collecting samples is costly [73]. Due to
the limited accessibility of robots with a high degree of freedom, researchers in re-
inforcement learning have predominantly concentrated on computer games and other
environments where sample collection is relatively inexpensive. However, there is a
growing trend of incorporating ideas from robotics into reinforcement learning, sug-
gesting that the emphasis on model-based methods may increase in the near future
[74].

In a model-based approach, the aim is to acquire knowledge about the environment
in order to decrease our reliance on the actual environment. At a conceptual level, the
model serves as a substitute for the real environment encapsulated within a black box.
By possessing a precise model of the environment, the agent can generate numerous
trajectories by exclusively utilizing this model instead of physically executing actions

in the real world [74].

There are two reasons why the model-based approach is preferred over the model-free
approach. The primary and most crucial reason is the improved ef ciency in utilizing
samples due to reduced reliance on the actual environment. In an ideal scenario, the
possession of a highly accurate model allows us to obviate the need for direct inter-
action with the physical world, relying solely on the trained model instead. Although
the acquisition of a completely precise model of the environment is exceedingly rare
in practical applications, even an imperfect model can yield a substantial reduction in

the quantity of samples required [74].

The other advantage of using a model-based approach is that the environment model
can be transferred and applied to different goals. This means that if you have a well-
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developed model for a robot manipulator, you can utilize it for a diverse range of
objectives without having to start the training process from the beginning each time
[74].
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CHAPTER 3

RELATIVE KINEMATICS

3.1 Relative Kinematics in 2D

This section formulates the relative kinematics between the quadcopter and the tar-
get in 2D. The relative kinematics is used in the de nitions of state space, classical

closed-form guidance laws, cost and reward functions. Figure 3.1 shows the relative
kinematics between the quadcopter and the target which is formulated in the iner-
tial coordinate frame. Crazy ie 2.1 (Bitcraze, Sweden) is used as a representative

guadcopter in this schematic diagram.

|
In this gure, V stands for the velocity vector and denotes the acceleration vec-

tor. Subscripts andq denote the target and quadcopter, respectivelsepresents

the distance between the quadcopter and the target. The line-of-sight (LOS) angle,

guadcopter and target heading angles are represented land , respectively.

The relative position and velocity components can be expressed as follows

X=Xt Xq (3.1)
Y=Yt Yq (3.2)
U= U Ug (3.3)
V=V Vg (3.4)

The distance between the quadcopter and the target is given by

d=" (x2+( vy (3.5)

33



Figure 3.1: Schematic Diagram of Quadcopter-target Interception Scenario in 2D
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The line-of-sight (LOS) angle can be de ned as follows

_ y
= tan l(—X) (3.6)

The line-of-sight rate is used as the input of classical guidance algorithms. It can be

expressed as follows

_= (3.7)

Closing velocity is an another parameter used as the input of classical guidance algo-
rithms. It can be de ned as follows

(3.8)

3.2 Relative Kinematics in 3D

This section is an extended version of the previous section for 3D. The projections of
relative kinematics components to xy-plane, xz-plane and yz-plane are shown in Fig-
ure 3.2. Crazy ie 2.1 (Bitcraze, Sweden) is also used as a representative quadcopter
in these schematic diagrams.

In this gure!, V and a denote the projection of the velocity and acceleration vectors
onto the corresponding plane, respectively. Subsc¢rgiands for the target amgl
denotes the quadcopter. The line-of-sight (LOS) angle, quadcopter and target heading
angles are represented by and , respectively.

The relative position and velocity components are given by

X=Xt Xq (3.9)
Y=Y Y (3.10)
z2=17z Z4 (3.11)



Figure 3.2: Schematic Diagram of Quadcopter-target Interception Scenario in 3D
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U= U Uqg (3.12)
V=V Vg (3.13)

W= W W (3.14)

The distance between the quadcopter and the target can be de ned as follows

d=" (x7+( Y+ ( 27 (3.15)

The line-of-sight (LOS) angles can be expressed as follows

xy = tan l(—i) (3.16)
_ Z

« = tan 1(—X) (3.17)

yz = tan 1(—)Z/) (3.18)

The quadcopter ight path angles are given by

xy = tan 1(E) (3.19)

- = tan (%) (3.20)
u

) = tan l(VVV) (3.21)

The line-of-sight rates can be expressed as follows

XV o yu
TR+ )2
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Closing velocity components for each plane are given by

X u+ y v

I G e GV

X u+ z w
[a)

=T (X2 ( 272

LYy vVt oz w

Ve, P
( 2+ 2)?

Closing velocity can be de ned as follows

V.= d= (X u+ y v+

Z W)

d
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CHAPTER 4

GUIDANCE METHODS

4.1 Introduction

This chapter introduces the guidance algorithms used to solve quadcopter-target in-
terception problem. TPN, PPN and EPPN algorithms are chosen as examples of
classical closed-form guidance algorithms and model predictive control (MPC) is
chosen as example of model-based computational guidance algorithms. It is com-
mon for the guidance coef cient to fall within a range of 3 to 5 [45]. In this thesis,
the guidance coef cients of the classical closed-form guidance algorithms are chosen
as 4. In addition to these algorithms, three different reinforcement learning-based
guidance strategies have been introduced. Without loss of generality, the Soft Actor
Critic (SAC) algorithm [78] is chosen as the reinforcement learning algorithm for
all reinforcement learning-based strategies used in this thesis. The training hyper-
parameters of SAC algorithm can be seen in Table 4.1. The reinforcement learning
agents are trained in environments with the same reward functions and state spaces

but different action spaces.

The buffer size denotes the upper limit on the number of experiences that the expe-
rience replay buffer can accommodate. This value is selected to be several orders
of magnitude greater than the average duration of one episode, thereby enabling the
SAC to learn from old as well as new experiences. The batch size is a hyperparameter
that speci es the number of experiences utilized for a single iteration of the gradient
descent update in the learning process. This value is selected as 64 as shown in Table
4.1. Total timesteps value is chosen by trial and error to ensure that the learning takes

place. Other hyper-parameters are selected as the same parameters in [78].
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Table 4.1: Training Hyper-parameters of SAC Algorithm

Optimization Algorithm | Adam
Discount Factor 0.99
Learning Rate 0.0003
Buffer Size 50000
Batch Size 64

Soft Update Coef cient | 0.005
Total Timesteps 1000000

4.2 True Proportional Navigation Algorithm

TPN is a classical closed-form guidance algorithm that applies acceleration com-
mands perpendicular to the instantaneous LOS vector. This results an acceleration
both along and normal to the quadcopter velocity vector. The TPN algorithm requires
forward speed variation and relatively large control effort due to the application direc-
tion of acceleration command [80]. The acceleration command generated by multi-
plying a guidance coef cient with closing velocity and the LOS rate can be expressed

as follows

arpn = N %, — (41)

whereV, andN °stands for the closing velocity and guidance constant, respectively.

A three plane approach [81] is used to apply the TPN algorithm to the solution of 3D
guadcopter guidance problems. This approach solves the problem independently with
True Proportional Navigation (TPN) in each two-dimensional plane and combines
these 2D solutions to produce a 3D solution. Acceleration commands for each plane

are given by

any = NO\/ny —~y (42)
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Ne, = NV, (4.3)

N, = N, (4.4)

The acceleration components along the x, y, and z axes of the quadcopter can be

determined by combining two components which share the same axis

Ay = Ng, SIN xy N, SIN (4.5)
8y = Ng, COS xy Ng,SiN y, (4.6)
8y, = N, COS xz + Ng, SiN 4.7)

4.3 Pure Proportional Navigation Algorithm

PPN algorithm is another commonly used classical closed-form guidance algorithm.
The acceleration command application axis of the PPN algorithm is perpendicular to
the quadcopter velocity vector. The PPN guidance algorithm generates the guidance
command by multiplying a guidance coef cient with the LOS rate and the quadcopter

velocity. The acceleration command generated by PPN can be de ned as follows

appn = NO\/ _ (48)
whereV, and —denote the inertial velocity of the quadcopter and LOS rate, respec-
tively.

The same approach is also used to apply the PPN algorithm to the solution of 3D
quadcopter guidance problems. Acceleration commands for each plane can be de-

ned as
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any = NO\/mXy —xy (49)

Ne, = NV, = (4.10)

N, = N%m,, (4.11)

The acceleration components along the x, y, and z axes of the quadcopter can be

expressed as

@y = Ng,, COY xy +90 )+ nc,coq 4, +90 ) (4.12)
8y, = N, SIN( xy +90 )+ n¢,coq y, +90 ) (4.13)
ag, = N¢, SIN( x, +90 )+ ng,sin( y, +90 ) (4.14)

4.4 Effective Pure Proportional Navigation Algorithm

EPPN algorithm is created by combining different features of TPN and PPN algo-

rithms [82]. In the EPPN algorithm, the guidance command is applied perpendicular
to the quadcopter velocity vector as in the PPN algorithm. The acceleration command
is generated by multiplying a guidance coef cient with closing velocity and the LOS

rate as in the TPN algorithm.

agppn = NV (4.15)

Acceleration commands of the EPPN algorithm for each plane are given by

Ne, = NV, —y (4.16)

42



Ne, = NV, (4.17)

N, = N, (4.18)

The acceleration components along the X, y, and z axes of the quadcopter can be
de ned as follows

@y = Ng,, COY xy +90 )+ nc,coq 4, +90 ) (4.19)
8y, = Ng, SIN( xy +90 )+ n¢,coq y, +90 ) (4.20)
ag, = N, SIN( xz +90 )+ ng,sin( y; +90 ) (4.21)

4.5 Model Predictive Control Algorithm

Model predictive control is a model-based computational guidance algorithm used for
solving guidance problems. MPC, which describes a set of advanced control methods,
is also used in various elds such as the process industry, building climate control,
power electronics and manufacturing [83]. The values in Table 4.2 are used when
de ning the constraints of the MPC algorithm. The cost function is de ned using the

closing velocity.

X
J= (Ve + V2) (4.22)
k=0

whereN is the prediction horizon selected as 40. The coef cien@ndc, are chosen

as 0.01 and 0.99, respectively.
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Table 4.2: Constraints of the MPC Table

Symbol Description Value

Xlim Position limits in x direction [-1, 7In

Yiim Position limits in y direction [-1, 9

Ziim Position limits in z direction [0, 5n

Ujim Velocity limits in x direction [-1, 1]m=s

Viim Velocity limits in y direction [-1, 1Jm=s
Wiim Velocity limits in z direction [-1, 1Jm=s
ay,, Acceleration limits in x direction [-0.1, 0.xh=s
ay,. Acceleration limits in y direction [-0.1, 0.xh=s’
ay,, Acceleration limits in z direction [-0.1, 0.1h=s

4.6 Reinforcement Learning-Based Guidance Strategy 1

This section examines the rst reinforcement learning strategy used in the study. In
this guidance strategy, the agent directly generates the guidance command which is
applied inx, y, andz directions by using the deep reinforcement learning algorithm.
Since the formulation or auxiliary action of closed-form guidance algorithms is not
used during the learning of the guidance command, training is more dif cult than
other strategies. The acceleration command generated by this strategy can be de ned

as follows

ar. =f( X V¥, T, V;) (4.23)

4.7 Reinforcement Learning-Based Guidance Strategy 2

In this guidance strategy, the RL agent learns an additional command to the guid-

ance command generated by the classical closed-form guidance algorithms instead
of learning the guidance command directly. EPPN is used as the classical closed-
form guidance algorithm in this study without loss of generality. The total guidance

command can be expressed as follows
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a = agppN * aRL (4.24)

4.8 Reinforcement Learning-Based Guidance Strategy 3

The RL agent learns both the guidance constant and an additional command to the
guidance command produced by the classical closed-form guidance algorithms in this
guidance strategy. The guidance command calculated by using guidance constant
is also applied perpendicular to the quadcopter velocity vector. Relative position,
velocity and angle information are used to learn the guidance coef cient together
with the components of the guidance command to be applied in the corresponding

directions.

a. = ar_. + NRLV — (425)
Nee =f( X y; W V;) (4.26)
Ng. 2 [3;5] (4.27)
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CHAPTER 5

2-D QUADCOPTER GUIDANCE LAW DESIGN USING DEEP
REINFORCEMENT LEARNING

5.1 Introduction

This chapter examines the 2D quadcopter-target interception problem and proposes
deep reinforcement learning-based approaches to solve this problem. The quadcopter-
target interception problem is formulated by constructing an Markov Decision Pro-
cess (MDP) which consist of states, possible actions, transition probabilities and real-
valued reward function. The relative position, velocity and angle information between
the quadcopter and the target is used when the agent selects the appropriate actions
to intercept the target. Permissible acceleration commands are de ned as the action
space and closing velocity is used in the de nition of real-valued reward function.
The velocity of the quadcopter and acceleration commands are limited in order to en-
sure that the physical limits are not exceeded. The proposed approaches are compared
with the classical closed-form guidance algorithms and model-based computational
guidance algorithm in both simulation and experiments. The results con rm that pro-
posed approaches are suitable solutions for the quadcopter guidance problem with

both stationary and moving targets.

The main contributions of this chapter are twofold. Firstly, deep reinforcement learn-
ing agents were trained entirely in simulation and deployed to a real quadcopter with-
outany ne-tuning. Second, reinforcement learning-based guidance approaches were
compared with classical closed-form guidance algorithms and model-based compu-

tational guidance algorithm in simulations.
This chapter is organized as follows: Sec. Il describes reinforcement learning formu-
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lation of the guidance problem, Sec. IlI gives simulation results with both stationary
and moving targets, Sec. IV presents experimental results demonstrating the effec-

tiveness of the proposed algorithm, and Sec. V concludes the chapter.

5.2 Reinforcement Learning Formulation of the Guidance Problem

This section presents the reinforcement learning formulation of the quadcopter-target
engagement. Relative position, velocity and heading angle information are given to
the agent which makes the MDP fully observable. This information is used in the
generation of guidance commands that enable the quadcopter to intercept the target.
The initial conditions of the training environment are given in Table 5.1. These condi-
tions are chosen according to the physical limits of the quadcopter and the laboratory

environment. The time step length of the environment is chosen as 0.1 s.

Table 5.1: Initial Conditions of the Training Environment

Symbol Description Value

Xq0 Initial quadcopter position iw direction [-1, 7] m

Yoo Initial quadcopter position iy direction [-1, 9] m

Ugo Initial quadcopter velocity ix direction [-0.3, 0.3] m/s
Voo Initial quadcopter velocity ity direction [-0.3, 0.3] m/s
Xto Initial target position irx direction 3m

Yo Initial target position iry direction 4m

Uto Initial target velocity inx direction [-0.35, 0.35] m/s
Vio Initial target velocity iny direction [-0.35, 0.35] m/s

Three assumptions are made in order to increase the applicability of the proposed
method to other guidance problems. Firstly, point-mass models are used for both
the quadcopter and the target. Secondly, it is assumed that the body x-axis of the
guadcopter and the direction of its velocity vector always coincide. Finally, the target

is ying with constant velocity.
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5.2.1 State Space

This subsection presents the de nition of state space for the quadcopter guidance
problem. The observation necessary to generate the appropriate guidance commands
must be given to the agent at each time step. Therefore, the appropriate state space

de nition facilitates the solution of the problem.

The agent needs relative position, velocity, and angle information to intercept the
target in quadcopter guidance problem. Giving this information as a direct input
to the neural network negatively affects the learning process. For this reason, the

normalized relative position, velocity, and angle information is de ned as state space:

S=( Xy, U, Vv, ) (5.1)

5.2.2 Action Space

Action space can be considered as the solution space of the reinforcement learning
problem. In this study, the acceleration commands irxthedy directions are used in

the de nition of the action space. The action limits are determined amé<f in the

x andy directions, considering the acceleration commands that the real quadcopter

can apply.

2 3

8= f(S) = 4zx5 (5.2)
Yy

5.2.3 Reward Function

The reward function is used to evaluate whether the actions chosen by the agent lead
the agent to the desired goal. The goal of the quadcopter guidance problem is to make
the quadcopter intercept the target. The reward function chosen in this study consists
of two components. A reward that is a function of the closing velocity is given to the

agent as a reward at each time step. The agent is also given a terminal reward if the
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relative distance between the target and quadcopter is less than a certain value at the

end of the episode.

Fa(t) = CaVe + oV (5.3)
8
_ < I'terminal ; d R
ra(t) = : 0 . d>R (5.4)
r(t) = ra(t) + ra(t) (5.5)

where the coef cientg; andc, are chosen as 0.99 and 0.01, respectively.

5.2.4 Soft Actor-Critic Algorithm

Soft Actor-Critic is an off-policy actor-critic deep RL algorithm. The purpose of the
agent in this algorithm is to maximize both the expected reward and entropy. Through
the use of a stable stochastic actor-critic formulation along with off-policy updates,
the SAC algorithm achieves remarkable performance on a range of continuous control
benchmark tasks, surpassing the performance of previous on-policy and off-policy
methods. One advantage of SAC over other off-policy algorithms is its stability, as it
is able to perform consistently well across different random seeds [78]. Although the
proposed deep reinforcement learning-based guidance approach can work with other
deep reinforcement learning algorithms, the SAC algorithm is chosen as an example

deep reinforcement learning algorithm in this study.

The process of training the quadcopter to learn how to intercept the target consists of
several steps. First, the environment randomly selects an observation to initialize the
episode and sends this observation to the agent. Subsequently, the agent generates an
action based on this observation by utilizing its policy. The environment then returns
the next observation and a scalar reward signal to the agent based on the quality of the
action taken. The agent leverages this feedback to update its parameters and improve

its performance. The ultimate objective is to optimize the behavior of the agent such
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that it maximizes its cumulative reward. The agent continues to interact with the
environment, gather more data, and update its parameters until it achieves the desired

level of performance.

Figure 5.1: Learning Curve of Proposed Approaches with Stationary Target in 2D

Figure 5.2: Learning Curve of Proposed Approaches with Moving Target in 2D
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Figure 5.1 and Figure 5.2 shows the learning curves of proposed approaches with
stationary and moving targets, respectively. The results of the rst approach indi-
cates that while negative rewards are received at the beginning, positive rewards are
received as learning takes place. The initial stages of training in the second and third
approaches were characterized by higher rewards compared to the rstapproach. This
situation is directly related to the use of classical closed-form guidance algorithms

during the generation of the guidance commands.

5.3 Simulation Results

This section compares proposed reinforcement learning-based guidance approaches
with classical closed-form guidance algorithms and model-based computational guid-
ance algorithm in simulation environment for quadcopter guidance problem. TPN,
PPN and EPPN algorithms are chosen as examples of classical closed-form guidance
algorithms. MPC is also included in the comparison to represent model-based com-
putational guidance algorithms. The comparison is made for two different situations
where the target is stationary and moving with constant velocity. The time taken to
intercept the target and the acceleration commands are chosen as comparison metrics.
The episode is considered successful if the relative distance between the quadcopter
and the target is less than Gl The velocity and acceleration limits in tikeandy

directions are determined asvi=s and 0.1m=s?, respectively.

5.3.1 Stationary Target

The success of the approaches for the situation where the target is stationary is com-
pared in this subsection. A sample scenario is chosen to compare the proposed ap-
proaches with other algorithms. In this sample scenario, the aim of the quadcopter,
which starts from the [1m, 1m] position with a speed of 0.3 m/s irxtd&ection, is to
intercept the target located at the [3m, 4m] position. First of all, classical closed-form
guidance algorithms are compared with each other. The distance, ight trajectory,
and acceleration command graphs of the classical closed-form guidance algorithms

in both thex andy directions for this sample scenario are given in Figure 5.3.
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Figure 5.3: Distance, Quadcopter Flight Trajectory and Control Efforts Graphs of

the Classical Closed-form Guidance Algorithms with a Stationary Target

Figure 5.3 shows that all classical closed-form guidance algorithms successfully in-
tercept the stationary target. The outcomes of the PPN and EPPN algorithms exhibit
considerable similarity in terms of the variation of the distance between the target
and the quadcopter over time. The time taken for the TPN algorithm to intercept the
target is quite high compared to other algorithms. Acceleration graphs show that all

algorithms stay within de ned acceleration limits.

Secondly, proposed deep reinforcement learning based approaches are compared with
each other. Figure 5.4 shows the distance, ight trajectory, and acceleration command
graphs of the proposed approaches in bothxrendy directions for this sample

scenario.

When Figure 5.4 is examined, it can be seen that deep reinforcement learning-based

approaches also successfully intercept the target like classical closed-form guidance
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algorithms. The rst proposed approach exhibits a relatively longer time to achieve
a successful hit compared to other approaches, but still hits the target in less time

compared to the classical closed-form guidance algorithms.

Figure 5.4. Distance, Quadcopter Flight Trajectory and Control Efforts Graphs of

the Deep Reinforcement Learning-based Approaches with a Stationary Target

Finally, the third proposed reinforcement learning-based approach is compared with
MPC and PPN algorithms, which are examples of classical closed-form and model-
based guidance algorithms, respectively. The results of this comparison can be seen
in Figure 5.5.

Figure 5.5 show that MPC algorithm also intercept the target successfully like other
algorithms. The distance results of the MPC algorithm and the third proposed rein-
forcement learning-based approach are quite similar. Although the PPN algorithm
reaches the target in the longest time, it produces less acceleration commands com-

pared to other algorithms.
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Figure 5.5: Distance, Quadcopter Flight Trajectory and Control Efforts Graphs of
PPN, MPC and Reinforcement Learning-based Guidance Algorithms with a Station-

ary Target

5.3.2 Moving Target

The success of the algorithms for the situation where the target is moving with con-
stant speed is compared in this subsection. A different scenario from the one selected
for the stationary target is selected for the moving target. The aim of the quadcopter,
which starts from the point [Lm, 1m] with a speed of 0.3 m/s inytligrection, is to
intercept the target, which starts from the point [3m, 4m] with a speed of 0.1 m/s in
the negativex direction. First of all, classical closed-form guidance algorithms are
compared with each other as in the stationary target scenario. Distance, ight trajec-
tory and acceleration commandxnandy directions graphs of this sample scenario

can be seen in Figure 5.6.
Figure 5.6 shows that all classical closed-form guidance algorithms successfully in-
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Figure 5.6: Distance, Quadcopter Flight Trajectory and Control Efforts Graphs of

the Classical Closed-form Guidance Algorithms with a Moving Target Target

tercept the moving target as in the stationary target scenario. The distance and ight
trajectory results of the PPN and EPPN algorithms are almost the same. Although all
algorithms intercept the moving target in a shorter time compared to stationary target,

the intercept time of the TPN algorithm is signi cantly reduced.

Secondly, a comparative analysis is conducted among the proposed deep reinforce-
ment learning-based approaches to assess the impact of different learning approaches
on the performance of the algorithm. Figure 5.7 shows the distance, ight trajectory,
and acceleration command graphs of the proposed approaches in batlarioley
directions for this sample scenario.

Figure 5.7 demonstrates that the reinforcement learning-based guidance approaches
achieve a signi cantly reduced impact time compared to classical closed-form guid-

ance algorithms. In addition, the guidance commands produced with reinforcement
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Figure 5.7: Distance, Quadcopter Flight Trajectory and Control Efforts Graphs of

the Deep Reinforcement Learning-based Approaches with a Moving Target

learning-based guidance approaches are less smooth compared to classical closed-

form guidance algorithms.

Finally, MPC and PPN algorithms are used to evaluate the performance of the third
proposed reinforcement learning-based approach. The comparison in terms of dis-

tance, ight trajectory and acceleration commands can be seen in Figure 5.8.

Figure 5.8 shows that all algorithms successfully intercept the moving target. The
MPC algorithm reaches the target in the shortest time by using relatively high ac-
celeration commands. The time taken for the PPN algorithm to intercept the target
is quite high compared to other algorithms. Although the PPN algorithm reaches
the target in the longest time, it produces less acceleration commands compared to
other algorithms. Acceleration graphs show that all algorithms stay within de ned

acceleration limits.
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Figure 5.8: Distance, Quadcopter Flight Trajectory and Control Efforts Graphs of
PPN, MPC and Reinforcement Learning-based Guidance Algorithms with a Moving

Target

A different simulation scenario is tested to examine the effects of target speed on the
guadcopter ight trajectory generated by the third proposed reinforcement learning-
based approach. In this sample scenario, the aim of the quadcopter, which starts from
the [1m, 1m] position with a speed of 0.3 m/s in theirection, is to intercept the
target which starts from the [3m, 4m] position. The target moves in the negative
direction with different constant velocities. The ight trajectory graph of this sample

scenario is given in Figure 5.9.

Figure 5.9 shows that the target is intercepted successfully with the third proposed re-
inforcement learning-based approach regardless of the target velocity. As the velocity
of the target increases, teposition of the target at the point of impact decreases, as

expected.
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Figure 5.9: The Effect of Target Speed on the Quadcopter Flight Trajectory

5.4 Experimental Results

Experiments are carried out to validate the effectiveness of the proposed deep re-
inforcement learning-based guidance approaches on physical hardware. In order to
ensure precise tracking of the quadcopter, a highly accurate positioning system is uti-
lized throughout the experiments. The ight arenais 8 m x 10 m x 5 m as shown
in Figure 5.10. Crazy ie 2.1 (Bitcraze, Sweden) ying development platform is uti-
lized as the actual hardware. The ground control station is responsible for sending

acceleration commands to the actual hardware.

5.4.1 Stationary Target

The success of the rst approach in experiments with stationary targets is examined
in this subsection. A sample scenario is chosen for the experiments with stationary
target. In this scenario, the quadcopter starts the episode with a speed of 0.3 m/s in
thex direction at the [3m, 2m] position. The primary objective of the quadcopter is

to accurately intercept the target located at [5Sm, 5m]. The results obtained from the

experiments conducted under the stationary target scenario are given in Figure 5.11.
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