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ABSTRACT

TEXTURE ANALYSIS AND CLASSIFICATION BY DEEP
ARCHITECTURES FOR PAPER FRAUD DETECTION

Ekiz Emiroglu, Ezgi
Ph.D., Department of Computer Engineering
Supervisor: Assoc. Prof. Dr. Erol Sahin

Co-Supervisor: Prof. Dr. Fatog Tiinay Yarman Vural

August 2023, [I08] pages

This thesis aims to distinguish between fraudulent documents and original ones by
analyzing the inherent textural structure present in the papers they are printed on. It
is shown that the likelihood of two distinct sections from a paper sharing the same
underlying textural structure is extremely low. The primary objective is to determine
whether an object exists in the database or not (i.e., if it is original or fraudulent),
which can be formalized as a Hypothesis Testing problem. To address this problem, a
Siamese Network is utilized to extract discriminative features. By introducing a new
weight term to the loss function of this base network, the identification of mismatched
pairs is significantly improved compared to the classical methods, such as Gabor Fil-
ters and Local Binary Pattern. Subsequently, the learned embeddings from the base
Siamese network are employed for the Hypothesis Testing problem by constructing a
database with known objects and introducing unknown objects in the test phase. The
problem can be viewed as comparing image of a unknown paper with those already
encountered, using a suggested Meta Learning mechanism in the embedding space.

Additionally, an end-to-end network is constructed to facilitate the objectives of both



the Siamese Network and the Meta Learner. To demonstrate the effectiveness of pro-
posed method with experiments, a dataset including paper sections is collected and
subjected to a data augmentation schema. Additionally, experiments are conducted
on a publicly available fabrics dataset. Systematic experiments reveal that the pro-
posed method outperforms the baselines in terms of both accuracy and Type-II error
(percentage of frauds predicted falsely as originals). The novel approach showcases
improved performance in terms of Type-II error, effectively differentiating between

genuine and fraudulent documents based on the textural structure analysis.

Keywords: Texture Analysis, Image Matching, Siamese Networks, Meta Learning,

Hypothesis Testing
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0z

EVRAKTA SAHTECILIK TESPITI ICIN DERIN MIMARILER ILE DOKU
ANALIZI VE SINIFLANDIRMA

Ekiz Emiroglu, Ezgi
Doktora, Bilgisayar Miihendisligi Boliimii
Tez Yoneticisi: Dog. Dr. Erol Sahin
Ortak Tez Yoneticisi: Prof. Dr. Fatog Tiinay Yarman Vural

Agustos 2023 ,[10§]sayfa

Bu tez, basildiklar1 kagitlarin dokusal yapisini analiz ederek sahte ile orijinal belgeler
arasinda ayrim yapmay1 amaclamaktadir. Bir kagittan alinan iki farkli boliimiin ayn1
temel dokusal yapiyr paylagsma olasiliginin son derece diisiik oldugu gosterilmistir.
Hipotez Testi problemi olarak tanimlanabilecek bu olan problemde amac, bir nesneye
ait gorselin veritabaninda var olup olmadigini (yani, orijinal olup olmadigini) belirle-
mektir. Bu sorunu ¢bzmek igin, ayirt edici dzellikleri aciga ¢ikaracak Ikiz Aglar kulla-
nilmistir. Bu temel agin kayip fonksiyonuna yeni bir katsay1 terimi eklenerek, uyum-
suz ciftlerin tanimlanmasinin iyilestirilmesi amaclanmistir. Daha sonra, Ikiz Agdan
ogrenilen Oznitelikler Hipotez Testi probleminin ¢6ziimii i¢in kullanilmigtir. Prob-
lem, dgrenilen 6znitelik uzay iizerinde 6nerilen bir Meta Ogrenme mekanizmasini
kullanarak yeni gelen bir nesneye ait gorseli daha 6nce goriilenler ile karsilastirmak
ve nesnenin daha 6nce goriiliip goriilmedigini tespit etmek olarak goriilebilir. Ek ola-
rak, hem Ikiz Aglar hem de Meta Ogrenmenin hedeflerini birlestirmek icin uctan uca

bir ag olusturulmustur. Yontemimizin etkinligini deneyler ile gostermek icin, kagit

vii



boliimleri igeren bir veri seti olusturulmustur. Bu veri seti bir veri artirma semasina
tabi tutulmustur. Ek olarak, a¢ik kaynakli bir kumas veri seti iizerinde deneyler ya-
pilmustir. Sistematik deneyler, onerilen yontemin Tip-II hata (sahte nesnelerin orijinal
olarak smiflandirilma yiizdesi) ac¢isindan mevcut yontemlerden daha iyi performans
gosterdigini ortaya koymaktadir. Yeni yaklasim, dokusal yap1 analizine dayali olarak
gercek ve sahte belgeler arasinda etkili bir sekilde ayrim yaparak gelismis performans

sergilemektedir.

Anahtar Kelimeler: Doku Analizi, Gorsel Esleme, Ikiz Aglar, Meta Ogrenme, Hipotez
Testi
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CHAPTER 1

INTRODUCTION

Checking the authenticity of printed documents is crucial in numerous real-world sit-
uations, as these documents may contain vital information that could be tampered
with for illicit purposes, such as the creation of fraudulent documents. Some of these
important documents are disseminated by of cial entities, which possess knowledge
of their original, unaltered state. It is imperative that the information within these
documents remains unaltered to maintain their validity in the eyes of the authority
that issued them. Consequently, the authority must have the capability to compare
the document's current state with its original state whenever necessary. The act of
detecting any alterations in these documents holds signi cant importance in various
scenarios, such as passport control or when applying for insurance, as malicious ac-

tivity has the potential to result in nancial losses and compromise security.

Authenticity veri cation procedures can present challenges because, in mostinstances,
documents remain in their original state, and instances of fraudulent documents are
infrequent. An effective authenticity veri cation protocol should have the capability

to accurately detect altered documents, ideally with a 100% success rate, while not
agging authentic ones erroneously. Presently, common methods for implementing
such protocols involve introducing an additional layer of security to printed docu-
ments, like QR codes or RFID chips. However, it's important to note that none of

these solutions are entirely immune to cloning or reproduction.

In this work, our main focus is to explore and analyze textures for paper identi cation.
Despite considerable research has been done on textures over the years, the eld
still lacks a formal and universally accepted de nition for texture. Texture can be

described as a visual structure that exists in the data and is heavily in uenced by



the characteristics of the observed objects. The absence of a formal de nition poses

challenges in modeling the texture accurately.

Existing approaches in texture analysis often rely on either model based approaches
or statistical methods to approximate and characterize textures based on the available
data. These methods attempt to capture the underlying patterns and variations in

texture, allowing for texture identi cation and classi cation.

Our study aims to contribute to the understanding and formalization of texture in the
context of paper identi cation. By exploring different approaches and analyzing the
inherent characteristics of textures in paper documents, we seek to shed light on the
complexities and nuances of texture analysis. Ultimately, our goal is to develop more
robust and effective methods for paper identi cation based on the unique textural

structures present in the data.

Indeed, one of the primary challenges faced in texture-based approaches to paper
identi cation is data being insuf cient. This sparsity arises due to the limited avail-
ability of diverse and representative samples, which makes it dif cult to capture the

full complexity and variability of textures.

The motivation behind addressing this problem lies in the critical need to differentiate
genuine products from fraudulent ones, especially in the context of manufacturing
and product authentication. Counterfeiting and fraudulent activities by altering the
original document distributed by the authority can lead to signi cant economic losses,
damage brand reputation, and compromise consumer safety. For example, altering a
passport may cause security leakage or fraud insurance papers may lead to loss of

money.

While various solutions have been employed to combat fraud, such as barcodes, digi-
tal signatures, RFID chips, matrix codes, holograms, and security inks, none of them
are entirely unclonable or entirely foolproof. Counterfeiters and fraudsters continu-
ally nd ways to replicate or bypass these security measures, highlighting the need

for more robust and innovative techniques.

Texture-based methods present a promising avenue for fraud detection due to the

inherent uniqueness and complexity of textures present in genuine products (unaltered



original documents). By leveraging advanced texture analysis techniques, we can
extract and model subtle textural patterns that are challenging to reproduce such as

papers, fabrics or woods.

However, data being insuf cient remains a signi cant obstacle, as it limits the gen-

eralization and effectiveness of texture-based models. Addressing this challenge re-
quires careful consideration of data augmentation techniques, transfer learning, and
the development of novel algorithms that can make the most of the available data to

achieve reliable and accurate fraud detection.

In conclusion, the challenge of data being insuf cient is a crucial aspect that needs
to be overcome. Because we need to realize the full potential of texture-based meth-
ods for identifying the original papers and combat fraud in manufacturing and other

industries.

On the other hand, paper possess inherent natural randomness and imperfections that
make them uniquely suitable for creating an original and impossible-to-clone nger-
print [1]. The objective of this work is to harness these unique textures to develop

a distinctive ngerprinting technique. This ngerprint will be based on the inherent
and characteristic textures found in paper. The corresponding product information

will then be stored in a secure database.

By leveraging the unique characteristics of paper, this work aims to offer a robust and
reliable solution for product authentication and fraud detection. The ability to create
an original ngerprint based on these natural textures aims to provide a highly secure
and dif cult-to-replicate method for verifying the authenticity of various products.
This approach opens up numerous possibilities for practical applications, enhancing
the trust and con dence in genuine products while deterring counterfeiters and pro-

tecting consumers.

In order to determine the authenticity of a query product, it is crucial to establish and
test a process based on the available representations. Determining the authenticity of
a query product can be formalized as a Hypothesis Testing Problem, which involves

evaluating the compatibility of a given claim with the available data.

In Hypothesis Testing, the claim that is currently presumed to be true is known as the



null hypothesis, often denoted Bg. On the other hand, the alternative hypothesis,
denoted a#l 5, represents an alternative proposition that needs to be examined. Based
on the experimental observations on the data, if the alternative hypothesis exhibits
substantial evidence, one may reject the null hypothesis in favor of the alternative
hypothesis.

In the context of fraud detection, the null hypothesis can be interpreted as the item
being genuine, while the alternative hypothesis corresponds to the item being fraud-
ulent. Through a systematic process of collecting and analyzing data, a decision can
be made on whether to accept or reject the null hypothesis, thereby determining the
authenticity of the product in question.

Formalizing fraud detection as a Hypothesis Testing Problem, we can have a statisti-
cally sound assessment of the methods analyzing authenticity of products. Hypothe-
sis Testing provides a framework to make informed decisions based on the available

evidence and experimental observations.

A standard classi cation problem the estimated performance outputs have equal im-
portance while observing the success of the solution. On the other hand not all hy-
potheses carry the same level of importance in the context of fraud detection. It is
crucial to consider the consequences of misclassifying a fraudulent object as genuine
versus mistakenly classifying a genuine object as fraudulent. Therefore, the solution
should be designed in a manner that assigns weights to the hypotheses based on their
signi cance. The speci c cases of misclassi cation have distinct names and implica-
tions, as illustrated in Table 1.1. For our speci c problem of fraud detection, Type-ll
error, also known as a false negative, is more critical. Classifying a fraudulent doc-
ument as genuine can have severe consequences, making it more important to avoid
Type-Il errors. In contrast, Type-I error, also known as a false positive, involves clas-
sifying a genuine document as fraudulent, which is still undesirable but may have

lesser consequences.

Given our primary objective of paper fraud detection, it is essential to focus on mini-
mizing Type-Il errors while also considering Type-I errors. Classifying all documents
as fraud would be resulted with zero Type-II error but Type-I error would be one in

such case. Similarly, classifying all documents as original would be resulted with



Reality o
Original Fraud
Decision
Original True Decision (TP) Type Il Error (FN)
Fraud Type | Error (FP) | True Decision (TN)

Table 1.1: The four possible outcomes of hypothesis testing.

zero Type-I error but causing missing all fraud documents (Type-II error being one).
Therefore, an optimal balance between these two types of errors is crucial. The chal-
lenge lies in creating a solution that effectively addresses both types of errors while
considering their relative importance. By incorporating appropriate weighting and
optimization techniques, the proposed solution aims to strike a balance between min-
imizing both Type-Il and Type-II errors, ultimately improving the overall performance

and reliability of fraud detection.

1.1 Contributions of this Thesis

In this thesis, we begin by constructing an image database that consists of pairs of
images captured at different time instancesgndt,), but representing the same
area of the paper. This database aims to mimic real-life scenarios where image of
paper documents are subject to variations over data acqusition devices. To enhance
the robustness and generalization of the model, we augment the dataset with rotation,
translation, and noise, which helps the method to learn to handle variations commonly

encountered in practical situations.

In addition to the constructed image database, we also utilize a publicly available
Fabric dataset [2] to further evaluate the success of our proposed method. This ad-
ditional dataset provides a diverse range of textures and patterns, enabling us to test
the performance of the model on a different domain and demonstrate its potential

applicability in various scenarios.

The pairs of images, both from generated paper database and the Fabric dataset, are
then utilized to train the Siamese Networks. The Siamese Networks are trained to

learn discriminative features that can effectively capture the unique textural charac-
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teristics of genuine documents and distinguish them from fraudulent ones.

Once the training phase is completed, a frozen Siamese Network (a network with
weights are assigned and are stopped being updated) is used to process new images.
When a new image is introduced to the system, the frozen Siamese Network compares

it against the entire database of previously seen images.

By leveraging the trained Siamese Network and the frozen model for inference, our
proposed method aims to provide a robust and ef cient approach to tackle the problem
of fraud detection based on texture analysis. The utilization of both the constructed
paper database and the publicly available Fabric dataset ensures a comprehensive
evaluation of the method's performance and demonstrates its potential for real-world

applications.

To enable the comparison between embeddings and determine the authenticity of
matches, we utilize the differences between embeddings in the training set as input
to train a Meta Learner. This Meta Learner is designed to learn ne-grained classi-

cations based on these embeddings, effectively distinguishing between genuine and

fraudulent matches.

During the testing stage, the Meta Learner processes the difference between two em-
beddings obtained from the frozen Siamese Network and generates a score that indi-
cates the likelihood of a match being genuine or fraudulent. This score serves as a

measure of con dence in the authenticity of the match.

Furthermore, to enhance the overall performance and coordination between the Siamese
Network and the Meta Learner, an end-to-end framework is introduced. This frame-
work aims to seamlessly integrate both components, ensuring a cohesive and ef cient

work ow for fraud detection based on texture analysis.

Through systematic experimental evaluations, we assess the success of the proposed
method, particularly in terms of Type-Il error, which is of utmost importance for

our fraud detection objective. By comparing our results with baseline methods, we
demonstrate the superiority of our approach in accurately identifying and classifying

fraudulent matches.



In conclusion, the proposed method effectively combines the strengths of the Siamese
Network and the Meta Learner to achieve robust and accurate fraud detection based
on texture analysis. The systematic evaluation of our approach showcases its signif-
icant improvement over baseline methods, underscoring its potential for real-world
applications and its ability to address the complexities of fraud detection in practical

scenarios.

The main contributions of this thesis on paper identi cation based on underlying tex-

tural structure, can be summarized as follows:

In order to enhance the signi cance of unmatching pairs (frauds) within the
basic Siamese Network structure, a weighting approach is presented in loss

function of training process of the network.

A new dataset is introduced speci cally designed for fraud detection, and a

publicly available dataset is restructured for the same purpose.

A Meta Learner architecture is proposed to facilitate Hypothesis Testing tasks

(to check whether a query object original or fraud).

An end-to-end network that facilitates the contributions of Siamese Network
and Meta Learner is introduced. To be precise, the end-to-end network both

matches images and determines whether a query object is original or fraud.



1.2 The Outline of the Thesis

The structure for the remainder of this thesis is outlined as follows:

In Chapter 2, a brief overview of the literature on texture identi cation is pre-
sented. The chapter covers methods and techniques utilized in texture analysis,
with a particular emphasis on approaches employed for paper fraud identi ca-
tion. The review serves to establish the current state of the eld and provides
insights for developing an effective fraud detection method based on texture

analysis.

Chapter 3 presents the problem statement of fraud detection based on texture
analysis and introduces the Siamese Network structure for matching a pair or
image patches. Then, a Meta Learner is introduced for fraud detection. Finally,
Siamese Network and Meta Learner is integrated for an end-to-end network

that uni es both components.

In Chapter 4, a set of experiments is introduced for evaluating the performances
of Siamese Network and the contribution of the Meta Learner for increasing the
performance of detecting the fraud documents. These experiments are designed
to assess the performance of the models based on texture analysis. Then, a set
of experiments are conducted for ablation studies. Finally, the suggested deep

Siamese Network is compared to the popular fraud detection methods.

In Chapter 5, the study concludes with a summary of the key ndings and
contributions of the research. The conclusions drawn from the experiments and
evaluations are discussed, emphasizing the proposed fraud detection method
based on texture analysis. Additionally, the chapter outlines potential avenues

for future research to further enhance and expand the proposed methods.



CHAPTER 2

BACKGROUND FOR TEXTURE ANALYSIS ON FRAUD DETECTION
PROBLEM

This chapter explores various methodologies employed in texture based fraud analy-
sis, including model based, statistical, signal processing based, and structural meth-
ods. By examining the different approaches, we aim to provide an overview of the

existing techniques in fraud analysis using texture.

By exploring the existing methodologies, we gain insights into the diversity of tech-
niques used in texture analysis. This exploration sets the stage for introducing our
proposed method, which combines elements from these approaches to enhance the

effectiveness and accuracy of fraud detection in texture-based analysis.

Furthermore, we thoroughly investigate machine learning methods for texture anal-
ysis. These methods leverage supervised or unsupervised learning algorithms to
learn patterns and detect anomalies within the textured data. By training on labeled
datasets, machine learning models can identify fraudulent patterns and classify doc-
uments as original or fraud. The exploration of machine learning methods in fraud
analysis using texture allows us to assess their strengths, limitations, and overall ef-
fectiveness in detecting fraudulent activities based on texture characteristics. Through
this investigation, we aim to gain insights into the applicability and potential advance-
ments of machine learning techniques in the eld of fraud detection.

In this chapter, our exploration also encompasses notable works that speci cally con-
centrate on the area of fraud detection based on the material of the prints. Through
the analysis of these speci ¢ works, we aim to create a comprehensive understanding

of the state-of-the-art approaches and advancements in fraud detection problem using



the texture of paper.

We continue the chapter with an introduction of Siamese networks as a key compo-
nent of our proposed method for texture based fraud analysis. Siamese networks have
emerged as an architecture for comparing and contrasting pairs of data points, making

them well-suited for fraud detection tasks.

In the last section, we introduce one-shot learning and why is it applicable to texture
based fraud analysis. Section continues with exploration of two one-shot learning
approaches that we use as a baseline. In terms of fraud detection, one-shot learning
approaches offer solutions for recognizing new instances with limited training data.
These methods are designed to learn from a single or few examples, making them
particularly relevant in fraud detection scenarios where new and unseen fraud patterns

frequently emerge.

2.0.1 De nition of Texture

Although it has been studied for many decades, "texture" does not have a formal
de nition. On the other hand, it can be divided into some basic components, named
as texels. Texel§ are represented as a set containing individual tetxg|swhere

i andj denote the row and column indices, respectively. The texel detde ned

asT = ft; giNz;Q";j -1, whereN represents the number of rows akdrepresents the
number of columns within the texture image. Each téxetorresponds to a speci ¢

region within the image, capturing the local texture properties in that area.

This formal de nition of texels as fundamental units allows for precise representation
and analysis of texture patterns, enabling the detection of subtle irregularities (the
parts of image that does not comply with modeled/represented structure of the tex-
ture) that may indicate fraudulent manipulation. Incorporating texels into the fraud

detection process enhances the analysis.
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2.1 Texture Analysis Based on Feature Extraction

Texture analysis based on feature extraction refer to methods that extract and ana-
lyze speci c features or characteristics from texture patterns in order to describe and
classify textures. These approaches aim to capture and quantify relevant informa-
tion about the spatial arrangement, distribution, and statistical properties of texture

elements within an image.

Texture analysis based on feature extraction approaches are worth mentioning in the
eld due to their ability to extract features that are compact, distinctive, relevant and
discriminative. The term "relevant” or "compact" refers to the fact that these features
capture the essential information and characteristics of the textures under investiga-
tion. They are speci cally chosen to represent the unique aspects of the textures that
are important for analysis and interpretation. By focusing on the relevant aspects,
these features provide a concise representation of the textures while minimizing re-

dundancy and irrelevant details.

Additionally, the term "discriminative” or "distinctive" indicates that the extracted
features are capable of distinguishing between different textures or texture classes.
These features possess the ability to capture variations and patterns that allow for
differentiation between textures with similar or distinct properties. By being discrim-
inative, these features enable accurate classi cation, recognition, and detection of

textures in various applications.

By combining relevance and discriminative power, feature based texture analysis ap-
proaches provide a comprehensive and ef cient means of analyzing and interpreting

textures.

We study feature based texture analysis approaches in the following headings: texture
analysis approaches based on modeling the texels, structural appraoaches, transform
domain approaches, and statistical approaches, as explained in the following subsec-

tions.
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2.1.1 Texture Analysis Approaches based on Modeling the Texels

Texture analysis approaches based on modeling the texels develop mathematical or
statistical models to characterize and analyze texture patterns in images. These ap-
proaches aim to describe textures using explicit models that capture the underlying

processes or structures responsible for generating the observed texture patterns.

In model based texture analysis, the fundamental idea is to hypothesize a model or set
of models that can generate textures with similar statistical properties as the observed
textures. The model parameters are then estimated or learned from the image data to
characterize the texture patterns. These models can be based on various mathematical

frameworks.

Texture analysis approaches based on modeling the texels hold signi cant importance
in the eld of texture analysis as they provide a structured framework for understand-
ing and representing textures based on explicit models. By leveraging prede ned
statistical models and explicit assumptions, these approaches offer a systematic ap-
proach to analyze and interpret texels.

As explained before, texels represent the textural elements within an image or a re-
gion, capturing the intricate patterns and details that contribute to the overall texture.
Texture analysis approaches based on modeling the texels allow for the quanti cation
and characterization of texel properties, providing a basis for objective analysis and
comparison. By modeling the statistical characteristics of texels, these approaches
enable the extraction of relevant information and features that represent the essential

aspects of the texture.

One of the advantages of texture analysis approaches based on modeling the tex-
els is its ability to capture complex variations and patterns embedded in the texels.
By explicitly de ning the assumptions and constraints of the model, researchers can
establish a well-de ned framework for texel analysis, enhancing the interpretability
and reproducibility of the results. This structured representation not only provides
insights into the texel patterns but also allows for ef cient storage, processing, and

comparison of texel data.
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However, itis important to acknowledge the limitations of texture analysis approaches
based on modeling the texels. The effectiveness of these methods relies on the accu-
racy and appropriateness of the chosen model in capturing the speci ¢ textural vari-
ations within texels. Careful consideration and validation of the model assumptions

are necessary to ensure reliable results that re ect the true texel properties.

In the following subsections, we overview the popular approaches to model the texels.

2.1.1.1 Markov Random Fields

Markov Random Fields (MRFs) are parametric models which express the characteris-
tics of texels. These models examine the texel values in such a way that the probability
of a texel's brightness is conditioned only on the prede ned values of its neighbor-
ing texels. By modifying the function that de nes the relationship between a texel
and its neighbors, it becomes possible to model different types of texels. Depending
on the distribution from which the texel brightness values are drawn, conditioned on
the neighboring texels, the MRF can be referred to as auto-binomial or auto-normal

(Gaussian).

If we show the probability(t = kjL) (texelt having the brightness vallkedepending

on its neighbors (L)) as(x), then we may expressas:

= e (2.1)

wheres de nes the function that gives thés relationship with its neighbors. If we
assume the probability of brightnesslofs drawn from a Binomial distribution, the

probability of k given the neighborhood system L is de ned as,

M= 1 s 2.2

where L is the neighborhood of the texel. Similarly, when the distribution is Gaussian

with a constant standard deviationthe equation becomes:
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(k |= a4kl)2

. 1
P(kjL) = —p=exp 52 (2.3)

wherelL is the neighborhood of the pixel asl is the parameter determining how

much the neighbdraffects the pixel value.

When constructing textures, one may begin with an image containing random texel
values and progressively update the texel values based on various schemes that con-
sider the relationships between neighboring texels. In this process, different func-
tions, denoted as, are utilized to determine the relationship between a texel and its

neighboring texels.

To estimate the parameters of a texel model, Maximum Likelihood Estimation (MLE)
is a suitable approach. MLE involves selecting the optimal parameter values, denoted
as , that maximize the joint log-likelihood function. The joint log-likelihood repre-
sents the logarithm of the likelihood of observing the given set of texel values in the

texture, given the speci ed parameter values.

MLE method estimates the parameter values of the distributions that make the ob-
served texel values the most likely to occur in the given texel model. By maximizing
the joint log-likelihood function below, one can obtain the parameter estimates that
best tthe observed data, allowing for a more accurate representation and generation
of texels:

X
|(Dataj ) In p(tej ) (2.4)
k=1

whereN is the total number of independent observations (intensity values). In their
work, Cross and Jain (1983) [3] employed the exact MLE approach on a Binomial
distribution to generate textures. They investigated the impact of parameters on the
rst, second, third, and fourth-order dependencies that determine a texel's relation-
ships with its neighbors. However, this method becomes computationally inef cient
for larger-sized textures due to the limitation of the neighborhood to a maximum of

fourth-order dependencies.
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As an alternative, Zhu and Mumford (1996) [4] proposed an approach to address
the computational challenges posed by high-dimensional textures. They used I-
ters selected from a Iter bank and applied a Markov Random Field model on the
marginal distributions of the Iters. This was done within a minimax entropy frame-
work, aiming to avoid the curse of dimensionality. In this framework, feature com-
binations that maximize the entropy of the model were selected based on observed
features. This method is equivalent to MLE. For unobserved marginal distributions,
the method selected those with the minimum entropy from all candidate sets with
the maximum entropy. This approach reduces the computational complexity associ-
ated with high-dimensional textures, offering a more ef cient alternative to the exact
MLE-based method. By incorporating Iter selection and a minimax entropy schema,
Zhu and Mumford's approach demonstrated improved computational ef ciency while
still capturing essential texture characteristics. This allowed for the analysis and gen-
eration of textures with higher dimensions, expanding the possibilities for texture

modeling and synthesis.

On the other hand, MRFs have certain drawbacks when applied to texture analysis.
MRFs require careful selection of model parameters, such as neighborhood size and
potential functions, which can be challenging and may impact the effectiveness of
the analysis. Moreover, MRFs may struggle with capturing long-range dependencies
and complex patterns in textures, limiting their modeling capability for certain tasks.
They are also sensitive to noise in the data, which can lead to inaccurate texture seg-
mentation or classi cation results. Furthermore, MRFs often demand a large amount
of training data to estimate model parameters accurately, which can be impractical for
datasets with limited samples. Finally, interpreting MRF results may be challenging
due to the complex underlying model, making it dif cult to gain insights from the

analysis.

2.1.2 Transform Domain Texture Analysis Approaches

Transform Domain Texture Analysis Approaches involve the application of image
transforms to analyze texture patterns by capturing their frequency or spectral infor-

mation. These methods focus on representing and studying textures in the frequency
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domain rather than the spatial domain. The common techniques include Fourier
Transform, which decomposes textures into frequency components to extract features
related to dominant frequencies or orientations [5]. Wavelet Transform is another
popular approach that decomposes textures into different scales and orientations, al-
lowing for the analysis of local and global granularity information [6]. Gabor Trans-
form combines the spatial localization properties of Gabor lters with the frequency
analysis capabilities of the Fourier Transform to capture local spatial frequency con-
tent and orientations in textures [7]. By analyzing the frequency content or spectral
characteristics, these methods enable the extraction of texture features relevant for

various applications in image analysis and understanding texture patterns.

In summary, transform domain approaches for texture analysis offer a framework for
extracting representative information from texture signals. They enable the analysis
of frequency content, providing insights into multi-scale properties of textures. By
leveraging various transform techniques, these approaches contribute to the develop-

ment of effective texture analysis methodologies.

However, transform domain approaches have some limitations in texture modeling
problems. Firstly, the choice of the appropriate transform technique and its parame-
ters signi cantly effect the quality and interpretability of the texture analysis results.

Secondly, taking the transform of a texel, hides the spatial relationship among the pix-
els. Finally, transform domain domain techniques falls to short in statistical textures,

such as paper or wood.

2.1.2.1 Gabor Filters

Gabor lters are a set of linear Iters commonly used in texture analysis. They are
designed to mimic the receptive elds of cells in the primary visual cortex of humans:
X® + y@

T Ccos (2fX O+ )

a(x;y) = exp

whereg(x;y) represents the Gabor lter value at the coordingtesy). The coordi-
nategx% y9 are obtained by rotating the original coordinapesy) with respect to the

lter orientation angle as follows:x°= xcos +ysin andy®= xsin +ycos .

16



The standard deviation controls the bandwidth of the lterf represents the fre-
guency, and denotes the phase of the sinusoid. Gabor Iters exhibit both spatial and
frequency selectivity, making them suitable for capturing local spatial variations and

oriented frequency content in an image.

Gabor Iters are commonly used in texture analysis due to their spatial localization,
multi-orientation sensitivity, frequency selectivity. They respond strongly to texture
patterns within a limited region, capturing ne details and small-scale variations. By
applying lters with different orientation angles, they can detect orientation-speci c
texture features. Gabor Iters are selective to speci c frequencies, capturing both
low and high-frequency components of textures. Also, they have resemblance to the
receptive elds of cells in the primary visual cortex and they mimic human visual

processing, making them suitable for simulating human perception of textures.

Several Gabor Iter-based approaches existin paper fraud detection literature. Sharma
et al. [8] collect speckles by a portable microscope. Then, they apply Gabor transform
at multiple orientations to obtain a ngerprint. Chen et al. [9] employ Gabor Filters

to the microscopic images of papers. Toreini et al. [10] capture paper images with a
DSLR camera and use Gabor lter responses to measure ngerprint closeness. These
studies show the utilization of Gabor lters in texture analysis for ngerprinting pur-

poses.

Despite their strengths, Gabor Filters have certain weaknesses in modeling the texels.
Manual parameter selection is required for optimal performance, which can be time-
consuming and subjective. Gabor Iters have a xed receptive eld size, limiting
their ability to capture textures with varying scales or speci c regions of interest. Ad-
ditionally, they lack robustness in terms of rotation invariance, as they are sensitive to
the orientation of texture patterns, potentially limiting their effectiveness in scenarios
where texture orientations vary signi cantly. As the textures in our problem can not
be easily discriminated by human eye, Gabor lters is considered to be ineffective for

our problem as they mimic the visual cortex.
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2.1.2.2 Schmid Filters

Schmid lters address the issue of rotational invariance encountered with Gabor |-
ters [11]:
p___ !

( x;y) =exp 2_2y cos Xty (2.5)
wherex andy give the texel locations. This novel approach proposed xed amount
of Iters which can be mathematically expressed using the equation below. In the
eqguation, the parameterdetermines the number of cycles of the harmonic function
within the Gaussian envelope of the lter, and the standard deviatioantrols the
bandwidth of the lter.

Belhumeur et al. [12] use Schmid lters as a part of the Eigenfaces algorithm for face
recognition. The authors apply Schmid Iters to extract texture features from facial

images, which are then used for dimensionality reduction and classi cation.

Schmid lters, while effective for texture analysis, have certain weaknesses. One
limitation is their limited rotation invariance, as they may still exhibit sensitivity to
rotation, making them less robust in scenarios where texture orientations vary signi -
cantly. Another weakness is the xed number of Iters, which may not be optimal for
capturing the diverse range of textures encountered in different applications. Manual
parameter selection is required, adding subjectivity and potential inef ciency to the

process.

2.1.2.3 Maximum Response Filters

Varma and Zisserman [13] introduced maximum response lters, which comprise a
subset of Gaussian derivative, Laplacian of Gaussian, and Gaussian lters at varying
scales and orientations. The number of root Iters in this approach is xed. Pooling
these lters, authors obtain lower amount of Iter responses. The primary objective

of this technique is to achieve rotation invariance in the process.
The use of maximum response lters for texture analysis is exempli ed in several
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methods. Lazebnik et al. [14] introduced the "Spatial Pyramid Matching" method,
which utilizes maximum response lters to extract multi-scale and multi-orientation
features for texture classi cation. Cimpoi et al. [15] proposed the "Deep Filter Banks"
method, where maximum response lters are employed to capture texture information
at different scales and orientations, serving as input for a deep learning architecture.
Leung and Malik [16] introduced the "Texture Classi cation Using Wavelet Packet
Decomposition” method, utilizing maximum response lters to capture texture fea-

tures at various scales and orientations for texture classi cation tasks.

While maximum response lters have proven to be effective for texture analysis by

aforementioned work, they also have certain weaknesses to consider. One limitation
is their sensitivity to the selection of scale and orientation parameters. The perfor-
mance of maximum response lters heavily relies on accurate parameter choices,
making them sensitive to variations in these settings. Furthermore, xing the number
of Iters brings a restriction to the adaptability of the problem to capture the wide

range of texture patterns encountered in different applications. The computational
complexity associated with maximum response lters can also pose challenges, par-
ticularly in scenarios where real-time or large-scale texture analysis is required. De-
spite efforts to achieve rotation invariance, maximum response lters may still exhibit

limited robustness in cases where signi cant rotational variations occur.

2.1.3 Structural Texture Analysis Approaches

Structural texture analysis approaches refer to the methods used to analyze and char-
acterize the arrangement, organization, and spatial relationships of texture elements
in an image. Rather than focusing solely on statistical or texel-based properties,
structural texture analysis considers the higher-level structural patterns and geomet-
ric properties embedded in textures. It involves extracting features related to texture
primitives, such as edges, corners, lines, and regions, and analyzing their spatial dis-
tribution, connectivity, orientation, and scale. Structural texture analysis approaches
often utilize techniques such as contour detection, shape analysis, graph-based rep-
resentations, and spatial modeling to capture and analyze the underlying structural

properties of textures.
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2.1.3.1 Bag of Words (BoW) Representation on Hand Crafted Features

Given that texture is characterized by spatial relationships among the pixels, it is
meaningful to utilize texels as local dependencies for feature vectors, while global
representation plays a less prominent role. Hence, Bag of Words (BoW) approaches
with orderless pooling are well-suited for texture description, as stated in [17]. The
BoW pipeline consists of ve steps for classi cation: local patch extraction, codebook

generation, feature encoding, feature pooling, and feature classi cation.

The rst step, local patch extraction, involves identifying representative texel loca-
tions within the image for subsequent patch representation. Patch selection methods
can be sparse (grid-based), dense (texel-level), or based on keypoints. Sparse de-
scriptors may omit vital textural information, especially for small images, as noted
by [18], who emphasize the importance of repeatability in texture analysis. Dense
descriptors, on the other hand, can be extracted using statistical or domain transform
techniques like Gabor Filters, Schmid Filters, Maximum Response lters, or Local

Binary Pattern (LBP) variants.

Following local texel descriptors extraction, the BoW pipeline requires codebook
generation. The codebook encompasses more generalized descriptors, including the
aforementioned lters, and aids in dimensionality reduction. Codebooks can be pre-
de ned (e.g., LBP) or learnable, with popular methods such as K-means and Mix-
ture of Gaussians used for unsupervised codebook generation. The process involves
clustering the learned texel descriptors and treating the resulting cluster centers as

codebook elements.

Once the codebook is constructed, it is employed in the feature encoding step. Ac-
cording to [17], feature encoding can be categorized into three methods: voting-
based, Fisher Vector-based, and reconstruction-based. In the simplest form of feature
encoding, each texel descriptor is assigned to its nearest codebook element, result-
ing in a histogram. This assignment can be done through hard assignment (direct
assignment) or soft assignment (constructing the histogram based on the distance
between the texel descriptor and codebook element). Alternatively, Fisher Vectors

model texel descriptors with a Gaussian Mixture Model and encode the gradients of
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the log-likelihood with respect to the Gaussian Mixture Model parameters. VLAD,
a simpli ed version of Fisher vectors, employs k-means instead of Gaussian Mixture
Models.

After the texel descriptors are assigned to codewords, a pooling step is conducted to
reduce dimensionality and enhance the representation’s robustness against noise and
transformations. Finally, the pooled vector of the image can be utilized for task in
hand.

Despite their strengths, Bag of Words approaches have certain weaknesses in the
context of texture analysis. Firstly, they often lead to a loss of spatial information as
they ignore the spatial arrangement of texels, resulting in the inability to capture local
spatial relationships and intricate texture patterns. Additionally, BoW representations
lack the capability to model variations in texture patterns across different regions
of the image, limiting their discriminative power. The xed codebook size in BowW
methods poses a challenge in nding the optimal size, with an insuf cient codebook
leading to incomplete representations and an excessively large codebook increasing
computational complexity. Moreover, BoW approaches do not inherently account for
rotation invariance, which can impact performance when dealing with textures that
undergo signi cant rotational transformations. Lastly, BoW methods require careful
parameter tuning, including patch size, codebook size, and pooling strategy, which

can be time consuming and subjective.

2.1.4 Statistical Texture Analysis Approaches

Statistical texture analysis approaches refer to methods and techniques used to an-
alyze and characterize textures based on the statistical properties of texels or local
features. These approaches aim to quantify the distribution, spatial relationships, and
statistical patterns within textures by employing various statistical measures and mod-
els. Instead of focusing on the structural or geometric properties of textures, statistical
texture analysis focuses on capturing the statistical regularities and variations present
in the texel data. It involves extracting statistical features such as mean, variance, co-
occurrence matrices, histograms, and texture spectra, among others, from the texel

values. Statistical texture analysis approaches can be applied to tasks such as tex-
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ture classi cation, segmentation, synthesis, and anomaly detection. These methods
provide insights into the statistical properties of texels and enable the comparison,
discrimination, and modeling of different texture patterns based on their statistical

characteristics.

2.1.4.1 Autocorrelation Function

The Autocorrelation Function measures the correlation between an image and its re-
displaced version, capturing the similarity between neighboring regions. It is formu-

lated as:

P w P h
o o o G0SYIOF By + dy)

(2.6)

In the equationd represents the displacement veatior ( dx; dy), g denotes the
intensity value at a given location, and w and h represent the width and height of the
image, respectively. The Autocorrelation Function identi es similarities in texture
patterns by generating peaks and valleys. These peaks indicate regions with similar
texture characteristics, while valleys represent regions with dissimilar patterns. By
analyzing the Autocorrelation Function, insights can be gained into the structural

properties and spatial relationships present in the texture.

The Autocorrelation Function has been extensively employed in texture analysis to
capture repetitive structures and spatial relationships within textures. It has found ap-
plication in various aspects of texture analysis, including texture classi cation, seg-
mentation, and synthesis. For texture classi cation, the Autocorrelation Function has
been used as a feature descriptor, as demonstrated by Liu et al. [19], who utilized it in
conjunction with Local Binary Pattern (LBP) features. The Autocorrelation Function
has also been utilized for texture segmentation, as exempli ed by Huang et al. [20],
who employed it as a similarity measure for identifying regions with similar texture
patterns. In the context of texture synthesis, the Autocorrelation Function has been
instrumental in generating new textures with similar statistical properties and spatial

arrangements as the original texture, as evidenced by Portilla and Simoncelli [21].
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Although it is utilized by the work above, the Autocorrelation Function in texture
analysis have weaknesses. Firstly, it is sensitive to noise present in the texture data,
which can affect the autocorrelation values and result in inaccurate analysis. Sec-
ondly, the Autocorrelation Function's performance is dependent on the size and scale
of the texture. In cases where the texture size is small, or the scale of the repeat-
ing patterns is not well-de ned, the Autocorrelation Function may not effectively
capture the desired information. Additionally, the autocorrelation function is limited
in its ability to capture more complex and higher-order statistical properties of tex-
tures. It primarily focuses on the repetitive nature of textures and may not adequately
represent other important texture characteristics. Therefore it can be said that the
Autocorrelation Function is not suitable for our data, as no repetition exists. More-
over, the computational complexity of calculating the Autocorrelation Function can
be high, especially for larger texture images, which may pose challenges for real-time

or resource-constrained applications.

2.1.4.2 Gray Level Co-occurrence Matrices (GLCM)

Gray Level Co-occurrence Matrices (GLCMSs) are used in texture analysis to quan-
tify the spatial relationships between pairs of texels based on their gray-level values.
GLCMs capture the frequency of occurrence of different combinations of gray levels
at a speci ed texel distance and direction within an image. They provide statistical

information about the texture patterns and their spatial dependencies.

The GLCM is typically represented as a square matrix, where the rows and columns
correspond to the gray level values of texels. The element (i, j) of the GLCM repre-
sents the frequency of occurrence of the pair of gray levels (i, j) at the speci ed texel

distance and direction. Mathematically, the GLCM can be de ned as:

8

X X %1 iftey = iandt, wvs v= ]
GLCM(d; )ij = .7 S
x y - 0 otherwise

where ., represents the gray level value of the texel at pixel coordinates (X, y),

and ( x; y) denotes the texel distance and direction. The GLCM captures the
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joint probability distribution of pairs of gray levels and provides texture features such
as contrast, correlation, energy, and homogeneity, which can be calculated from the

GLCM to describe different aspects of the texture.

Contrast measures the local variations in gray level values between neighboring tex-
els, providing information about the texture's ne details and sharp transitions. Cor-
relation quanti es the linear dependency between gray level values of neighboring
texels, indicating the texture's directionality and how well it can be predicted based
on neighboring texels. Energy, also known as uniformity, re ects the overall homo-
geneity and uniform distribution of gray-level values in the GLCM. Homogeneity
measures the closeness of gray level value distributions, capturing the similarity or
closeness of texel pairs. Entropy characterizes the randomness or complexity of the
texture by assessing the uncertainty in the gray-level distribution. By utilizing these
properties, researchers can extract discriminative features and gain deeper insights
into textures, enabling more accurate and comprehensive texture-based analysis in

various image processing and computer vision applications.

While GLCMs are commonly used for texture analysis, they have some disadvan-
tages. One major limitation is their sensitivity to variations in image acquisition
conditions, such as changes in lighting and imaging parameters. GLCMs assume
that the statistical properties of texture remain constant throughout the image, which
may not hold true in real-world scenarios. Additionally, GLCMs require the selection

of appropriate parameters, such as the size of the neighborhood and the number of
gray levels, which can signi cantly impact the resulting texture measures. Choosing
suboptimal parameters can lead to inaccurate texture characterization. Furthermore,
GLCMs consider only the spatial relationships between adjacent pixels and do not
capture higher-order dependencies, limiting their ability to capture complex texture

patterns such exists in our problem.

2.1.4.3 Local Binary Pattern (LBP)

Local Binary Pattern (LBP) is a texture descriptor that quanti es the local structure
of an image by comparing the intensity values of a central pixel with its neighboring

pixels. LBP operates on a grayscale image and assigns a binary code to each pixel
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based on the comparisons. The code is generated by thresholding the differences
between the central pixel and its neighbors, resulting in a binary pattern. The LBP
operator is typically applied to a circular neighborhood around each texel, and the
resulting binary patterns are used to construct a histogram or other statistical measures

for texture analysis. Mathematically, the LBP operator can be de ned as follows:

K 1
LBP (tx.;ty.) = s(gp G) 2
p=0

where(ty,; ty.) represents the coordinates of the central texas the intensity value
of the central texelg, represents the intensity values of the neighboring tekeis,
the total number of neighbors( ) is a step function de ned asif g 0andO

otherwise, and g= g, g is the difference between the intensity values.

LBP has been extensively studied, resulting in various variations. One such variant
is the Uniform LBP, which achieves rotational invariance by considering the mini-
mum neighbor in the calculation process [22]. Another variation is the Dominant
Local Binary Pattern (DLBP) proposed by Liao et al. [23], which involves sorting en-
countered patterns based on histogram values and selecting the most dominant ones,
with occurrence frequencies serving as a feature vector. Additionally, Guo et al. in-
troduced Completed LBP (CLBP) [24], which decomposes the local structure into
magnitude and sign, where magnitude is calculated using a threshold value instead
of zero. These two binary representations are combined with the original LBP repre-
sentation to obtain a more powerful encoding. Furthermore, Tan et al. proposed an
enhanced version called Ternary LBP [25], which exhibits greater robustness to noise

compared to the original LBP.

LBP has certain disadvantages when applied to texture analysis. One limitation is
its sensitivity to variations in image acquisition conditions, such as changes in light-
ing, scale, and rotation, which can cause signi cant variations in LBP patterns and
affect the accuracy of texture analysis. Additionally, LBP relies on manual parameter
selection, such as the neighborhood size and the number of sampling points, which
can be challenging and may lead to suboptimal results if not appropriately chosen.

Moreover, LBP only considers local texel relationships and does not capture global
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or higher-order dependencies in texture patterns, limiting its ability to capture com-

plex textures.

2.1.4.4 Histograms

In texture analysis, histograms are statistical representations that provide a concise
summary of the distribution of texel intensities or texture-related features within an
image or a speci c region of interest. They offer valuable insights into the texture
properties of an image by capturing the frequency or occurrence of different intensity

values or feature values.

Histograms in texture analysis possess several key properties. First, the shape of a
histogram can provide insights into the presence of characteristic texture patterns,
such as peaks or modes. Second, the contrast of a histogram re ects the range or
diversity of texture intensities or features, with a broader histogram suggesting a more
complex texture. Third, skewness measures the asymmetry of a histogram and can
indicate the presence of directional or oriented textures. Fourth, kurtosis characterizes
the peakedness or atness of a histogram, with high kurtosis indicating a sharper peak

and low kurtosis suggesting a atter distribution.

In their work, Ersahd et al. [26] introduced a technique that involves creating grain
components by applyind 3 lIters to the RGB channels. They extract statistical
measures such as energy, entropy, mean, and variance from the outputs of these lters
and combine them to form a feature database. In another study, Ersahd [27] combines
LBP, GLCM, and edge detection using the Sobel Iter to develop an energy-based
solution. The energy of these three features is calculated, and the difference with the

original image energy is taken, which serves as a feature.

2.1.5 Conclusion of Feature Based Texture Analysis Approaches

In conclusion, Model-Based Texture Analysis Approaches, Signal Processing (Trans-
form) Based Texture Analysis Approaches, Structural Texture Analysis Approaches,

and Statistical Texture Analysis Approaches have all played signi cant roles in tex-
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ture analysis. However, it is important to acknowledge their limitations and weak-

Nnesses.

Model-Based Texture Analysis Approaches rely on prede ned statistical models to
detect irregularities in textures. While they can be effective in capturing certain pat-
terns, their performance heavily depends on the accuracy of the chosen model. In
cases where the underlying texture patterns deviate signi cantly from the model as-

sumptions, the effectiveness of these approaches may diminish.

Signal Processing (Transform) Based Texture Analysis Approaches analyze the fre-
guency components of textures using techniques like Fourier or wavelet transforms.
While they can reveal useful frequency-related information, they may not fully cap-
ture complex textural variations or spatial relationships. The sensitivity to noise and
the selection of appropriate transform parameters are also challenges that need to be
addressed.

Structural Texture Analysis Approaches focus on analyzing the spatial relationships
within textures. However, these approaches may face dif culties when dealing with
complex and irregular textures, where de ning explicit structural characteristics be-

comes challenging.

Statistical Texture Analysis Approaches extract dependencies among texels from tex-
tures to characterize their properties. While state-of-the-art statistical features can
capture certain textural properties, they may not fully capture ne-grained details or

complex variations. Furthermore, the reliance on statistical assumptions and the sen-

sitivity to outliers or extreme values can impact the robustness of these approaches.

Despite these limitations, statistical texture analysis approaches continue to be con-
siderable in providing insights into texture properties and facilitating texture-based

analysis, especially considering the power of deep neural networks.

To address the limitations mentioned before, our approach incorporates a deep neural
network (NN) architecture. Deep NNs have shown remarkable capabilities in captur-
ing intricate patterns and representations from complex data, making them suitable

for modeling textures.
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2.2 Machine Learning Methods for Texture Analysis

Machine learning methods in texture analysis refer to computational techniques that

enable algorithms to automatically learn and extract meaningful patterns from texture

data. These methods utilize statistical models and algorithms to train a system on

labeled or unlabeled texture samples, allowing the system to learn and capture the
underlying patterns and relationships within the data. Supervised learning methods

train models using labeled texture samples to classify new textures based on learned
knowledge, while unsupervised learning methods aim to discover inherent patterns

or structures in unlabeled data. Through machine learning, texture analysis becomes
more accurate and ef cient, bene ting various elds like image processing, computer

vision, and pattern recognition.

In essence, the integration of machine learning techniques, particularly Neural Net-
works, has signi cantly contributed to the progress of texture analysis. Here, we
present a summary of texture analysis approaches that employ Neural Networks, cat-

egorized by their types:

2.2.1 Neural Network Based Approaches

The widespread adoption of deep Neural Networks in the past decade has led to a
trend across various domains, including texture analysis, where researchers seek to
leverage these powerful solutions. Neural Networks can be applied in three main
ways: utilizing pre-trained networks, ne-tuning existing networks through transfer
learning, and developing novel approaches using an end-to-end learning framework.

Below, we summarize each of these approaches brie y.

Using Pretrained Networks The integration of pre-trained networks in texture
analysis has been explored in various ways, demonstrating their potential for enhanc-
ing classi cation performance. One approach is to utilize the convolutional Iter
responses or fully connected layer outputs of pre-trained networks. Researchers have
also proposed novel pooling mechanisms to improve the representation of texture in-

formation. For instance, Cimpoi et al. [28] utilized pre-trained networks from Chat-
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eld et al. [29] and Simonyan et al. [30]. They introduced FC-CNN, which applies
standard pooling to the convolutional Iter responses for shape description, and FV-
CNN, which employs Fisher Vector pooling on the responses of the last convolutional
layer to capture texture structures. Experimental results indicate the superiority of
FV-CNN for texture classi cation tasks, particularly in the presence of clutter. Napo-
letano et al. [31] compared pre-trained CNN features with handcrafted features for
object recognition in varying lighting conditions. They found that pre-trained CNN
features outperform handcrafted ones only when lighting conditions remain constant,
with LBP and SIFT demonstrating better performance in cases of varying light direc-

tion and temperature.

These experiments highlight the need for adaptations when working with challenging
conditions in texture analysis, such as changes in illumination and clutter. Additional
steps like codebook generation and pooling strategies are required for better perfor-
mance, along with training an additional classi er, which increases the complexity
compared to training a single CNN. To address this, one simple approach is to ne-
tune the last fully connected layers of the network, which will be further explored in

the following.

Finetuning the Networks Fine-tuning a CNN in the context of texture analysis in-
volves adjusting the corresponding layers of a pre-trained network trained on a differ-
ent task using a new dataset speci c to the texture classi cation problem. Typically,
the last fully connected layer, responsible for classi cation, is replaced with a new
one that matches the dimensionality requirements of the new dataset, speci cally the
number of classes. However, ne-tuning with a small texture dataset may not lead to

signi cant improvements, as shown in the work of Lin et al. [32].

Another consideration is the orderless pooling mechanisms employed in standard
CNNs, which align better with the texture classi cation problem. Andrearczyk et
al. [33] propose Texture CNN (T-CNN) based on the observation that mid-level lay-
ers capture texture information more effectively compared to deeper layers, which
excel at capturing structural object-speci c details like shape. The authors suggest
that simpler networks with reduced components can achieve comparable or even su-

perior results in texture recognition tasks. They replace pooling layers with energy-
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based functions, pooling energy with energy layers, which are then connected to fully
connected layers similar to a standard CNN structure. Zhang et al. [34] also empha-
size the importance of spatially invariant representation and offer an orderless pooling
mechanism in their Deep-TEN network. Their residual encoding layer constructs a
xed-size representation by treating the output of convolutional layers as a codebook
and using differentiable soft-weight assignment. Both of these approaches support

variable input sizes.

In a modi cation of the standard CNN max pooling mechanism, Lin et al. [35] intro-

duce bilinear pooling in their BCNN method. BCNN consists of two CNNs that take

different image patches as input and employ the outer product of the obtained en-
codings as a pooling mechanism. Classi cation results demonstrate that this pooling
mechanism performs slightly better than FV-CNN. However, this improved represen-
tational power comes at the cost of a relatively high-dimensional feature vector. To
address this, Gao et al. [5] propose compact bilinear pooling, which applies circular
convolution between the feature vectors of two densely extracted image features, fol-
lowed by a sum-pooling-like mechanism. This end-to-end trainable network achieves

comparable results to BCNN with a signi cantly reduced number of parameters.

Novel Neural Network Based Approaches In the study by Jain and Farrokhnia [36],
Neural Networks are trained to identify an acceptable subset of Iters from a given
Iter bank, thereby reducing the complexity of the feature extraction process. They
employ a three-layer multilayer perceptron with fully connected layers and use tanh
nonlinearity. The objective is to minimize the mean square error within a texture clas-
si cation framework. To reduce model complexity, they gradually introduce node
pruning based on the derivative of the error, effectively minimizing the number of
Iters used. Tivive et al. [37] employ a four-layer CNN with two hidden layers orga-
nized in a convolutional scheme followed by average pooling. Nonlinearities such as

tanh, sigmoid, and ReLU are incorporated in their work.

Bruna and Mallat [38] modify the convolutional Iters in a standard CNN by utilizing
prede ned wavelet Iters with two convolutional layers, adding nonlinearities and av-
erage pooling. The resulting model, named ScatNet, concatenates the nal represen-

tation with a global image representation, leading to translation invariance. Chan et
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al. [39] propose PCANet, which alters the convolutional structure using PCA lters
and employs blockwise histograms of binary codes as the nonlinearity and pooling
mechanism. Although PCANet is faster than its predecessor ScatNet, its performance

in texture classi cation is not superior.

Anwer et al. [40] introduce TEX-Nets, a two-stream network that combines RGB
pixel values with texture information learned from LBP features. They map LBP
features into a d-dimensional space using Multi-Dimensional Scaling to make them
suitable for input into a CNN. TEX-Nets employ both early fusion, where the LBP
feature image is combined with the RGB image before feeding them into the CNN,
and late fusion, where the representations obtained by the CNN just before the fully

connected layer are combined.

Fujieda and Miyamoto [41] propose Wavelet Convolutional Neural Networks, which
combine CNNs with a spectral approach. They demonstrate that CNNs can be seen as
a form of multiresolution analysis and apply low-pass and high-pass Iters gradually
on the input, concatenating the results with the outputs of standard convolutional and
pooling layers. They use Haar Wavelets as Iters and process their outputs in a resid-
ual manner through the CNN. The proposed approach achieves comparable results
with fewer parameters compared to traditional CNNs in texture and image classi ca-
tion tasks. Building upon the xed Itering observation, Rodriguez et al. [42] later
introduce Deep Adaptive Wavelet Network, which enables the learning of wavelet

coef cients.

2.2.2 Conclusion of Machine Learning Methods for Texture Analysis

In summary, machine learning methods in texture analysis encompass various ap-
proaches that utilize computational techniques to automatically learn and extract mean-
ingful patterns from texture data. Neural Networks have played a signi cant role in
advancing texture analysis, offering different strategies such as utilizing pre-trained
networks, ne-tuning existing networks, and developing novel approaches within an

end-to-end learning framework.
The integration of pre-trained networks, such as convolutional Iter responses or
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fully connected layer outputs, has demonstrated improved classi cation performance.
Fine-tuning the last layers of pre-trained networks has been explored to adapt them
to texture analysis tasks. Other adaptations, such as energy-based pooling, bilinear
pooling, and wavelet-based convolution, have also been proposed to enhance the rep-
resentation and capture texture information effectively. Additionally, combinations

of texture features and RGB information have been used in two-stream networks.

As a result, machine learning methods play a crucial role in texture analysis by en-
abling automatic learning and extraction of representative patterns from texture data.
These methods utilize statistical models, algorithms, and neural networks to train
systems on labeled or unlabeled texture samples, allowing them to capture the un-
derlying patterns and relationships within the data. By leveraging supervised and
unsupervised learning techniques, machine learning enables accurate classi cation,
recognition, and characterization of textures across various domains. These methods
improve the ef ciency and accuracy of texture analysis tasks, facilitating advance-

ments in image processing, computer vision, and pattern recognition.

2.3 Texture Based Fraud Identi cation Approaches for Papers

While this chapter explores various approaches used for texture analysis, it is impor-
tant to introduce this separate section dedicated to the works conducted speci cally
for fraud detection purposes. In the following, we provide a brief overview of re-

cent studies that utilize texture analysis approaches to address the problem of fraud

detection in the paper domain.

One of the earliest studies on ngerprinting texture, as highlighted in [1], is signi -
cant for its ndings regarding uniqueness. The researchers utilized laser beam re ec-
tions to capture the structure of various surfaces, including paper and demonstrated
a strong correlation between signals obtained from the same instance even after sur-
face corruption, while the correlation was absent for different object instances. The
probability of two distinct signals sharing the same ngerprint was found to be sig-

ni cantly low, such asl0 "2, which is crucial considering the uniqueness assumption

in our work.
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In [43], the authors focused on the 3D structure of paper using commodity scanners.
They generated a feature vector based on the three-dimensional texture of the paper
and implemented additional processes such as error correction and hashing to se-
cure it against recreation. By scanning the paper in different orientations, estimating
surface normals, and summarizing the two-dimensional texture feature, they success-
fully represented the surface. In a similar direction, [8] collected speckles using an
ordinary light source and a portable microscope, applied Gabor transform at multiple
orientations, and used singular value decomposition to obtain a ngerprint. Like-
wise, [9] employed Gabor lters for ngerprint generation, capturing images with a

microscopic device.

Approaching the problem from the perspective of drug packaging authentication, [44]
employed several texture classi cation techniques on images captured by a DSLR
machine. While some representations proved to be successful, their dimensional-
ity exceeded that of the image itself, raising storage concerns. In [45], a wide-angle
portable microscope was used to capture images of various products. Authors applied
BoW on top of DSIFT and DAISY descriptors and classi ed the images using Sup-
port Vector Machines (SVM). Additionally, they trained two different AlexNet-like
CNN architectures. In [10], a DSLR camera was used to capture paper images, and
Gabor lter responses were employed to generate a ngerprint, measuring ngerprint

closeness with Hamming distance.

A novel approach was proposed by [46], who obtained paper surface images from
various orientations using a cell phone. They calculated the normal vector eld with
respect to the cell phone ash and environmental lighting location. Similarly, in [47],
3D microscopic paper surfaces were reconstructed from normal vector elds and de-
composed into different spatial-frequency subbands, demonstrating the superiority of
higher frequencies over norm maps. In [48], LBP histograms were utilized on a grid
to represent the image. In a subsequent work of same authors [49], variants of the
LBP algorithm followed by Principal Component Analysis (PCA) were employed to

generate a ngerprint.

Image matching serves as another approach to determine whether two texture images

are identical or not. In [50], an alpha mask-based sub-region matching algorithm was
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proposed. While image matching yielded strong correlations between query and orig-
inal images, the storage cost was high as the original image needed to be stored in the
database. Another method utilizing cell phones for image acquisition was suggested
by [51]. Authors applied wavelet decomposition to the images to capture meaning-
ful frequencies, removing unnecessary ones and performed noise pattern matching
among reconstructed images. However, similar to the previous method, storing the

reconstructed image in the database makes this approach impractical as well.

2.4 Siamese Networks

Given the signi cant role Siamese Networks play in our proposed method, this sec-
tion provides a concise de nition of Siamese Networks and highlights their various
application areas. The rst introduction of Siamese Networks can be attributed to the
work of Bromley et al. [52]. They proposed the concept of using twin neural net-
works with shared weights to perform signature veri cation. This pioneering study
demonstrated the effectiveness of Siamese Networks in learning similarity metrics for
comparing and verifying handwritten signatures. Since then, Siamese Networks have
gained attention and have been widely adopted in various domains, such as image
recognition, text analysis, and recommender systems, due to their ability to capture

similarity relationships between input samples.

A Siamese Networks is a Neural Network architecture that is commonly used for tasks
involving similarity or distance measurements between input samples. It consists
of two identical subnetworks that share the same weights and architecture. Each
subnetwork processes one input sample independently and produces a xed-length
embedding vector. These embedding vectors are then compared to determine the

similarity or dissimilarity between the input samples.
Formal De nition:
Let x; andx; be the input samples.

The subnetworks in a Siamese Network can be represented by a fuhctiatt

shared weights, which takes an input sample and produces an embedding vector.
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Thus, the output of the subnetwork fey can be denoted &9x;), and the output
of the subnetwork fok, can be denoted dgx5).

To measure the similarity between the embeddings) andf (x;), a distance metric
is often used. One popular choice is the Euclidean distance, which can be expressed

as:

N
xn
D(xixg) = &

(f (x0)i  f(x2)i)?
i=1
wheref (x;); andf (x;); denote theth element of the embeddin§$x;) andf (x»),

respectively and is the size of vector dimension.

The output of the Siamese Network can then be interpreted as the similarity score
between the input samples, where a lower score indicates lower similarity and a higher

score indicates higher similarity.

Siamese Networks play a crucial role in various applications that involve measur-
ing similarity or dissimilarity between pairs of data instances. Their importance and

usage areas can be summarized as follows:

Similarity Measurement: Siamese Networks are ideal at measuring similarity
between pairs of data instances, regardless of the data type. They can be ap-
plied to various domains, including image recognition [53], text analysis [54],
speech recognition [55], and recommendation systems [56]. By learning em-
beddings for each instance, Siamese Networks enable ef cient similarity com-
parisons [57].

Face Recognition: Siamese Networks are proven to be highly effective in face
recognition tasks. They can learn to extract discriminative features from fa-

cial images and compare them to determine whether two faces belong to the
same person or not. Siamese Networks enable accurate face veri cation and

identi cation, contributing to biometric authentication systems [58].

Signature Veri cation: Siamese Networks can be trained for signature veri-

cation systems, where the goal is to determine whether two signatures are
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coming from the same person or not. By encoding the unique characteristics
of signatures into embeddings, Siamese Networks can accurately capture the
similarities and differences between signatures, facilitating fraud detection and

document authentication [52].

Few-Shot Learning: Siamese Networks are particularly valuable in scenarios
with limited labeled data, known as few-shot learning. They can learn to gener-
alize from a few examples and make accurate predictions for unseen instances.
This capability makes Siamese Networks suitable for object recognition prob-
lems, where only a few instances of each object category are available for train-
ing [59].

Duplicate Detection: Siamese Networks can be trained in detecting near-duplicate
instances in various domains, including plagiarism detection, document simi-
larity analysis, and fraud detection. By learning to encode instances into em-
beddings, Siamese Networks enable ef cient comparison and identi cation of
similar or nearly identical instances, contributing to the detection of duplica-

tions and fraudulent activities [52].

Information Retrieval: Siamese Networks can be trained for information re-
trieval tasks, such as nding similar documents, images, or products. By learn-
ing embeddings that capture semantic similarities, Siamese Networks enable
ef cient search and recommendation systems, enhancing user experience and

accuracy in retrieving relevant information [60].

In summary, Siamese Networks are shown to be effective in various domains
and applications requiring similarity measurement, including face recognition,
signature veri cation, few-shot learning, duplicate detection, and information
retrieval. Their ability to learn embeddings and compare instances ef ciently
makes them a tool for solving similarity-based tasks and improving the accu-

racy and ef ciency of many machine-learning applications.
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2.5 One-shot Learning Approaches for Image Matching

One-shot learning refers to a machine learning approach where the task is to recog-
nize or classify new instances with only a single or very few examples. It addresses

scenarios where the availability of labeled training data is limited or sparse.

Mathematically, in one-shot learning, we aim to learn a functionX ! Y that

can accurately classify or recognize instances, given a small set of labeled examples

input spaceX , andy; is the corresponding class label from the labeNset

One-shot learning algorithms are suitable for fraud detection because they can effec-
tively learn from a limited amount of training data and generalize well to new, unseen
instances. Fraud detection often deals with a dynamic and evolving landscape where
new fraud patterns emerge frequently. Traditional machine learning algorithms may
require a large amount of labeled training data to achieve good performance, which
can be challenging to obtain in the context of fraud detection. Below, we investigate
two major one-shot learning methods in the scope of fraud detection, as we also use

them as a baseline in our experiments.

Matching Networks, introduced by Vinyals et al. [61], are a class of deep learning
models designed to facilitate matching tasks. The key idea behind Matching Net-
works is to learn an attention mechanism that enables ef cient matching between two

sets of data points.

In the context of matching, the model takes two sets of data as input: a support set and
a query set. The support set contains examples with their corresponding labels, while
the query set consists of unlabeled examples that need to be matched to the support
set. The goal is to predict the labels for the examples in the query set based on their
similarity to the support set. In terms of one-shot learning, the support set consists of

one example.

Matching Networks employ an attention mechanism to dynamically select relevant
support set examples for each query example. The attention weights are computed by

comparing the query example to each support set example using a learned similarity
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metric. This allows the model to focus on the most informative support examples for

each query.

To make predictions, the model aggregates the information from the support set exam-
ples using the attention weights. The aggregated representations are then combined
with the query examples to form a joint representation. Finally, a Neural Network
classi er is applied to the joint representation to predict the labels for the query ex-

amples.

During training, Matching Networks utilize an episodic training approach. They cre-
ate episodes consisting of a support set and a query set, randomly sampled from the
available training data. The model is trained to optimize the prediction accuracy of

these episodes using gradient descent.

Overall, Matching Networks provide an effective framework for matching tasks by
learning an attention mechanism that allows for ef cient comparison and prediction

based on the similarity between sets of data.

As a second approach, Prototypical Networks, proposed by Snell et al. [62], are deep
learning models designed for matching tasks, particularly in the context of few-shot
learning. The main idea behind Prototypical Networks is to learn a compact repre-
sentation, or prototype, for each class in the support set and use these prototypes for

matching and classi cation.

In the matching setting, Prototypical Networks take two sets of data as input: a sup-
port set and a query set. The support set consists of labeled examples, with each
example associated with a particular class label. The query set contains unlabeled

examples that need to be matched to the classes in the support set.

To generate class prototypes, Prototypical Networks compute the mean embedding
of the support set examples for each class. The embeddings are obtained by passing
the examples through a Neural Network, which maps the input data into a lower-
dimensional space. By averaging the embeddings of the support set examples be-
longing to the same class, a prototype is created for each class.

To match the query examples to the support set classes, Prototypical Networks calcu-
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late the distance between each query example and the class prototypes. The distance
metric is typically the Euclidean distance or a learned distance function. The model

assigns a query example to the class with the closest prototype.

During training, Prototypical Networks optimize the prototype representations to
minimize a loss function, such as the cross-entropy loss. The model learns to up-
date the prototypes to better discriminate between different classes, thus improving

the matching and classi cation performance.

Prototypical Networks excel in few-shot learning scenarios where only a limited
amount of labeled data is available for each class. By learning compact prototypes,
the model can generalize to unseen examples in the query set and make accurate pre-

dictions based on their proximity to the class prototypes.

In summary, Prototypical Networks are deep learning models that utilize class proto-
types to perform matching and classi cation tasks. By learning discriminative proto-
type representations from a support set, the model can match unlabeled examples to

their corresponding classes, even with limited labeled data available.

2.6 Conclusion

In conclusion, texture fraud analysis is an important technique in document analysis
and fraud detection, providing an additional layer of scrutiny to identify forged, al-

tered, or manipulated documents. Traditional methods alone may not be suf cient
to detect sophisticated fraud, highlighting the need for incorporating texture analysis

into the detection process.

In exploring various methodologies employed in texture-based fraud analysis, includ-
ing model-based, statistical, signal processing-based, and structural methods, we pro-
vide a comprehensive overview of existing techniques. By examining these differ-
ent approaches, we gain insights into their strengths and considerations, laying the

groundwork for our proposed method.

Machine learning methods in texture analysis, particularly supervised or unsupervised

learning algorithms, offer effective means of learning patterns and detecting anoma-
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lies. By training on labeled datasets, these models can identify fraudulent patterns and
classify documents accordingly. Our investigation into machine learning methods in
texture fraud analysis helps assess their applicability and potential advancements in

the eld of fraud detection.

Moreover, our exploration of notable works in the area of fraud detection in paper-
based documents contributes to a comprehensive understanding of state-of-the-art

approaches and advancements in this eld.

As a key component of our proposed method, Siamese networks have proven to be
a powerful architecture for comparing and contrasting pairs of data points, making
them well-suited for fraud detection tasks. Their inclusion enhances the capability of
our model to detect and classify fraudulent activities accurately, as it will be shown

in the experiments.

Finally, introducing one-shot learning approaches into our experimental framework
further enhances the coverage level of the search towards state-of-the-art of machine
learning based fraud detection methods. This is particularly important in fraud detec-

tion scenarios where new and unseen fraud patterns frequently emerge.

The next chapter introduces our framework, constructed for fraud detection pur-

poses.

40



CHAPTER 3

A NEW APPROACH FOR FRAUD DETECTION: DEEP SIAMESE FRAUD
DETECTOR

Our primary objective is to detect fraud documents, based on paper texture. For this
purpose, we need to maintain a database of previously seen (original) documents
and verify if a query image is present in this database. If the query image is not
found in the database, the document will be labeled as "fraud". The main goal of
this chapter is to present our fraud detection methodology. This approach involves
a two-step process. Firstly, we employ a matching approach to nd matches of an
unknown document in a dataset of original documents. Subsequently, we implement
a veri cation step to con rm the authenticity of the matches, ensuring that we have

indeed identi ed the genuine match.

In this chapter, rst, we introduce our image matching strategy, known as Siamese
Network. We then elaborate on the method, built upon this structure, which allows
us to verify the authenticity of a match, namely the Meta Learner. Furthermore, we
conduct an investigation into a separate structure that integrates these two networks
into an end-to-end framework. This integrated approach aims to enhance the overall

ef ciency and accuracy of our authentication process.

In the rest of this chapter, we provide a formal de nition of the problem at hand,
followed by the introduction of the suggested network architectures, namely Siamese

Network, the Meta Learner and the end-to-end network.

Additionally, we outline the training strategy of our suggested models. This involves
explaining the input, loss functions, optimization techniques, and the training proto-

cols used to ne-tune the networks for fraud detection.
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3.0.1 Formal De nition of Fraud Detection

Fraud detection problem can be de ned as comparing a query image of a paper by
images of a paper dataset of original images for determining if it is original or fraud.
This requires a very sensitive comparison technique, to identify a rare fraud docu-

ment, which does not match to the images of a large dataset of original images.

In order to achieve this goal we present an approach that utilizes a matching model,
denoted aM 1, which is considered successful if it satis es the condifibp(l ;D) =
12 122 D, wherel ! represents the query image drfdis its potential match

in the databasPb.

Unfortunately, nding an error prone successful or unsuccessful match is not suf-
cient for fraud detection problem. While this problem resembles a typical classi-
cation problem, it is important to note that fraud detection requires sensitivity to-
wards identifying rare instances of fraud among numerous original documents. Con-
sequently, the architecture should minimize misclassifying fraud images as original,
while maximizing overall accuracy. A model may tolerate more false positives (label-
ing an original image as fraudulent) than false negatives (labeling a fraudulent image
as original). This imbalanced classi cation scenario requires a special care for de n-
ing the fraud detection problem. At this point hypothesis testing methodologies offer

a rigorous mathematical tools for detecting the fraud documents.

Hypothesis Testing outcomes have speci ¢ designations, illustrated in Table 3.1. In
this analogy, the most critical outcome, Type-II error, corresponds to labeling an in-
stance as original when its true label is fraud. The ultimate objective of the proposed
architecture is to minimize this error (ideally to zero) while keeping the Type-I error
within an "acceptable" range.

In order to assign a label to* for fraud detection, it is necessary to understand the
characteristics of matching images using the mddel A conventional matching
model typically assigns a score to each potential pair involving the query image and
the images in the databaBe selecting the pair with the highest score. However, it
does not explicitly handle the scenario, where a correct match does not exist in the

database. Naively thresholding the scores is not a suf cient solution, as demonstrated
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Table 3.1: Possible outcomes of hypothesis testing.

Reality .
Original Fraud
Decision
Original True Decision (TP) Type Il Error (FN)
Fraud Type | Error (FP) | True Decision (TN)

in subsequent sections. Thus, a more sophisticated approach, such as embedding

learning with Deep Neural Networks (DNNSs), is required.

Siamese Networks provide a mathematical tool for matching two images. They can
be trained to model representations for a pair of images. These representations are
then compared by a similarity metric to identify if they match or not. In addition to
the popular metrics, such as Cosine distance or Euclidean distance, it is possible to

learn a metric for improving the performance of correct matches.

This chapter introduces a Siamese Network based matching solution with learned
embeddings for fraud detection. First, we provide details about the Siamese Network
architecture and explain why using the Siamese Network scores directly is not suit-

able. Then, we introduce an advanced solution for the fraud detection problem, called
the Meta Learner, which leverages the learned embeddings. Finally, we discuss the

integration of these two networks into an end-to-end framework.

3.1 Deep Siamese Fraud Detector

In this section, we explore the the architecture and complexities of the Siamese Net-
work and the Meta Learner, both of which are the modules to the proposed method.
The method operates in a "train and freeze" manner, wherein the Meta Learner uti-
lizes the outputs of the frozen Siamese Network. Here, the term "frozen" refers to
the state of the Siamese Network's parameters after completing the initial training
phase. Once the Siamese Network has been trained on a dataset, its weights and
parameters are xed and remain unchanged during subsequent phases, including the

meta-learning process and the inference.
The Siamese Network is designed to learn and extract representations from the input
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Figure 3.1: General ow of the proposed architecture.

data. It consists of two identical Neural Network branches that share weights and pa-
rameters. Each branch takes an input image, such as a fraud document or an original
document, and processes it through several layers of Convolutional Neural Networks
(CNNs) followed by fully connected layers. The purpose of this design is to en-
courage the network to learn similar representations for images of the same category,
while creating distinguishable representations for images of different categories. The
output of the Siamese Network is a set of high-dimensional representations of each

input image. These representations serve as the input to the Meta Learner.

Through the "train and freeze" approach, the Siamese Network is trained on a dataset

and then its parameters are frozen. The Meta Learner leverages the representations

44



acquired from the Siamese Network to perform meta-learning on new tasks such as
fraud detection with limited data, showcasing adaptability and rapid learning in novel

scenarios.

The Meta Learner extracts information from the frozen Siamese Network's outputs
and uses it during the meta-learning phase to adapt to new tasks such as fraud de-
tection. It takes the feature vectors generated by the Siamese Network and processes
them through additional layers of Neural Networks. These layers are speci cally
designed to perform classi cation tasks, distinguishing between fraud and original

documents.

3.1.1 Siamese Network for Matching

The Siamese Network in our architecture comprises two parallel CNN networks.
These two twin networks work jointly, with their parameters being updated simulta-
neously during the training process. The primary purpose of this setup is to implicitly
model the texture of the input images and measure the distance between the estimated

representations. Figure 3.1 visually represents the structure of the Siamese Network.

CNNs are the chosen backbone for the Siamese Network due to their ability to learn
and extract spatial features from the input data. They are well-suited for handling

textures, as they can capture the hierarchical nature of textures.

The jointly updated weights of twin CNNs are organized into three dense blocks.

Each dense block consists of four densely connected convolutional layers, as pro-
posed in [63]. The densely connected layers are expected to model the ne details of
the texture of a paper. This representations mat increase the ability of the network to

learn to discriminate two paper patches of different documents.

Between these dense blocks, transition layers are inserted. These transition layers
include Batch Normalization, ReLU activation, Convolutional layers, and Average
Pooling layers. These transition layers help in the smooth ow of information be-
tween the dense blocks, ensuring that the network can ef ciently capture and process

complex texture patterns from the input images.
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The proposed Siamese Network incorporates a total of three dense blocks, each con-
sisting of four layers. These hyperparameters have been empirically chosen to strike
a balance between model complexity and computational ef ciency. In addition to
this con guration, we also employ a shallow version of the network as a baseline
for comparison in our experiments. This baseline network is expected to have fewer
layers and, consequently, lower complexity compared to the full Siamese Network,

providing some insights into the impact of network depth on performance.

Overall, the Siamese Network architecture with its joint training of the twin CNNSs,
along with the chosen dense blocks and transition layers, yields promising results in

our experimental evaluations.

Data Flow In the image veri cation process, a pair of imaggs! 9 is fed to the

SN, and it is assigned a label dbif both images come from the same original image
patch, indicating that®is the legitimate or genuine version of the query image
Conversely, if the pair of images does not correspond to the same image patch, they
are labeled a8, suggesting that the query image is fraudulent or fake.

In order to determine the similarity between the two images and perform the veri -
cation task, the images are passed through twin CNNs. Each CNN processes each of
the images, resulting in two distinct output feature vectors, denotedrde”. These

output feature vectors will be referred to as "image embeddings" since they capture
the essential characteristics or representations of the input images.

In order to calculate the distance between these learned image representations, we
perform element-wise subtraction between the two embeddings, resulting in a new
vectoru, de ned asu = e €% This vectoru captures the dissimilarity or difference
between the embeddings of the two images. By analyzing the magnitude and patterns
in this vector, we can infer the similarity or dissimilarity between the query image

and its associated counterpart.

Once the distance vectar, which represents the dissimilarity between the image
embedding® and€’, has been computed, it is fed to the fully connected (FC) layer.
The role of the FC layer is to map the distance veatarto a scalar score, denoted,

S. This scalar score serves as a measure of the similarity or dissimilarity between the
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input imageg!;1 9.

In order to comparé and|® we optimize a revised version of the Binary Cross
Entropy (BCE) loss function with Logits. The BCE loss with Logits is a standard loss
function used for binary classi cation tasks, where the model outputs logits (i.e., raw

unbounded values) instead of probabilities:

1 X
BCEs = [ logC (s)+ (1 1) log — (h))

i=1

where s represents the raw output of the model (logit values), | represents the ground-
truth labels (0 or 1) for the corresponding inputss the sigmoid function antMl is

the total number of data samples in the batch. In the loss function a new regularization
coef cient () is introduced, to force the network to learn mismatched samples better

and thus improve the fraud detection performance.

The Sigmoid function converts the logits into probabilities between 0 and 1, allowing
the BCE loss to measure the difference between the predicted probabilities and the
ground-truth labels. Due to the regularization weighthe loss function encourages

the model to produce higher probabilities for original images (when Labé&lsand

lower probabilities for fraud images (when Label®), thereby effectively training

the model for binary classi cation tasks. The training procedure of Siamese Networks

for fraud detection is given in Algorithm 1.

During the test phase the trained and frozen Siamese Network is employed. This
frozen network has its parameters xed and remains unchanged during test phase.
These frozen network is also used for extracting representations, which will be used

as input of the Meta Learner

A query image) ¢ is fed into the frozen Siamese Network along with the source data
set images, denoted &s2 D. The frozen Siamese Network processes the query
imagel °and computes the distance or similarity with each image in the source data
setD. Among all the images D, the one that generates the maximum response,
in terms of similarity, with the query image® is selected as the best match. This

best match is then paired with the query image, forming a pair of images denoted as
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Algorithm 1 Training procedure of Siamese Networks.

1:

© o N o g kN

procedure  TRAIN(N/2 pairs) . Train network based on N/2 pairs, N

images
while img 2 D do
img  grayscale(img)
img  resize(img; 105 105)
end while
while i N Nepochs dO
im; random image
im, BATCH _SIZE random images
label BATCH _SIZE labels. label is
repp  SN_CNN (imy)
rep,  SN_CNN (imy)
dis repy rep:
out SN_FC(dis)
loss Weighted BCE Loss(label; out)
update weights(SN_FC;SN_CNN,; loss)
end while
return SN_CNN;SN_FC

end procedure

1if

imi 2 im,, O otherwise

backpropagation
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(I;1 ), wherel is the selected best match andis the query imagé®.

At this point, the problem is reduced to determining whether the query imdige
fraud (not genuine and not present in the database) or a match in the dataset of original
images. A solution to this problem, which deals with the nal classi cation task, is

further elaborated in the next section.

In summary, during test phase, the frozen Siamese Network is employed to nd the
best matching image in the source data set for a given query image (see: Algorithm 2).
The pairing of the query image with its best match simpli es the problem to a bi-
nary classi cation task, distinguishing between genuine images from the database
and fraudulent images that are not part of the database. The pseudocode of the test

procedure of the SN is given in Algorithm 2.

Algorithm 2 Testing procedure of Siamese Networks.
1. procedure TEST(img;imgs;SN_CNN;SN _FC) . img is the query image

and imgs are candidates

2 img  grayscale(img)

3: imgs  grayscale(imgs)

4: img resize(img; 105 105)
5: imgs  resize(imgs; 105 105)
6: repp  SN_CNN (img)

7. rep,  SN_CNN (imgs)

8: dis repy rep:

9: out SN_FC(dis)

10: ranking argmax (out)

11: return  ranking

12: end procedure

3.1.2 Meta Learner for Fraud Detection

Once a matching model is learned by the Siamese Network, this model is used to
search for a query image in the database and determine whether the returned image is
a original match or not. The Siamese Network, as explained in the previous section,
generates a scalar score that corresponds to matching task. The most basic approach

for determining a query image as original or fraud would be to estimate a threshold
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Figure 3.2: Meta Learner: training. Left: dataset generation procedure. Right: pro-

posed architecture.

based on the scores generated by Siamese Network.

However, as depicted in Figure 3.3, the scalar scores obtained from the Siamese Net-
work are not directly separable when it comes to distinguishing between original and
fraud images. This means that even the "best" threshold may not yield suf cient
performance to detect the relatively rare fraud documents, as there is considerable

overlap between the scores for the two classes.

In order to improve the fraud detection performance, a new learner is introduced,
named as the Meta Learner. The Meta Learner operates on top of the image em-
beddings that are extracted from the CNN components of the Siamese Network. By
utilizing the image embeddings, the Meta Learner can leverage features for making
the classi cation decision. It takes into account the complex relationships between
the image embeddings of original and fraud images and learns to distinguish between

them effectively.

Architecture of Meta Learner The input to the Meta Learner is the difference of

two image embeddings obtained at the output of the Siamese Network. The goal is
to train a classi er with these inputs to assign a label to the differences as original or
fraud. For this purpose, we design a one dimensional CNN with two layers and RelLU

activation function. At the nal layer, a Sigmoid function is used.
Forming the Training Set for Meta Learner Meta Learner is trained by the two
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Figure 3.3: Matching scores obtained from the Siamese Network. It can be seen that

the values are not directly separable in terms of frauds and originals.

classes of a dataset formed by the differences of the embeddings of a pair of images.
Each difference is labeled as original or fraud depending on the labels of images fed
to the Siamese Network. Therefore, the training dataset consists of two subsets, the
positive dataset which consists of a pair of embeddings coming from the same image
patch, the negative dataset which consists of embeddings coming from the different

image patches(see Figure 3.2).

The positive set consists bif matching pairs, where the embeddings of the images are

subtracted to obtain the differences (representedliess components in Figure 3.2).

For the negative sefN? N) non-matching pairs can be generated from two matri-

ces derived from the training data. However, to avoid a class imbalance problem, a
technique called "hard negative mining" is applied. The hard negative mining process
involves using the Siamese Network to compute similarity scores for the negative
pairs and selecting thd hardest negative pairs based on these scores. This ensures
that the negative set contains discriminative examples, allowing the Meta Learner to

effectively learn to distinguish between genuine and fraudulent image pairs.
By combining the positive set and the hard negative set, we form the training dataset

51



for the Meta Learner, denoted Bs, . This training dataset contains a balanced rep-
resentation of positive and negative samples, facilitating the Meta Learner's ability
to learn from the differences of image embeddings and make accurate classi cations

during the meta-learning phase.

Training the Meta Learner After constructing positive and negative sets, the Meta
Learner is trained with the Triplet Margin Loss [58] (see Algorithm 3). In the original
paper, Triplet Loss is used to train a deep learning model for face recognition which
utilizes the loss for learning discriminative face embeddings:

L tipet = X hjf () FODi; JFe) iz + '+ (3.1)
i=1

whereN is the number of tripletsx? represents the anchor sampié, represents
the positive sample (same class as the anchdryepresents the negative sample
(different class from the anchoff)( ) denotes the embedding functignj3 denotes
the Euclidean norm| ]+ denotes the hinge functiof J+ = max( ;0)), and is
a margin parameter that controls the separation between the positive and negative
samples. In our experimentsjs used as its default valu@:05) andf (') is equivalent
to Meta Learner which maps the difference of image embeddings (obtained from the

frozen Siamese Network CNNSs) to a scalar score.

Inference for Meta Learner The test procedure of the Meta Learner follows a similar
data processing ow as illustrated in Figure 3.2. First, the embeddings are extracted
from the frozen CNNs for the images in the source dataset, denofed Bext, the

extracted embeddings are utilized to compute difference vectors, denated as

The Meta Learner then receives the difference veatas input and predicts a score
that re ects the likelihood of the input image pair being original or fraud. This output
score is examined and classi ed based on its distance to the positive and negative

anchors, which are derived from the constructed training set, denofegd.as

The training seD,, comprises either a dataset of positive samples, denoted as

or a dataset of negative samples, denoteld asThese datasets are carefully curated
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Algorithm 3 Training procedure of Meta Learner.

1: procedure SET_TRAIN_SET(N=2 pairs;SN_CNN) . Generate training
set based on N/2 pairs, N images

2: labelP fg

3: label" fg

4: while img;img®2 D do . img and img° are positive pairs

5: D) + SN_CNN(img) SN_CNN (img9

6: labeP + 1

7 end while

8: while img; 2 D do

o: imgs D f imgi;imgy

10: scores SN (img;;imgs)

11: iMQhard imgs[argmax (scores)] . hard negative mining

12: D7 + SN_CNN(img;) SN_CNN (imgnarg)

13: labe™ + O

14: end while

15: Dy DP [ D

16: label labeP [ label

17: return Dy ;label

18: end procedure

19: procedure  TRAIN_ML

20: Dy ;label  SET_TRAIN_SET)

21: while i in Ngpochs dO

22: embs;| BATCH _SIZE embeddings from D g ;labels

23: reps ML (embg

24 loss TripletMarginLoss (l;reps)

25: update_weights(ML;loss) . backpropagation

26: end while

27: Anchor, E(D})

28: Anchor,  E(D}})

29: return ~ ML;Anchor ,; Anchor,

30: end procedure
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to maintain a balanced representation of positive and negative samples, ensuring the

Meta Learner can learn effectively without any bias towards either class.

To further clarify the classi cation process, the Meta Learner computes the expected

value, denoted &8, of its output score, when provided with the relevant datRset

A = E(M(Dy))

whereM , denotes the Meta Learner aAd is indicative of either the positive anchor

(anchor of original pairsi,) or the negative anchor (anchor of original paks).

By drawing an analogy with the Hypothesis Testing Problem, we can formulate the

classi cation of a query image as follows:
We consider two hypotheses:
1. Null Hypothesisilp): The query image is categorized as "original:

kM2(u); Ank > kMo(u); Apk

2. Alternative HypothesisH;): The query image is classi ed as "fraud":

kM2(u); Ank Kk Mo(u); Apk

Here,u = e €"represents the vector of differences between the embedding of the
guery image and its highest scored pair generated by the Siamese Network. The
norms of the output scores are used to quantify the model's con dence in its predic-
tions, determining whether the query image is more likely to be original (Urdgheor

fraud (undeH,). Algorithm 4 summarizes the inference stage of the Meta Learner.

54



Algorithm 4 Testing procedure of Meta Learner.
1. procedure TEST_ML(img;imgs; SN _CNN;SN _FC;ML; Anchor ,; Anchory)

img is the query image and imgs are candidates

2 img  grayscale(img)

3: imgs  grayscale(imgs)

4: img resize(img; 105 105)

5: imgs  resize(imgs; 105 105)

6: rep; SN_CNN (img)

7 rep SN_CNN (imgs)

8: dis Pairwise Dist (rep;;reps)

9: out SN_FC(dis)

10: ranking argmax (out)

11: reps  SN_CNN (imgs[ranking ])
12: emb ML (repy reps)

13: decision  "fraud" if kemb;Anchor,k > kemb; Anchor,k else "original "
14: return  decision

15: end procedure

3.2 An End-to-end Network for Fraud Detection

In the domain of deep learning literature, the preference for end-to-end models can be
attributed to the diverse advantages they offer, including simplicity, user-friendliness,
and improved optimization capabilities. By integrating multiple models into a sin-
gle architecture, an end-to-end model streamlines the implementation process and
reduces the complexity associated with coordinating interactions between separate

models.

One of the primary merits of end-to-end models lies in their straightforward nature.
They encapsulate the entire data processing pipeline within a single model, elimi-
nating the need for intricate intermediate steps or manual feature engineering. This
simplicity makes the model design more intuitive, which, in turn, facilitates easier

maintenance and debugging.

Moreover, the user-friendliness offered by end-to-end models has contributed to their
popularity. Instead of managing several disparate models, researchers and developers

can work with a uni ed architecture that handles the entire task at hand. This not only
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Figure 3.4: End-to-end network.

reduces the cognitive load but also streamlines the training and deployment processes,

saving valuable time and resources.

Additionally, end-to-end models tend to yield improved optimization outcomes. The
integration of multiple models within a single architecture encourages the sharing
and propagation of information across different components. This enables the model
to learn more robust representations and better exploit the underlying patterns in the

data, leading to enhanced performance on the given task.

In summary, the preference for end-to-end models in the deep learning community
can be attributed to their simplicity, user-friendliness, and optimization advantages.
By consolidating multiple models into a cohesive architecture, end-to-end models
offer a more ef cient and effective approach to tackling complex tasks, making them

a valuable tool in the deep learning toolkit.
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In the context of fraud detection, the integration of a Siamese Network and a Meta
Learner into an end-to-end model is driven by the primary motivation to create a
comprehensive and uni ed solution that addresses both matching and fraud classi -
cation tasks. By fusing these components into a single architecture, the model can
seamlessly handle both tasks in a coordinated manner, offering potential performance

improvements and mitigating error propagation.

The Siamese Network plays a crucial role in capturing the similarity between image
pairs, facilitating the matching task. It leverages the power of convolutional neural
networks (CNNSs) to learn meaningful image representations and compute similar-
ity scores. However, the Siamese Network's raw output scores may not be directly

separable in terms of distinguishing between genuine and fraudulent images.

In this step, the signi cance of the Meta Learner becomes important. The Meta

Learner operates on top of the frozen Siamese Network's embeddings, which provide
more abstract and discriminative representations of the images. The Meta Learner
learns to make ne-grained classi cations based on these embeddings, effectively

distinguishing between genuine and fraudulent images.

In the context of the end-to-end network architecture, speci c components are named
to indicate their respective functionalities. In Figure 3.4, the concluding part of the
Siamese Network is referred to as the "Matching Head," while the portion respon-
sible for fraud detection is designated as the "Fraud Detection Head." These heads

represent the distinct sections of the network that are tailored to handle speci c tasks.

In Algorithm 5, the training procedure of the end-to-end network is outlined, and
it involves a crucial aspect denoted as the "SWITCH" argument. The "SWITCH"
indicates the iteration at which a switch between the training of the Matching Head

and the Fraud Detection Head takes place.

To elaborate further, during the early iterations of training, the network focuses on
ne-tuning the parameters of the Matching Head. This allows the network to perform
good at the task of comparing and matching image pairs, as the Matching Head is

specialized in learning similarity scores and embeddings for this purpose.

As the training progresses, the "SWITCH" argument determines when the transition
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occurs, switching the focus of training to the Fraud Detection Head. At this stage, the
network starts to emphasize the classi cation of genuine and fraudulent images. The
Fraud Detection Head is designed to analyze the abstract and discriminative embed-
dings generated by the Siamese Network and make accurate classi cations based on

these embeddings.

By implementing this training strategy with the "SWITCH" argument, the end-to-end
network effectively bene ts from both the Matching Head's ability to capture im-
age similarities and the Fraud Detection Head's pro ciency in distinguishing genuine
and fraudulent images. The result is an integrated model that performs good at both
matching and fraud detection tasks, offering a comprehensive and powerful solution

for the given application.

In summary, the use of the "Matching Head" and "Fraud Detection Head" in the
end-to-end network, along with the "SWITCH" argument during training, enables the
model to effectively handle both tasks in a coordinated manner, leading to improved

overall performance and accurate fraud detection.

By combining the Siamese Network and the Meta Learner, the end-to-end model can
take advantage of the Siamese Network's ability to capture similarity information and
the Meta Learner's capability to make accurate classi cations. This holistic approach
ensures that the model's performance is optimized for both matching and fraud clas-
Si cation tasks.

Furthermore, the end-to-end architecture facilitates better integration and coordina-
tion between the Siamese Network and the Meta Learner. The two components
can jointly learn and adapt to the data, enabling them to complement each other's
strengths and overcome weaknesses. This cohesive integration minimizes the chances
of error propagation between the tasks, resulting in a more robust and reliable fraud

detection system.

In summary, the fusion of a Siamese Network and a Meta Learner into an end-to-end
model in fraud detection is driven by the desire to create a comprehensive solution
that ef ciently addresses both matching and fraud classi cation tasks. This approach

capitalizes on the strengths of each component and ensures a more seamless and co-
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ordinated work ow, leading to enhanced performance and improved overall accuracy

in detecting fraudulent activities.

It's important to note that while end-to-end models have their advantages, there may
still be scenarios where using separate models is preferred. Factors such as task mod-
ularity, the availability of pretrained models, interpretability requirements, and the
need for domain-speci ¢ expertise may in uence the decision to use separate models.
Ultimately, the choice between an end-to-end model and separate models depends on

the speci c task, the available resources, and the trade-offs that need to be considered.

3.3 Chapter Conclusion

In this chapter, we introduce the pipeline of deep Siamese Network, which consists
of two essential components: matching and fraud detection. We begin by formally
de ning the matching component, referred to as the Siamese Network, and provide
detailed insights into its relationship with the data ow and the algorithmic aspects of

both training and inference.

During our exploration, we observe that Siamese Network scores are not separable
for distinguishing between genuine and fraudulent images. In order to address this
challenge, we introduced an additional learning method called the Meta Learner. The
Meta Learner leverages the embeddings learned by the Siamese Network, which offer
more abstract and discriminative representations of the images. We explain the inputs
and outputs of the Meta Learner, its architectural details, and the procedures involved

in its training and testing phases.

The objective of Meta Learner is to improve the matching capability of the Siamese
Network by receiving the embeddings at the input and making binary classi cation
at the output to label the input image as original or fraud. By integrating the Siamese
Network and Meta Learner, an end-to-end framework is designed to seamlessly com-

bine and coordinate their functionalities, resulting in potential performance improve-
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Algorithm 5 Training procedure of end-to-end network.

1. procedure TRAIN_E2E(N/2 pairs,SWITCH) . Train network based on

N/2 pairs, N images

2: while  img 2 D do

3: img  grayscaleg(img)

4: img  resize(img; 105 105)

5: end while

6: while i in Nepochs dO

7: if i SWITCH then

8: im; random image

9: im, BATCH _SIZE random images

10: label BATCH _SIZE labels
label is 1 if imi 2 im,, O otherwise

11: repp  E2E:SN_CNN (imy)

12: rep  E2E:SN_CNN (imy)

13: dis rep; rep

14: out EZ2E:SN_FC(dis)

15: loss Weighted BCE _Loss(label; out)

16: update weights(E2E:SN_FC;E2E:SN_CNN;loss)
backpropagation

17: else

18: freeze(E2E.SN)

19: Dy ;label  SET_TRAIN_SET()) . func. defined in Algorithm 3

20: embs;| BATCH _SIZE embeddings from D 4 ;labels

21: reps EZ2E:ML (embg

22: loss TripletMarginLoss (l;reps)

23: update_weights(E2E:ML;loss ) . backpropagation

24: end if

25: E2E:Anchor, E(D})

26: E2E:Anchor, E(D})

27: end while

28: return EZ2E

29: end procedure
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Algorithm 6 Testing procedure of end-to-end network.
1: procedure TEST_E2E(img;imgs;E 2E) . img is the query image and

imgs are candidates

2: img  grayscale(img)

3: imgs  grayscale(imgs)

4; img  resize(img; 105 105)

5: imgs  resize(imgs; 105 105)

6: rep;  E2E:SN_CNN (img)

7 rep, E2E:SN_CNN (imgs)

8: dis Pairwise _Dist (repy;repz)

9: out EZ2E:SN_FC(dis)

10: ranking argmax (out)

11: reps E2E:SN_CNN (imgs[ranking ])

12: emb E2E:ML (repy reps)

13: decision "fraud " if kemb; E2E:Anchor pk >
kemb; E2E:Anchor ,k else "original "

14: return  decision

15: end procedure

ments.

In conclusion, this chapter comprehensively covers the components of the suggested
deep Siamese fraud detector of papers: the Siamese Network for matching, the Meta
Learner for fraud detection, and their integration into an end-to-end framework. By

employing these networks, our approach offers a holistic solution for fraud detection.
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CHAPTER 4

EXPERIMENTAL RESULTS AND DISCUSSION

In this chapter, explore the performance of the suggested deep Siamese Network and
compare it with baseline models. The baseline experiments serve as a benchmark
against which we assess the ability of of the model proposed model to detect the fraud
documents. By subjecting the proposed model to various regularization parameter
values, we undertake an evaluation process, wherein we examine its performance
using metrics: The assessment of the model performance involves an analysis of
both Type-I and Type-II errors, which are crucial indicators in determining the model

ability to identify positive and negative instances.

By employing the evaluation metrics, such as Type-I and Type-II errors, we aim to
assess the performance of the proposed model, shedding light on its strengths, weak-

nesses, and potential areas of improvement.

In this chapter, rst we explain the datasets used for the experiments. Since one of

these datasets is collected by us, we explain its acquisition and augmentation pro-
cesses. Chapter then continues with explanation of baseline experiments, ablation
studies, the suggested method and their comparison. We also analyze the effect of
noise introduced in dataset augmentation schema end the effepacdmeter intro-

duced in the previous chapter.

4.1 Datasets

Datasets for fraud identi cation using texture analysis play a crucial role in various

steps including training, evaluation and benchmarking the algorithm. The dataset
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should include textural patterns and be authentic in terms of measuring the perfor-
mance of the algorithm in real life conditions. In our experiments, we use two
datasets, namely paper dataset and fabric dataset. The rst dataset is generated by
ourselves in the context of this thesis. The second one is publicly avaliable in open
sources. In the following subsections, we provide the details of the data generation

process and quantitative properties of both datasets.

4.1.1 Generation of a New Paper Dataset

In order to assess and evaluate the strengths and weaknesses of our algorithm, we
generate a new paper dataset that reveals the textural details papers. We augmented
this dataset for mimicking the real life conditions. The question here is the unique-
ness of these patterns as it plays a crucial role in detecting fraud papers. Luckily, a
recent study reveals that the randomness of the textural characteristics and imperfec-
tions of the physical paper create unique “ ngerprints" for documents [1]. Through
systematic experiments, it is shown that@mm scan across the paper generated a
virtually unique ngerprint for the paper, with the probability of two different papers

generating the same ngerprint as low & 2.

4.1.1.1 Dataset Generation

An implicit contribution of this study is to create a dataset of blank paji2ss,The

ow of the data generation process is illustrated in Figure 4.1. First, blank A4 papers
are physically splitinto th8 3 cm? paper patches, and digitized by a Nikon D3500
DSLR camera while being illuminated from the back and top. A band of 150 pixels
is cropped from each side to prevent cutting marks at the borders in order to generate
D;. Additionally on the non-cropped images, data is augmented by rotating in one
of 10,0,10, translated 10 pixels towards left armt bottom and cropped by 150
pixels from each side to generdig.

Furthermore, a random light source noise is added to the image patches to create a
realistic data. This task is achieved by starting on of the edge pixels randomly and

interpolating between white and black based on the circular distance to the starting
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point. Formally speaking, a set of noisy imadédls generated as follows:

Given: ‘im’ is an any image object to be altered. “start_x’, “start_y are the random
coordinates of the starting point, placed on one of the edges. "hmap' is a 2D list con-
taining the values of two intensities for interpolation. For our case, these intensities
are white and black. Id" is noisy image representation or container to store the nal

result.

1. Loop through all the pixels in the image:
for x in rang€im.sizd0]) :

fory in rangéim.sizg1]) :

2. Calculate the Euclidean distance between the current pixel and the starting point:

dist= P (x start 32+ (y start y?

3. Retrieve the starting and ending intensities from the map:
start_gs= magdO]

end_gss mafl]

4. Normalize the distance by dividing it by the maximum possible distance in the
image:
dist

dist= p—— —
im.sizg0J + im.sizg1P

5. Calculate the interpolated intensity for the current pixel (here, the distance is di-
vided by three as we do not want all "black™ components):

dx;y] = int(256 (a (L %tw b (1 %t)))

a;b2f start_gsend_gg

The seNI consists of multiple Id images, where noise starts from different locations.

Then, the set of noisy imageN), is used to generate a new datd3étas follows:
1°=(@ n) I +n NI
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Figure 4.1: Image acquisition and dataset generation process.

wheren is the percentage of additive gray scale noi3¢g, the noisy version oD,

is used as the dataset for query images. Examples of images with different noise
amounts are shown in Figure 4.3. A query imalgds considered to be original if it
matches one of the imagdg, 2 D;. Otherwise, it is considered fraud. Additionally,

in order to present statistically signi cant resul&srandom training, validation and

test folds are generated. Samples of the original and fraud images can be seen in

Figure 4.2. The dataset details are tabulated in Table 4.1.

4.1.2 Experiments on Fabric Dataset

The Fabric Dataset is introduced by [2]. They collected images from different type
of fabrics using a portable photometric stereo sensor. Dataset contains 26 different
fabric types, containing 1 to 588 instances each. Instances have up to 5 different
images, which have the same area with different illumination angles. In our training
and testing scenarios, we use up to 4 different versions of the images. Instances of the
same class can be very similar (see Figure 4.4 rows 2 and 3). Train, validation and
test splits of this dataset are arranged in a way that each split has instances from each
class and experiments done in an instance matching fashion. Split details of Fabric

dataset can be seenin Table 4.1.
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(a) acquired original image (b) cropped original image

(c) an unpaired fraud version of the (d) noisy pair of the original source

original image image

Figure 4.2: Imaging paper patches with the light coming from the bottom and top. (a)

Raw image. (b-c-d) Images after alignment and cropping.
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(a) 0% (b) 5% (c) 10%

(d) 15% (€) 20% (f) 25%

(9) 30%

Figure 4.3: Examples of images with different noise amounts.
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Table 4.1: Quantitative information about paper and fabric datasets. For the paper
dataset, there ar2 versions of each image digitized aBdaugmented versions of
them. For validation and test se®5 of the images are used as originals and rest

of them are used as frauds. Note that only augmented versions of a single shot are
used for testing and validation purposes. The other shot is only used for database
construction purposes (+1's in the table). For Fabric dataset, therevarsions for

an image with different lighting conditions. For validation and test $8@f the

images are used as originals and rest of them are used as frauds.

Dataset# of Folds Tr. Set Size| Val Set Size Test Set Size
Paper 5 385 (9+1) 2|25 (9+1)+25 9|25 (9+1)+25 9
Fabric 5 1769 4 100 (3+1) 100 (3+1)

4.2 Baseline Experiments

In order to conduct a thorough analysis of the proposed method and its capabilities,
we have devised a series of baseline experiments. The primary objective of these ex-
periments is to compare the performance of the Siamese Network and Meta Learner,
which constitute the core components of the proposed method, against established
state-of-the-art fraud detection methods, such as, Local Binary Pattern (LBP) method

and Gabor Filters.

By subjecting the proposed method to a comparative evaluation against these meth-
ods, we aim to assess its strengths and weaknesses. This comparative analysis pro-
vides valuable insights into the potential of the proposed method as a robust fraud

detection tool.

Additionally, we explore the application of two popular one-shot learning methods,
Matching Networks [61] and Prototypical Networks [62], within the context of fraud
detection. These methods, which have demonstrated success in other domains, of-
fer alternative perspectives and techniques for addressing fraud detection challenges.
By incorporating these methods into our evaluation, we strive to broaden our under-
standing of the fraud detection methodologies and evaluate their applicability to the

speci ¢ problem at hand.
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