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ABSTRACT

USING SLIPPAGE TO INCREASE MANEUVERABILITY FOR WHEELED
MOBILE ROBOTS AT LOW SPEEDS

Ata, Erdem
M.S., Department of Mechanical Engineering

Supervisor: Assoc. Prof. Dr. A. Buğra Koku

December 2023, 66 pages

Land vehicles are commonly used in robotics. Most studies consider the types of

vehicles that do not slip easily or develop ways to detect and avoid slippage. This

is for multiple reasons: it is more difficult to control a vehicle during slippage, es-

pecially if the driver is a human; commonly used vehicle types cannot start slippage

at low speeds; slippage may damage some tire materials. Other studies that consider

slippage as an advantage mostly focus on high speeds. This work proposes using slip-

page as a maneuverability advantage with a 4WD, 4WS vehicle type at low speeds.

Firstly, it is shown that a slipping vehicle can outperform non-slipping vehicles in a

trajectory-tracking task using a conventional controller. Then, a reinforcement learn-

ing agent is trained to control a 4WD, 4WS vehicle to perform maneuvers and navi-

gate in an environment where it is difficult for a regular vehicle to navigate.

Keywords: 4WS, AWS, Ackermann Steering, Wheel Slip, Maneuverability
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ÖZ

DÜŞÜK HIZLARDA TEKERLİ MOBİL ROBOTLARIN MANEVRA
KABİLİYETİNİ ARTIRMAK İÇİN KAYMANIN KULLANILMASI

Ata, Erdem
Yüksek Lisans, Makina Mühendisliği Bölümü

Tez Yöneticisi: Doç. Dr. A. Buğra Koku

Aralık 2023 , 66 sayfa

Kara araçları robotikte yaygın şekilde kullanılır. Çoğu araştırma ya kaymayan araç

tipleri ya da kaymayı tespit etmek ya da engellemek üzerinedir. Bunun birçok sebebi

var: özellikle sürücü bir insan olduğunda bir aracı kayma sırasında kontrol etmek

daha zordur, yaygın kullanılan araç tipleri düşük hızlarda kayamazlar ve kayma bazı

teker malzemeleri için zararlı olabilir. Bu çalışma, dört tekerlekten yönlendirilen ve

dört çeker bir araçta, kaymayı manevra kabiliyetini artırmak için kullanmayı öner-

mektedir. İlk olarak kayabilen bir aracın, bir güzergah izleme görevinde, kayamayan

bir araçtan daha iyi bir performans gösterdiği sıradan bir kontrolcüyle gösterilmiştir.

Daha sonra dört tekerlekten yönlendirilen ve dört çeker bir aracı kontrol etmesi için

bir takviyeli öğrenme birimi eğitilip, kayamayan bir aracın zorlanacağı bir ortamda

manevralar yaparak farklı noktalar arasında gitmesi sağlanmıştır.

Anahtar Kelimeler: Dört Tekerlekten Yönlendirme, Dört Çeker, Ackerman Direksi-

yonu, Teker Kayması, Manevra Kabiliyeti
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CHAPTER 1

INTRODUCTION

Most wheeled robots are configured to avoid slippage for several reasons such as it

is easier to control a vehicle that does not slip, it is not trivial to detect slippage,

and slippage may not be good for the wheel material. For the nonholonomic vehi-

cle configurations that can easily slip, most controllers avoid the actions that would

cause slippage. This work explores whether slippage can be used in order to increase

maneuverability and help navigation in crowded spaces.

In this chapter, in the first section, the motivation behind this research and the problem

definition is given. In the second chapter, a summary of how the defined problem

is solved by the previous research is presented. The proposed methods are briefly

explained in the third section. The details of the solution method are given in the next

chapter. Finally, the contributions to the literature and the thesis outline are given in

this chapter’s last two sections.

In this work, a notation is proposed for describing vehicle configurations. The pro-

posed notation is used throughout this text. The motivation for using this notation is

given in the next section, and the explanation of the naming convention is given in

Appendix C.

The source code of this study will be available on www.github.com/ataerdem/msc-

thesis.
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1.1 Motivation and Problem Definition

In robotics, the maneuverability of a wheeled mobile robot is one of the most im-

portant factors that determines whether the robot can operate in a given environment.

To increase maneuverability, different wheel configurations and wheel types are used

[1] [2] [3] [4]. All common wheel configurations and types mostly avoid slippage

during normal operation. One of the most commonly studied wheel configurations

is 2WS-2WD with Ackermann steering and differential drive (i.e. R[0, L1]y, f, 0 −
R[L2, L1]y,diff y,acky as explained in Appendix C) [5]. In this configuration, Ack-

ermann steering and differential drive are used solely to avoid slippage during the

vehicle’s operation. This configuration allows for slippage when the steering angle is

abruptly changed at high speeds. However, the state that allows for slippage cannot be

achieved at any time or in any environment. This is because the vehicle needs to reach

a certain speed to initiate slippage, which may not be possible in all environments.

Another common wheel configuration is two driven wheels and a caster wheel for

balance (R[0, 0], ff − R[L1, 0]y, di, 0). Also, in this configuration, the design aims

to keep the slippage of the wheels minimal. Since most vehicle configurations are

designed to operate with minimal slippage, the research that focuses on those con-

figurations mostly develops ways to detect slippage so its adverse effects are either

avoided or compensated for [6] [7].

However, some over-actuated vehicle configurations can initiate slippage at any time.

When a vehicle with such a configuration is controlled properly, the effects of slip-

page can be used as an advantage to increase the maneuverability of the vehicle. The

increased maneuverability of the vehicle can enable a robot to navigate in environ-

ments that are not possible for a similar vehicle without the capability to navigate.

Hence, in this work, the motivation is to design a controller for a robot with an over-

actuated wheel configuration to navigate in crowded environments.

During this research, it was observed that terms such as 4WD or 4WS are commonly

used in the literature. However, they are vague descriptions of the vehicle’s wheel

configuration. Although they can be useful within a limited context, they do not carry

information about the specifics of the wheel configuration. For someone working on

a very specific wheel configuration, these descriptors alone are not very useful for

2



finding what they are looking for. For example, a vehicle described by the term 4WD

may have dependent or independent driving capabilities for each wheel.

To remedy that, one could use 4WID (4-wheel independent driving). However, this

carries no information on which wheels are independent or whether they are all in-

dependent. Due to that problem, in order to inform the reader about the specifics of

the wheel configuration, the author must either describe the configuration in a few

sentences or they have to provide a figure. However, both long verbal descriptions

and figures are difficult to search for and non-standardized.

In this study, to propose a solution to the problem of "naming vehicles", a naming

notation is given in Appendix C.

1.2 Literature Survey

The maneuverability of land vehicles is a commonly studied topic. Most commonly,

2WS and 4WS vehicles are considered and sometimes compared in terms of their

maneuverability [8] [9] [10] [5] [11]. Even without slippage, over-actuated wheel

configurations may positively impact the stability and maneuverability of vehicles [2]

[3].

In most studies considering friction and slip, the main focus is to either detect and

compensate for slippage or avoid it altogether [9] [12] [2] [7]. Very few studies

focus on utilizing slippage [13] [14] [15]. However, every study that focuses on

utilizing slippage considers high-speed slippage since most commonly used vehicle

types, such as 2WS, cannot easily utilize slippage at low speeds.

Autonomous driving of vehicles using conventional control methods such as linear

quadratic regulator (LQR) is also a common research topic [16] [17]. LQR is com-

monly preferred since it results in an optimal solution for linear systems, and it is

easy to change the behavior of the control by altering the costs. Park et al. even focus

on the control of the drifting action [17]. However, the case is again for high-speed

slippage.

Several studies use machine learning models to process the sensor information or

3



model the system in which the vehicle operates. [18] uses convolutional neural net-

works to decide on a control action based on the visual information gathered from

the camera on a vehicle. In [19], several neural network architectures are imple-

mented to extract information from the camera data. [20] uses an artificial neural

network (ANN) to implicitly create a flexible model for the system that includes the

interaction of the vehicle with the road. By using the past observations as inputs to

the ANN, they created a robust representation of the system model that can work in

varying frictional behaviors of the road.

To explore and develop controllers for known environments, reinforcement learning

(RL) is commonly used. In [21] , [22] , [23], RL is used in order to develop agents

that can control vehicles in rough 3D terrains. In [24], RL is used in order to create

a controller that can control the vehicle to move through narrow gaps. [25] similarly

used RL to teach the agent to explore unknown environments. In [26], an autonomous

driving method that can easily be used in real-world after a training in a simulation is

studied.

Similar to the proposed naming convention in this study, a very well-known robotic

manipulator naming convention called Denavit-Hartenberg exists [27]. The conven-

tion entails utilizing Denavit-Hartenberg parameters for each joint and is employed

to assign a coordinate frame to each robot joint sequentially, facilitating a complete

kinematic depiction of the robot’s configuration and movement. Similarly, the con-

vention proposed in this work involves the description of each wheel sequentially.

The descriptions may include wheel position, drive type, and steering method.

1.3 Proposed Methods and Models

In this study, firstly, a chosen wheel configuration with 4WD, 4WS (R[L1, L2]xy, diy,

siy) is mathematically modeled. Secondly, a conventional controller that can con-

trol the position, orientation, and velocity of the vehicle is designed using a linear

quadratic regulator. This controller’s capabilities were tested in a setup with motion

trackers. This confirmed that an over-actuated vehicle can be controlled to slip and

have higher maneuverability.

4



To make a new controller that is more robust and capable of navigating without any

collisions, reinforcement learning is used. The reinforcement learning agent is built

using an artificial neural network called LSTM to make it capable of responding to

changes that occur during its operation. Since the final task of navigating without any

collisions is challenging, the task is functionally decomposed into smaller subtasks

that can be learned more easily compared to the whole task, and curriculum learning

is utilized.

1.4 Contributions and Novelties

Our contributions are as follows:

• We designed a controller that can initiate slippage to move a wheeled mobile

robot in a given direction

• We utilized the increased maneuverability due to slippage to navigate in chal-

lenging environments without collisions

• We proposed a naming method for wheeled vehicles

1.5 The Outline of the Thesis

In this chapter, the motivation of this work, a summary of previous related work and

the main contributions and novelties of this work are presented. In the second chapter,

the mathematical modeling of the problem is given with the related equations. Then,

the machine learning method is explained with the machine learning models that are

used. In the third chapter, the experimental setup and the physical components that are

used in the experiment are presented. In the last chapter, the results and the possible

future work are presented and discussed.
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CHAPTER 2

METHOD

2.1 Introduction

In order to develop a method to control the slippage of a vehicle, a suitable vehicle

type should be selected. In this work, 4WD-4WS rock crawler (R[L1, L2]xy, diy, siy)

is selected. Since the vehicle is nonholonomic, it can easily start slippage at low

speeds and the geometry of the wheels should allow for a wide range of motion when

controlled properly.

In this chapter, the configuration of the selected vehicle is presented. The mathe-

matical model of the configuration is constructed using the relevant equations. The

physical assumptions, such as the expression of friction force, are justified.

In the next part, a conventional controller i.e. linear quadratic regulator is designed

and explained based on the mathematical model. The controller has parameters to

prioritize or avoid certain behaviors. The selection of those parameters is explained.

Most of the information given in the sections regarding the mathematical modeling

and conventional controller design is previously published [28].

In the third part, a diagram of the machine learning model is shown and the individual

modules and their purposes are explained. The reason to use the curriculum learning

is explained and the steps of the chosen curriculum are presented.

7



2.2 Mathematical Model

A vehicle that can easily initiate slippage is chosen. The vehicle’s front and rear axles

are independently steered and driven. In other words, it is 4WD-4WS, (R[L1, L2]xy,

diy, siy).

The mathematical model consists of three main components: wheel forces, friction

moment, and input limits. Upon considering these aspects, a non-linear dynamic

model is formulated using Kane’s method [29] along with the sympy mechanics mod-

ule in Python. To apply linear state space techniques, the model is linearized around

the instantaneous state at each time step utilizing the Jacobian method. This involves

evaluating the system matrix and input matrix at every time step while ensuring a

reasonably accurate linear approximation is maintained throughout.

The chosen plant inputs comprise of the steering angles (θf , θr) and the angular ve-

locities of the wheels (ωf , ωr) given in (2.1). The states selected for the model are the

vehicle’s position (x, y), the orientation of the vehicle with respect to the x-axis (θ),

the vehicle’s velocity (vx, vy), and the angular velocity of the vehicle (ω), as denoted

in (2.1) and illustrated in Fig. 2.1.

u =


θf

θr

ωf

ωr

 (2.1)

x =



x

y

θ

vx

vy

ω


(2.2)
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Figure 2.1: Mathematical Model of the Proposed Wheel Configuration

2.2.1 Wheel Forces

The mathematical model considers the vehicle as a rigid body within a planar space,

featuring two wheels (front and rear) as depicted in Fig. 2.1. At first, friction between

the wheels and the ground is assumed to be viscous, meaning it is proportional to

the velocity difference. Although this assumption may appear counter-intuitive, it

leads to a simpler (i.e., less non-linear) mathematical model. It is hypothesized and

observed through experiments that the resulting inaccuracy is negligible enough to

successfully accomplish the tasks used in the experiments.

With the assumption of viscous friction, the force exerted on the vehicle by a single

wheel can be described by the following equation:

F⃗w,i = ci(v⃗w,i − v⃗c,i), i = f, r (2.3)

Here, ci represents the viscous friction coefficient between the wheel and the ground,

v⃗w denotes the wheel’s velocity, and v⃗c stands for the velocity of the wheel center

9



relative to the ground.

For each wheel, the velocity v⃗w can be expressed in terms of the inputs θi and ωi as

follows:

v⃗w,i = rωi(cos(θi + θ)ı̂+ sin(θi + θ)ȷ̂), i = f, r (2.4)

In the above equation, θi represents the steering angle, while ωi corresponds to the

angular velocity by which the wheel is driven. The subscript i is used to indicate

whether the wheel is positioned at the front or the rear of the vehicle.

To see whether a more accurate friction model would provide any benefits, a friction

model that incorporates stick-slip phenomenon is also implemented.

F⃗w,i =
v⃗w,i − v⃗c,i
|v⃗w,i − v⃗c,i|

(cu − (1− exp(−|v⃗w,i − v⃗c,i|))(cu − cl)cw), i = f, r (2.5)

In (2.5) as the speed of the wheel surface increases with respect to the ground, the

friction coefficient drops to cl as shown in Fig. 2.2. As the speed of the wheel surface

with respect to the ground approaches 0, the friction coefficient approaches cu. In this

model, cu represents the highest possible friction coefficient, cl represents the lowest

possible friction coefficient and cw determines how quickly the wheels start to slip as

the velocity of the wheel surface with respect to the ground increases. This allows the

model to incorporate stick-slip phenomenon by decreasing the friction coefficient as

the relative speed increases.

As shown in Fig. 2.3, the two models act differently when the wheel sticks to the

ground if one chooses cviscous = cstick−slip
l . During the operation of the designed con-

troller, it is safe to assume that the wheels don’t stick to the ground most of the time

since the main purpose is to navigate using slippage. Therefore, a similar behavior

can be expected from the viscous and stick-slip models assuming the vehicle slips

during its operation.

However, the stick-slip friction model adds non-linearity to the system. Since the

vehicle can steer in a large angle range, there are no small angle assumptions in the
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Figure 2.2: Comparison of Friction Coefficients

model to reduce the non-linearity. Therefore, the stick-slip friction model consider-

ably increases the time required to calculate the controller response. This is because

the system is linearized around its current operation point for every time step.

In the simulations carried out on Webots [30], when the controller was used on the

stick-slip model, the simulation speed would not exceed 0.25 times real-time. How-

ever, the simpler model would allow the simulation to run at 4 times real-time on

the same hardware. This means the controller that used the viscous friction model

worked 16 times faster in the simulation. Due to the speed difference, the stick-slip

model was considered to be infeasible for the controller and experiments were carried

out on the linear, viscous friction model.

2.2.2 Friction Moment

While considering the rotation of a vehicle solely around its front axle, it is reasonable

to assume negligible friction when we assume a single wheel. However, when there

are two front wheels, accounting for the friction resulting from the rotation around
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Figure 2.3: Comparison of Friction Forces

the center of these wheels should be considered as shown in Fig. 2.4. This requires

the introduction of an extra moment into the bicycle model to reduce the discrepancy

between the physical model and the mathematical model. This additional moment is

assumed to be directly proportional to both the angular velocity of the vehicle and

the friction coefficient, while also being influenced by the distance between the front

wheels. The representation of the supplementary friction moment can be expressed

by the following equation:

M⃗fr = −dω⃗(cr + cf ) (2.6)

Here, M⃗fr denotes the additional friction moment, d signifies the distance between

the front wheels, and ω⃗ represents the angular velocity of the vehicle.

2.2.3 Input Limits

Both the steering angle and the angular velocity of the wheels are subject to specific

ranges. Due to the inherent non-linearity of the system, a simple approach of directly
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Figure 2.4: Frictional forces due to the extra wheel

clipping the controller outputs before inputting them into the plant would not be ef-

fective. Therefore, it is essential to incorporate the limits of these variables within the

mathematical model.

To achieve this, we introduce two new variables expressed by the following equations:

ωi = lωtanh(ωinitial
i ), i = f, r (2.7)

θi = lθtanh(θinitiali ), i = f, r (2.8)

Figure 2.5: Soft Limited Angular Velocity vs Angular Velocity

By selecting the plant inputs as ωinitial
i and θinitiali , the absolute values of the steering
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angle and the angular velocity of the wheels will be confined to lω and lθ, respectively.

As shown in Fig. 2.5, the drive velocity is limited between −lω and lω after being

passed through a hyperbolic tangent function. However, its derivative is still nonzero,

which allows the linear approximation to be useful. Consider an operating point

around ωi = 2rad/s; after a linear approximation of the mathematical model, the

effects of slightly changing the drive velocity are still included in the model since the

derivative of the hyperbolic tangent function is nonzero at the given point. However, if

the ωi was directly clipped, the linear approximation of the model would not represent

the effects of a slight change in ωi since the derivative of the clipping function would

be 0.

2.3 Control Method

The achievement of a desired state can be directly controlled using the linear quadratic

regulator (LQR) method. For a linear system, the LQR method optimizes the expres-

sion given in (2.9), but it does not impose any constraints on the path to be followed.

However, many tasks require the vehicle to follow a specific path while moving to a

particular location. To address this, a suitable output matrix is employed to control

the vehicle to follow a predefined trajectory with a specific speed. In cases of more

complex paths, an approximation using line segments can be applied.

Recall that,

u =


θf

θr

ωf

ωr


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x =



x

y

θ

vx

vy

ω


∫ ∞

0

xTQx+ uTRu dt (2.9)

Both methods employ two crucial techniques. Firstly, the controller is allowed to

instantaneously change steering angles in the mathematical model, leading to dis-

crepancies between the model and the real-world behavior. A similar issue arises

with the driving angular velocity of the wheels, as it cannot be instantly changed. To

address these challenges, the controller’s steering output is constrained to be pseudo-

continuous by limiting the changes between time steps. Secondly, abrupt changes

in the steering angles, along with the application of specific drive velocities to the

wheels, can cause unintended actions due to pre-existing steering angles. To mitigate

this problem, drive velocities are significantly reduced whenever a sudden steering

angle change is detected.

2.3.1 State Control

Although using LQR directly on the states (with a unit output matrix) allows the

vehicle to be moved from a given position and orientation to another, it presents

challenges in defining proper priorities for the controller. Figure 2.6 illustrates an

example path.

As demonstrated in this example, the vehicle can be successfully controlled from the

origin to the desired arbitrary position at (0.3, 0.07) m. However, the LQR’s optimal

decision does not allow effective control of the path. The Q and R matrices of the

LQR controller for this example are provided in (2.10) and (2.11).
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Figure 2.6: Resultant path when controlling with a unit output matrix in a mathemat-

ical simulation

Q =



1 0 0 0 0 0

0 1 0 0 0 0

0 0 1 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0


(2.10)

R =


0.1 0 0 0

0 0.1 0 0

0 0 1 0

0 0 0 1

 10−3 (2.11)

2.3.2 Output Control

In order to address the challenge of limited path control, it is possible to define an

appropriate output matrix. The primary objective is to establish a line connecting the

vehicle’s initial and reference positions and utilize one of the states to represent the
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deviation from this line. This transformation can also be applied to the velocities.

Let the equation ax + by = c define the line connecting the initial position and the

reference position. Using the line equation, an output matrix can be defined as y =

Cx. The selection of the output matrix C and the reference state (i.e. desired value

of y) as

C =



a b 0 0 0 0

a′ b′ 0 0 0 0

0 0 1 0 0 0

0 0 0 a b 0

0 0 0 a′ b′ 0

0 0 0 0 0 1


(2.12)

r =



c

c′

θref

0

cvel

ωref


(2.13)

enables one to prioritize the error in a new coordinate system. In order to establish

the transformed coordinate system as an orthogonal one, with the reference position

as the origin and the new y-axis as the line to be followed, the values of a′, b′, c′ may

be selected in the following manner.

a′ = b (2.14)

b′ = −a (2.15)

c′ = bxr − ayr (2.16)
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Let the goal position be p⃗r = xr ı̂+yrȷ̂, and the initial position be p⃗i = xiı̂+yiȷ̂. The

desired velocity can be calculated using the expression

cvel = bg⃗ · ı̂− ag⃗ · ȷ̂ (2.17)

Where g⃗ is the unit vector in the direction of the desired movement.

g⃗ = (p⃗r − p⃗i)/|p⃗r − p⃗i| (2.18)

Using the described output matrix, the first two error components represent e1 and e2

in Fig. 2.7.

Figure 2.7: The transformed coordinate system and the error components

Using the output matrix C and reference input r, the path given in Fig. 2.8 can be

obtained.

In this scenario, the vehicle’s motion is constrained between fixed initial and final

positions. Nonetheless, a notable distinction is made by appropriately prioritizing the

errors to guide the vehicle along a specific trajectory. The LQR controller designed

for this particular case employs the Q and R matrices, as specified in (2.19).
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Figure 2.8: The resultant path of output control

Q =



10 0 0 0 0 0

0 0.1 0 0 0 0

0 0 1 0 0 0

0 0 0 1 0 0

0 0 0 0 0.1 0

0 0 0 0 0 0


(2.19)

R =


0.1 0 0 0

0 0.1 0 0

0 0 1 0

0 0 0 1

 10−3 (2.20)

2.4 Machine Learning Method

Fig. 2.9 shows a general structure of the learning model. Each controller is an LSTM

(long short-term memory) network trained on a different reinforcement learning task.
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Figure 2.9: The general structure of the learning model.

LSTMs are a type of recurrent neural network [31]. In an LSTM, the network uses

the current inputs and previous hidden states to make a decision. During the training

of the LSTM, it is expected for the model to learn to pass the relevant information

to the next time steps using the hidden states. Since the weight distribution of the

vehicle may change during its operation, a controller that can easily handle different

weight distributions is desirable. In order to achieve that, a controller that can base its

decisions on the past time steps can be used. That is why LSTMs are preferred over

MLPs (multi-layer perceptions) in order to have a robust controller. This means an

LSTM controller can detect the relevant information regarding the weight distribution

of the vehicle based on the observations from the previous state-action pairs.

One common alternative to LSTMs is transformers. Recently, several studies have

shown how transformers are faster during training and deployment while still outper-

forming LSTMs [32]. However, in this task, the controller works in real-time and

makes decisions based on real-time data at each time step. In such a case, an LSTM’s

last state and the new observation can be directly used to calculate the new response.

On the other hand, the latest input to the transformer must contain the observations

from the last N steps. This makes LSTMs computationally efficient compared to

transformers in real-time tasks. Considering that the agent acts as a controller for a

mobile robot, the response frequency can be crucial to control the vehicle properly.

Furthermore, being able to deploy the controller on a smaller piece of hardware may
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also be crucial for some mobile robot applications.

Reinforcement learning is used to develop agents that can perform well on the tasks

defined in the curriculum. In reinforcement learning, an agent interacts with an en-

vironment by choosing actions. The actions result in a change in the state of the

environment with an observation and a reward. The purpose is to create an agent

such that the actions taken based on the observations maximize the reward that is

collected by the agent.

Specifically, in this work, proximal policy optimization and trust region policy opti-

mization are applied for reinforcement learning. During proximal policy optimiza-

tion, two models, a policy model and a value model, are trained. The purpose of the

value model is to estimate the reward that may be collected during the episode. Using

the data that is gathered from previous trials, the value model can be trained end to

end. The policy model is trained to increase the expected reward. In proximal policy

optimization and trust region policy optimization, the policy model is updated so that

the new policy is almost always better than the old one. This makes the method easier

to tune and use since, without such a property, the choice of hyperparameters is very

likely to result in an unstable update. This makes PPO and TRPO easy methods to

apply without a significant amount of hyperparameter tuning.

2.4.1 Curriculum Learning

Curriculum learning is a method that is used when the original problem cannot be

directly solved by reinforcement learning. In this method, the agent is taught to solve

easy tasks at the beginning, and the tasks get more challenging as the learning con-

tinues. In this work, curriculum learning is applied to teach an agent to navigate a

crowded environment. Three different tasks are created for the curriculum learning

process.

In each task, the vehicle starts stationary with reset joint angles and a random weight

distribution. The action of the agent is directly used as the steering angles and drive

velocities of the vehicle.
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2.4.1.1 Unidirectional Task

The first and simplest task requires an agent to control the vehicle to move in a pre-

determined direction in its local reference frame. This task will be referred to as the

"unidirectional task". In this task, the first quadrant of the reference frame is uni-

formly divided to obtain N, in this case four, directions. The agents that are trained

in this task are referred to as "unidirectional controllers" in Fig. 2.9. In the first task,

the observation that is taken from the environment is the error between the reference

local velocity and the actual local velocity.

Figure 2.10: Reference directions for each model trained in the first task

v⃗ri = vmax(cos
iπ

2N
ı̂+ sin

iπ

2N
ȷ̂) (2.21)

The reference velocity for the direction controller i is defined in equation (2.21) and

shown in Fig. 2.10 where vmax is the maximum speed of the vehicle.

ri(t) = −∥v⃗ri − ⃗vi(t)∥/vdesired (2.22)

The reward function for the first task is given in equation (2.22), where ⃗vi(t) is the ve-

locity of the vehicle at time t in its own reference frame. As equation (2.22) suggests,

the agent is punished for having a local velocity that is different from the reference

velocity.

The reward suggests that a unidirectional controller must ideally control the vehicle
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to vdesired in the reference direction while avoiding steering changes. In the ideal case

where the controller achieves the maximum reward, it is expected to collect a reward

of 0

During the training of the unidirectional task, an "initial guess" is used in order to

speed up the training. In this context, the initial guess is a rough estimation of the

optimal action determined by omitting the unpredictable nature of friction and the

unknown weight distribution. If the agent samples the actions closer to the initial

guess more often, it can learn the optimal policy relatively quickly.

In order to determine a rough initial guess, it is assumed that the vehicle is stationary,

and the weight distribution is even. Then, if the reference velocity is in a direction

where the vehicle can directly steer towards, the initial guess is calculated by the

following equations:

θf = θr = ∠v⃗r

ωf = ωr = vdesired/rwheel

If the reference velocity is in a direction where the vehicle cannot directly steer to-

wards, then the following action is chosen as the initial guess:

θf = −θmax

θr = θmax

ωf = vdesired/rwheel

ωr =
vdesired
rwheel

sin (π
2
− ∠v⃗r − θmax)

cos (θmax − ∠v⃗r)

This selection of initial guess results in a force vector in the direction and the mag-

nitude of the reference velocity, as shown in Fig. 2.11, when the weight distribution

is even and the friction is predictable. In Fig. 2.11, v⃗f represents the steady state
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velocity of the vehicle if it was only under the effect of the front wheels and v⃗r repre-

sents the steady state velocity of the vehicle if it was only under the effect of the rear

wheels.

Figure 2.11: The Initial Guess for the Action

In order for the agent to sample more actions around the initial guess during explo-

ration, the uniformly sampled actions are transformed using a 4th-order polynomial

function f(x) such that f ′(x) is low around the initial guess. The coefficients of the

polynomial are determined such that the polynomial satisfies the following equalities,

assuming both the steering angles and the driving velocities are mapped between −1

and 1.

f(−1) = −1

f(1) = 1

f(0) = xd

f ′(0) = f ′′(0) = 0

where xd is the initial guess. Since the initial guess for the action consists of four

variables, θf , θr, ωf , ωr, a polynomial is determined for each variable. As an example,
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Fig. 2.12 demonstrates how the function is flat around xd = 0. It is also important to

note that the function takes every value from −1 to 1. This means although it is more

likely to sample near the initial guess, any value in the range −1 to 1 can be sampled.

∃x such that f(x) = y ∀y ∈ [−1, 1]

Figure 2.12: The Transformation Function for Initial Guess xd = 0

For a uniform probability distribution of x between −1 and 1, the probability distri-

bution of f(x) is given in Fig. 2.13. As stated in, (2.23), Fig. 2.13 also shows that for

any finite interval of action [xl, xu] in the given range, there is a nonzero probability

of f(x) being sampled in the interval.

p(xl < f(x) < xu) > 0 ∀[xl, xu] such that − 1 < xl < xu < 1 (2.23)
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Figure 2.13: The PDF of the Transformation Function for Initial Guess xd = 0

2.4.1.2 Multidirectional Task

In the second and moderately complex task, the agent is trained to retain velocity in

any given direction. This task will be referred to as the "multidirectional task". In

this task, the observation of the agent includes the outputs of the direction controllers

that were trained in the first task and the velocity error, the reference local velocity,

and the error of the local velocity. Therefore, this agent chooses an action to move

in any given direction based on the decisions of the agents that are only capable of

moving in different single directions. A similar reward function to as (2.22) is used

in this task, but the reference velocity is chosen to be a random vector with the length

vmax, and the punishment term for the steering angle change is removed. The steering

angle change punishment term was removed since the new task requires the angles to

change when a new direction is assigned. To make sure that the agent is suitable for

a real-world application, the agent was also tested in a simulation where the steering

angles can be changed very slowly (2rad/s).
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r(t) = −∥v⃗r − ⃗v(t)∥ (2.24)

2.4.1.3 Navigation Task

In the third and most complex task, the agent is trained to retain velocity in any

given direction while not colliding with the obstacles. This task will be referred

to as the "navigation task". In order to help with that task, the observation of the

agent includes the readings from proximity sensors that are placed in the center of

the vehicle with equal angles between each sensor as shown in Fig. 2.14, the output

of the multidirectional controller, the reference local velocity and the local velocity

error.

r′(t) = r(t)− c(t) + ce(θ
e(t− 1)− θe(t)) + cpmin(si) (2.25)

For this task, the reward is given in r(t) is the reward from equation 2.24,θe(t) is the

absolute error between the facing angle and the direction of the target, and c(t) is cc

if the agent is contacting a wall, 0 otherwise. min(si) is the smallest distance reading

from the sensors. Adding min(si) pushes the agent to learn a policy that stays further

from the walls, which also enhances the learning speed since contact with a wall is

considered a failure. For the calculation of r(t), the target velocity vector is always

pointing towards the target point. Therefore, the agent is required to avoid walls

and face the target if possible while moving toward the target. cc, ce and cp are all

constants that can be tuned in order to prioritize different behaviors during training.

The agent is incentivized to face the target direction since this allows the agent to

avoid slippage and fit through smaller gaps that it may face during the navigation. By

avoiding slippage, the agent can control the vehicle more easily and move faster since

the energy is not wasted on slippage.

For the navigation task, whether the agent can arrive at a given point in a certain

amount of time (50 seconds) and whether it contacts a wall are used as success met-

rics. If the agent cannot reach the desired position or touches a wall, the episode is
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Figure 2.14: The distribution of sensors on the vehicle

considered a failure.

The navigation task requires the design of challenging environments. Four different

challenging environments are designed for the task.

The first environment, shown in Fig. 2.15, is a hallway with a width lower than the

diagonal length of the vehicle. The target position is the end of the hallway. In this

environment, the vehicle cannot rotate to an angle such that the vehicle is heading

toward the target since the hallway is too narrow as shown in Fig. 2.16. If the vehicle

attempts to face the target, it will inevitably contact the walls and get punished.

It is important to note that although the task is similar to the task of the unidirectional

controller that works in direction 0, it is not exactly the same. The unidirectional con-

troller that works in direction 0 is optimized to maintain a velocity that is closest to the

target. It has no restriction on the direction it follows. Therefore it can compromise

and move in a slightly erroneous direction to go faster. Furthermore, it can arbitrarily

rotate as it moves since the velocity is considered in the local reference frame of the

vehicle. However, in this environment and for the navigation task, the agent must
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avoid moving in an erroneous direction while also avoiding rotating since an error in

the movement direction or orientation would result in contact with the walls, hence a

punishment.

The agent is expected to learn to maintain its orientation while sliding sideways to-

ward the target.

Figure 2.15: The Starting Configuration of the First Environment

Figure 2.16: A Demonstration of an Attempt to Face the Target in the First Environ-

ment

The second environment, as shown in Fig. 2.18, is also a straight hallway. In contrast

to the first environment, the width of the hallway is slightly larger than the diagonal

length of the vehicle. In this environment, the vehicle can rotate while moving toward

the target location.

In the third environment, as shown in Fig. 2.19, a wide area is followed by a narrow

hallway such that the height of the vehicle’s bounding rectangle is larger than the

width of the hallway. For this reason, the agent is expected to control the vehicle to

rotate to fit the narrow hallway.
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Figure 2.17: The Starting Configuration of the Second Environment

Figure 2.18: A Demonstration of an Attempt to Face the Target in the First Environ-

ment

The fourth environment, as shown in Fig. 2.20, is also a hallway with a width lower

than the diagonal length of the vehicle. In contrast to the first environment, the hall-

way is curved and the vehicle has to rotate in order to reach the goal location.

For the real-world experiments of the environments, real sensors and walls are not

used. Instead, the sensor information is calculated assuming the wall locations and

the prototype is controlled on an empty plane.
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Figure 2.19: The Starting Configuration of the Third Environment

Figure 2.20: The Starting Configuration of the Fourth Environment
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CHAPTER 3

EXPERIMENTAL SET-UP AND RESULTS

3.1 Introduction

In this chapter’s first section, the experimental setup and the results of the conven-

tional controller are given. In the second section, the experimental setup and the

results of the machine learning-based controller are given. In the last section, based

on the results, a conclusion of this work will be presented. In both sections, the ex-

periments that are performed in both simulations and real life are presented with their

results.

3.2 Experimental Results of Conventional Controller

The first method involves the use of a conventional controller. In this section, the

experimental setup and results are given for the conventional controller.

3.2.1 Setup

The proposed 4WS, 4WD vehicle configuration is experimentally evaluated on a pro-

totype vehicle utilizing state feedback obtained from a Vicon optical motion capture

system. The motion capture system consists of 12 cameras that are capable of stream-

ing images with high frequency. Using 3 markers on the vehicle, the system can de-

termine the position and orientation of the vehicle with around 100Hz of frequency

and sub-millimeter accuracy. The position and the orientation of the vehicle are then

streamed to the controller over the local network.
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A comparison is made between this new configuration and the commonly employed

2WS vehicle configuration concerning their trajectory tracking performance.

The prototype vehicle consists of a positional servo motor connected to each wheel

for steering and another electric motor connected to each wheel for the driving of

the wheels. Each wheel can be independently controlled due to the design of the

vehicle. However, during the experiments, in order to emulate the described vehicle

configuration R[L1, L2]xy, diy, siy, (i.e. to keep the front and rear wheels dependent

in themselves), the front wheels are controlled to the same front steering angle while

the rear wheels are controlled to the same rear steering angle. When the prototype is

used as a 2WS vehicle, the rear wheels are simply kept at a 0 steering angle.

Figure 3.1: The Prototype Used in Real-Life Experiments

For the initial experiments, a robotics simulation tool, Webots, is used. The vehicle

is designed in the simulation environment. The ground truth information about the

states of the controller is directly extracted from the simulation. A screenshot of the

experiment in Webots simulation is given in Fig. 3.2.

The evaluation employs Equation (3.1) as the cost metric to assess the effectiveness

of the trajectory following task.

C =

∫ tf

0

|x⃗t(t)− x⃗v(t)| dt (3.1)

In Equation (3.1), tf denotes the time at which the endpoint is reached, x⃗t(t) repre-
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Figure 3.2: The Experimental Setup in Webots

sents the desired position of the vehicle at time t, and x⃗v(t) denotes the actual position

of the vehicle at time t.

For the test scenario, the vehicles are initially positioned at the origin with an orienta-

tion of 0◦ (eastward direction). Subsequently, the vehicles are controlled to reach the

target position (0, 0.4) m, aiming to achieve an approximate speed of 3.33 cm/s in the

direction of the target.

The control of a 2WS vehicle necessitates long-term planning, leading to the division

of its movement into multiple segments. Each segment employs a similar controller,

but distinct controller parameters are selected for each.

Three long-term strategies are applied to control the 2WS vehicle. The initial strategy

involves the vehicle moving smoothly towards the trajectory’s end, albeit requiring

considerable deviation from the desired path. The second strategy entails executing

two maneuvers to adjust the vehicle’s angle before proceeding toward the endpoint.

The last strategy employs four maneuvers, resulting in a delay in reaching the desti-

nation and an increase in trajectory tracking cost.

These maneuvers consist of controlling the vehicle to maintain a specific angle until
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it reaches a certain deviation from the desired path. This scenario commonly arises

when the vehicle navigates through narrow hallways, as excessive deviation from the

middle of the hallway is impractical.

The 4WS vehicle utilizes two different reference inputs, priority pairs. The first pair

aims to control the vehicle at 0◦ while tracking the trajectory, and this mode is referred

to as "Full Slip" in the provided figures, as the vehicle continuously experiences slip

during its motion. The second pair involves controlling the vehicle to an angle of 1.37

radians during the motion. Once the target angle is reached, the vehicle no longer

requires slippage for the remaining motion. As achieving motion towards the target

without slippage is feasible over a relatively wide angle range, the angle priority of

the controller is intentionally chosen to be somewhat lower than that of the first mode.

3.2.2 Results

Figures 3.3a and 3.3b display the paths followed by the vehicles and the deviation

from the trajectory in the best trial for each vehicle, respectively.

Table 3.1 presents the costs of various configurations and modes using equation (3.1)

for the given trials. The results indicate that executing more than two maneuvers only

leads to additional delay for the 2WS vehicle. Therefore, there is no need to further

increase the number of maneuvers.

Table 3.1: Costs of Different Configurations and Modes

Mode Cost

2WS (No Maneuvers) 0.767

2WS (4 Maneuvers) 0.386

2WS (2 Maneuvers) 0.319

4WS (Full Slip) 0.260

4WS 0.103

The trajectory tracking errors, as formulated in the metric presented in equation (3.1),
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have been documented in Table 3.1.

When the 4WS vehicle was maneuvered to 0◦ during motion, the maximum error

with respect to the angle was observed to be below 12◦.

Figures 3.3a and 3.3b and table 3.1 clearly show that the 4WS vehicle configuration

can outperform a 2WS even with extra constraints in its motion. The trajectory track-

ing costs of the 4WS vehicles are lower than the costs of all of the strategies that are

used for the 2WS vehicle. The best 2WS vehicle strategy has a trajectory tracking cost

of 0.319 while the 4WS vehicle strategy with no angle constraint performs the best,

with a cost of 0.103, among all the strategies. This demonstrates that the trajectory

tracking cost can be decreased by 2/3 by introducing a vehicle capable of slippage.

An animation of the movements of different configurations in the experiment is given

in this video.

Two videos of Webots simulations are given in video 1 where the vehicle follows a

narrow hall while maintaining a desired orientation and video 2 where the vehicle

parks in a difficult spot.

A video of a real-life experiment is given in video 3.

3.3 Experimental Results of Machine Learning Based Controller

The first method involves the use of a learning-based controller. In this section, the

experimental setup and results are given for the learning-based controller.

3.3.1 Setup

In this experimental setup, the states of the system are observed using a simple camera

and an Aruco marker on the vehicle.

Knowing the size of the Aruco marker, the position and orientation of the prototype

could be estimated at each time step using the information from the camera. In or-

der to achieve this, the camera is calibrated using a calibration checkerboard. As a

37

https://www.youtube.com/watch?v=94vEuCYD3ss
https://www.youtube.com/watch?v=Iyc3Gt-Y2T8
https://www.youtube.com/watch?v=vbIbk8KtYpY
https://www.youtube.com/watch?v=eblMVYiLIXk


result of the calibration, the intrinsic parameters of the camera are calculated. The

pixel coordinates of the Aruco marker are detected using OpenCV’s Aruco detection

algorithm. Using the intrinsic parameters and the pixel coordinates, for each detected

corner, a line that contains each corner can be found. Using the existing information

about the shape and the size of the Aruco marker, the world coordinates of each cor-

ner of the Aruco marker are determined. Due to the lighting conditions, the detected

pixel coordinates, hence also the world coordinates, are considerably noisy. Although

the noise may be small enough for position detection, the noise makes it unreliable to

estimate the velocity using only the difference of position between time steps.

In order to estimate the position and velocity of the marker, a Kalman filter [33] is

applied to the 2D coordinates of the marker center and the orientation of the marker

on the plane. Only 2D coordinates and the angle on the plane are considered since,

during the operation of the vehicle, the marker is expected to stay on a horizontal

plane. In order to make sure that the Kalman filter gives satisfactory results, a simple

experiment is carried out. In the experiment, the marker is placed on known 2D

coordinates and rotations on a grid, and the errors of each position and orientation are

recorded. The outline of the experiment is given in Appendix A. The parameters of

the Kalman filter are given in Appendix B.

In this experiment, each task is separately tested. For each task, the same metrics as

the ones used in reinforcement learning are used as given in (2.22), (2.24), (2.25).

3.3.2 Results

The results for the 3 different tasks are given in the following subsections.

3.3.2.1 Unidirectional Tasks

After reinforcement learning for the unidirectional task, the achieved rewards for each

direction are given as follows:

The rewards indicate that the unidirectional tasks were learned fairly well by the

agents, as the maximum mean reward is 0. While considering these results, it should
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Table 3.2: Mean Rewards of the Agents

Direction Simulation Reward Real Reward

0 -0.48 -0.38

1 -0.54 -0.43

2 -0.37 -0.44

3 -0.25 -0.28

be noted that the ideal maximum reward is not reachable for two reasons. Firstly, in a

direction that requires sliding, the maximum velocity is not achievable because of the

energy loss due to the slippage. Secondly, the simulation starts with arbitrary steer-

ing angles, and the agent needs to change the steering direction, causing a negative

reward. Due to the negative reward caused by the steering actions, the reward cannot

reach 0.

To measure the success of weight distribution compensation, an open loop controller’s

performance is measured in the direction 0, since that direction requires the most

amount of slip. The kinematic model collected a mean reward of −0.67. This result

shows that the used configuration provided significant compensation for the change

in the weight distribution.

To evaluate the effectiveness of weight distribution compensation, the evaluation of

an open loop controller’s performance is conducted specifically along the 0-degree

direction, as this direction corresponds to the scenario demanding the highest degree

of slip.

During testing, the open loop controller’s performance is quantified in terms of the

mean reward value, which indicates its ability to counteract changes in weight dis-

tribution. The open loop controller is subjected to various weight distribution ad-

justments, simulating real-world scenarios where the vehicle’s weight balance may

change due to different loads or conditions.

It’s observed that the open loop controller achieves a mean reward of −0.67 while the

RL agent achieves a mean reward of −0.38. This numeric representation of perfor-
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mance showcases how significantly well the LSTM agent, trained through reinforce-

ment learning, effectively counteracts the shifts in weight distribution compared to

the open loop controller.

3.3.2.2 Multidirectional Task

For the multidirectional task, a mean reward of −0.22 is achieved after reinforcement

learning.

Fig. 3.4 shows the multidirectional task was learned in 50000 time-steps in a compa-

rable success to the first task. This demonstrates that curriculum learning was useful

for learning relatively complex tasks more quickly.

The agent resulting from the training in the second task was also tested in an environ-

ment where the largest steering angle change could be 2rad/s to test its applicability

to a real-world application. The agent collected a mean reward of −0.48 in this test.

This indicates that even without the punishment for changing steering angles, an agent

that could be used in the real-world was created through reinforcement learning.

3.3.2.3 Navigation Task

In 3.3, the success rates of the trained agents for each environment are shown. The

success rate represents whether the agent can reach the desired location. The collision

rate represents the rate of trials that resulted in contact with the walls.

Table 3.3: Success Rates of the Agents in Simulation

Environment Simulation Completion Rate Simulation Collision Rate

1 100/100 2/100

2 100/100 13/100

3 100/100 6/100

4 100/100 11/100
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For all environments, the agent can always reach the target in the simulations. How-

ever, it cannot always avoid contact with the walls. The collision rate with the walls

is given in Table 3.3

Table 3.4: Success Rates of the Agents in Real World

Environment Real-World Completion Rate Real-World Collision Rate

1 10/10 0/10

2 10/10 2/10

3 10/10 1/10

4 10/10 1/10

Since it takes time to perform real-world experiments, only 10 trials per environment

were performed. Similar to the simulation results, as shown in 3.4, in the first envi-

ronment, the agent can consistently avoid the walls, while it sometimes fails to do so

in the other environments.

As expected, in the first environment, the agent learns to keep its orientation the same

during the episode while moving sideways towards the target since rotating towards

the target without contacting the walls is not possible. This seems to be an optimal

behavior, considering the reward function. In the second task, the expected behavior

is also reached. The agent controls the vehicle to face the direction of the target

and successfully positions it inside the narrow hallway. In the third environment, the

agent makes a sharp turn using slippage to face toward the target. Finally, in the

fourth environment, the agent learns not to face toward the target since the hallway is

too narrow to make a turn.

A video of the movements of different agents in the navigation task is given in this

video.
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3.4 Discussion

The first experiment’s results demonstrate that a wheel configuration permitting slip-

page can be effectively controlled with conventional methods, proving its usefulness

in specific tasks. The suggested 4WS, 4WD configuration can successfully track a

line at a specific angle with only minor deviation from the intended trajectory. Con-

versely, the baseline 2WS vehicle faces significant deviation from the desired path or

needs to execute multiple maneuvers, resulting in noticeable lag.

The results given in Tab. 3.1 demonstrate that the proposed configuration can perform

significantly better even when it is forced to stay at an angle that requires slippage.

When the angle requirement is relaxed, a further significant improvement can be ob-

tained for the proposed configuration.

The results of the second experiment show that the slippage tasks can be divided into

functional subtasks to make the learning process shorter and easier to design. Using

LSTM networks in the controllers enables compensation for a change in the weight

distribution of the controlled vehicle. This is because LSTM networks can use time

series data of errors to compensate for the error.

LSTM agents are successfully used as controllers for moving the vehicle with a de-

sired velocity in predetermined directions and also arbitrary directions. LSTM con-

trollers are also used for navigation in environments designed to be challenging for

vehicles that cannot initiate slippage at low speeds. The agents are able to control the

vehicle to target positions in the designed environments without contacting the walls.

The experimental results show nonholonomic vehicles that can initiate slippage can

be used in challenging environments where high maneuverability may be required.

As an example, a mobile robot in an office or home environment can use slippage to

maneuver in crowded spaces. Already existing electric cars with 4WD and 4WS can

also easily utilize this idea since their front and rear axles can be actuated indepen-

dently. This can help those vehicles navigate through crowded parking spaces.
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(a) Paths that are followed by the vehicles

(b) Trajectory errors of the vehicles through time

Figure 3.3: Paths and Trajectory errors
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Figure 3.4: The Change of the Mean Reward During the Learning
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CHAPTER 4

CONCLUSION AND FUTURE WORK

To conclude, this research has delved into the crucial aspect of wheeled mobile robot

maneuverability, with a particular focus on over-actuated configurations capable of

controlled slippage. The significance of maneuverability in robotic systems, partic-

ularly when navigating complex and crowded environments, has been shown. This

study has deviated from the conventional approach of detecting and minimizing slip-

page, instead utilizing it as a controlled asset to enhance robot maneuverability.

The outcomes of the experiments highlight the effectiveness of controlled slippage in

specific scenarios. With the conventional LQR controller, the suggested 4WS-4WD

(R[0, L1]y, f, 0 − R[L2, L1]y,diff y,acky) wheel configuration, with its capability

for controlled slippage, exhibited superior tracking and trajectory adherence com-

pared to the conventional 2WS designs. The experimental outcomes have substan-

tiated the viability of leveraging controlled slippage for maneuvering in challenging

settings.

Difficult navigation tasks were completed by a learning controller that utilizes LSTM

agents. To learn a somewhat complex behavior such as navigation, the agent was

first taught to drive in certain directions. The ability to navigate was shown in three

environments that would be difficult to navigate with a vehicle that cannot slip.

This study showed slippage can be useful for certain tasks and should not necessarily

be avoided and compensated for. There are several directions for future research.

An arbitrary vehicle that can easily initiate slippage was chosen for this work. How-

ever, it is worth exploring which nonholonomic vehicle configurations perform better

in certain environments or whether it would be possible to design an optimum non-
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holonomic vehicle configuration that can navigate a given environment better than

other configurations.

In this work, controllers were designed to control the chosen vehicle type specifically.

An improvement on this approach could be the design of a controller that can control

any nonholonomic vehicle, knowing the configuration of the vehicle.

This work involves the design of controllers that can navigate a single environment

per controller. As a future work, with enough training in reinforcement learning, a

controller that can generalize to navigate in any environment could be developed.
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APPENDIX A

POSITION TRACKING SYSTEM EXPERIMENT

To ensure the reliability of the position tracking system, an experiment is carried out

to determine the accuracy of the system. In the experiment, a square 3 by 3 grid with

a 15 cm width and height, given in Fig. A.1, is placed on a surface. The tracked aruco

marker has dimensions of 5 cm by 5 cm. Therefore it fits inside the squares and the

distance between each square is well-known.

Figure A.1: The Layout Used in the Experiment

After placing the aruco marker in each square, the position reading in each square is

saved. To compensate for any offset between the camera origin and the layout origin,
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the position reading of square 1 is subtracted from each reading. To compensate for a

rotation between the layout frame and the camera frame, the vector that points from

square 1 to square 2 is used as the x-axis of the layout. The y-axis of the layout is

determined by calculating the perpendicular vector to the x-axis that points up.

Once the origin and axes of the layout are determined. The desired position reading

of each square can be determined since the geometry of the layout is known. In order

to determine the accuracy of the system, the distance between the desired position

reading and the actual position reading is calculated as the error vector. The mean

of the error distances is calculated to be 1.57 mm with a standard deviation of 1.08

mm. Considering that the length of the prototype is 10 cm, the error is at the order

magnitude of 1/100 of the size of the vehicle length. The error is insignificant for the

experiments and a large portion of the error may be due to the imperfect placement

of the marker by the human performing the experiment.

As the next step of the experiment, the marker is placed such that the bottom of

the marker lines up with the lines at different angles. Due to the geometry of the

layout, the angles are 0◦, arctan 0.5, 45◦, arctan 2, 90◦. Similar to the first part of

the experiment, all the angle readings in each orientation are saved. The first angle

is considered to be the reference and its reading is subtracted from all the readings.

Then each reading is compared to the desired angle reading to determine the mean

error, mean absolute error, and standard deviation of the error.

The mean error is 0.13◦, the mean absolute error is 0.45◦, and the standard deviation of

error is 0.54◦. The error is insignificant for the experiments and a large portion of the

error may be due to the imperfect placement of the marker by the human performing

the experiment.

All the readings in this experiment are filtered using the Kalman filter, whose details

are explained in Appendix B.
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APPENDIX B

KALMAN FILTER PARAMETERS

The raw readings from the camera are used as inputs to a Kalman filter in order to

overcome the effects of the large noise on the image. Considering the states to be

given in (B.1), the state transition matrix can be defined as follows:

x =



x

y

θ

vx

vy

ω


(B.1)

A =



1 0 0 ∆t 0 0

0 1 0 0 ∆t 0

0 0 1 0 0 ∆t

0 0 0 1 0 0

0 0 0 0 1 0

0 0 0 0 0 1


(B.2)

B =



1
2
∆t2 0 0

0 1
2
∆t2 0

0 0 1
2
∆t2

∆t 0 0

0 ∆t 0

0 0 ∆t


(B.3)

53



Since the observation from the image taken from the camera includes the position and

the orientation of the vehicle, the observation matrix can be defined as follows:

H =


1 0 0 0 0 0

0 1 0 0 0 0

0 0 1 0 0 0

 (B.4)

In order to determine the measurement noise, the system is run for 10 seconds when

the marker is stationary. The readings are saved, and the covariance for each variable

is calculated. The off-diagonal elements were found to be significantly smaller than

diagonal elements. This means that the noise is independent for the observed states.

Therefore the off-diagonal elements were ignored in the measurement noise covari-

ance matrix R. R is given in (B.5). The units are mm2 for the position variables and

degree2 for the orientation variable.

R =


0.05 0 0

0 0.05 0

0 0 10−4

 (B.5)
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APPENDIX C

NAMING CONVENTION FOR WHEELED VEHICLES

When a land vehicle is described, people use some common abbreviations such as

4WS (4 wheel steering) and 2WD (2 wheel drive) in order to describe the vehicle in a

convenient way. Although these abbreviations give the user an idea about the structure

of the vehicle, further explanation may be required since the abbreviations may be

the same for different vehicles. For example, 4WS is used for vehicles whose all

wheels can be steered. However, whether the wheels are independent or the degree of

freedom of steering is not specified in that abbreviation. Due to this ambiguity, 4WS

can be used for vehicles where all wheels have the same steering angle, where front

and back wheels are connected or where all wheels can be steered independently.

Sometimes further explanation is given as sentences; other times, it is given as math-

ematical expressions. In either case, the reader has to put an effort to finding and

understanding the explanation. This is not practical if the reader wants to focus on a

specific vehicle type in their research.

To overcome this problem, this paper proposes a naming convention for wheeled land

vehicles. In the proposed convention, three main features are specified for wheels:

wheel position, wheel type and steering mode. The convention has rules for symmetry

between wheels and a certain number of offset wheels to keep the names short and

readable.
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C.1 Variables, Constants, and Functions

On multiple parts of the notation, such as the position of a wheel, the steering limits

of a wheel, and the direction in which the wheel doesn’t have friction, constant and

numeric values will be required. Symbolic constants are denoted by an uppercase

letter. If the numerical value of the constant is known, the numerical value can be

used instead of the letter.

Variables are denoted by lowercase letters. Variables either represent a degree of

freedom or they are related to a degree of freedom by a function. If multiple variables

are related by a lower degree of freedom, the function which relates the variables

should be defined separately. The dependence of the variables is indicated by bold

text. As an example, Ackermann steering can be considered. In Ackermann steering,

the steering angles of two wheels are the functions of a single variable. Therefore,

those steering angles can be represented by a1 and a2. This notation suggests that a1

and a2 are both functions of another variable such that

a1(r) = tan−1(
L

r − T/2
) (C.1)

a2(r) = tan−1(
L

r + T/2
) (C.2)

The specific definition of the functions may not be a part of the convention. Even

without the definitions of the functions, the bold text suggests that both a1 and a2 are

functions of a single variable.

If there are multiple groups of variables that are correlated with the same function,

a superscript can be used to indicate each group instance. Using the same example,

Ackermann steering, if there are two pairs of wheels using Ackermann steering, the

steering angles of the first pair can be denoted by a1
1 and a1

2 while the other pair is

denoted by a2
1 and a2

2.

56



C.2 General Structure

The general structure of a wheel’s description consists of 3 main parts: wheel posi-

tion, wheel properties, and steering angle. A text representing a wheel will be com-

posed of the texts representing each part separated by commas. If symmetry or offset

properties are not used, the description of a vehicle consists of the texts describing

the individual wheels written one after the other.

C.3 Wheel Positions

Different coordinate systems can be used in order to define the position of a wheel.

This paper will mainly focus on 2 dimensional rectangular and polar coordinate

planes, but this can be generalized if it is necessary.

When the position of the wheel is being defined as the first character, an uppercase let-

ter specifying the coordinate system is used. This is "R" for a rectangular coordinate

system and "P" for a polar coordinate system. Since the main focus is 2-dimensional

coordinates, this letter is followed by 2 constants or variables inside brackets sepa-

rated by a comma. In rectangular coordinates, those two numbers represent the x

and y coordinates. In polar coordinates, those numbers represent the angle θ and the

distance from the origin.

C.4 Wheel Properties

A wheel can be considered to have 3 possible behaviors in a given direction: it can be

driven in a certain direction, it can move with friction, or it can move freely. Wheel’s

general behavior can be defined using 2 of these properties. The first direction to con-

sider is the steering direction, while the other direction is the perpendicular direction

unless otherwise specified.

If the wheel is driven in 2 directions, the steering direction can be chosen arbitrarily.

If the wheel is driven in only one direction, then it must be selected as the steering

direction. If the wheel is not driven but has only one free direction, then the free
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Figure C.1: Example of Wheel Positions in Polar Coordinates

direction must be selected as the steering direction. If the wheel is free or frictional

in 2 directions, then there is no need to specify a steering direction.

As the first token, the behavior in the steering direction is denoted. If the wheel is

driven in the steering direction, the variable representing the actuation is written (i.e.,

d1). This variable may represent angular velocity, torque, or voltage depending on

how the wheel is driven. If the wheel is free in the steering direction, this is denoted

by an f . One should note that f is a reserved name to indicate the free rotation of the

wheel and should not be used as a variable name. Similarly, the behavior of the wheel

in the other direction is denoted right after the first token. If the wheel is frictional in

a direction, there is no need to specify that with a token since it is assumed to be the

default behavior.

For a regular car that is commonly used, the text representing the properties of any

wheel could look like "d1". This is because the wheel is driven in one direction and

frictional in the other. A ball caster wheel would be represented by "ff" in terms of

wheel behavior since it is free in both directions.

Sometimes it is more convenient to define the behavior using non-perpendicular di-

rections. In such cases, the direction of the second behavior can be indicated in square
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brackets relative to the first direction.

C.5 Steering Angle

If the wheel is not steered, since it is still facing a certain direction, a constant steering

angle can be specified. If it is steered independently from other wheels, a single

variable name such as s1 can be used. The subscript is used so that one does not have

to use a new letter for each variable.

The lower and upper limits of the steering can be specified inside brackets next to the

variable name, separated by a comma, but this is optional.

C.6 Symmetry

For wheels that are symmetrically positioned, the notation can be shortened. For the

values representing the wheel position, a subscript can be used in order to indicate the

symmetric coordinate.

For rectangular coordinates, the symmetry can be with respect to the x-axis, y-axis,

or both. If two wheels exist at (−1, 1) and (1, 1) in rectangular coordinates, R[−1, 1]x

notation can be used to describe both wheels. Similarly, for four wheels symmetric

with respect to both axes, R[−1, 1]xy can be used. It is important to note that the given

name "x" does not represent the symmetry axis, but it represents the coordinate that

is symmetric between the members of the pair.

For polar coordinates, θ subscript can be used in order to indicate radial symmetry.

The number of radially symmetric wheels is denoted by an integer following θ. The

example given in Fig. C.1 is equivalent to P [0, 1]θ3. Similarly, symmetry around the

origin can be described by the subscript r.

Symmetric wheels may or may not share steering angles or wheel properties. Chang-

ing the subscript of a variable to x or y indicates that the variable is shared between the

wheels that are symmetric with respect to the coordinate indicated by the subscript. It

is also important to note that this is not the name of the symmetry axis but the name

59



of the coordinate that is not shared between the members of the pair. If the variable

is written in bold, this means the steering angles of the symmetric wheels are depen-

dent. If the subscript is i, this means the given property of the symmetric wheels is

independent. This time, assume two wheels exist at (−1, 1) and (1, 1) in rectangular

coordinates. The steering angle notations related to the wheels can be sx, si or sx.

The first case, sx, means the symmetric wheels have identical steering. The second

case, si, indicates that they are steered independently. The third case sx indicates that

they don’t share the same steering angle, but their steering angle is dependent.

One can also consider wheel locations with 2-axes of symmetry. This is similar to

a single axis of symmetry in terms of the notation. The subscript of wheel locations

is changed to xy instead of a single axis. The properties of symmetric wheels also

require 2 subscripts, one for each symmetry axis. dxi means the wheels that are

symmetric with respect to the y-axis share actuation (denoted by x), while the wheels

that are symmetric with respect to x are independent of each other (denoted by i).

Adding a subscript to a constant indicates that the symmetric wheels have symmetric

properties. If the steering angle is 0.4 for two wheels that are symmetric, that means

they both have a constant 0.4 steering angle. If the steering angle is 0.4x, then the

steering angle of the first wheel is 0.4 while the steering angle of the second wheel is

−0.4. Considering 2-axes symmetry, 0.4xy means the steering angle is symmetric for

each wheel pair that has symmetry with respect to x or y.

For functions, replacing the superscripts with an axis name indicates a different in-

stance of the same function symmetric with respect to the given coordinate. If ack

is a function that represents the Ackermann steering between 2 wheels. ackx means

that the steering of the wheels that are symmetric with symmetric x coordinates are

related. acky
x means that there are 2 Ackermann steering instances with symmetric y

coordinates.
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C.7 Offsets

C.7.1 Offsets in Rectangular Coordinates

Equally spaced wheels can be described by a special notation. Instead of using the

coordinates of each wheel, R[x1 : x2 : n1, y1 : y2 : n2] notation can be used. In this

notation, (x1, y1) represents the position of the first wheel and (x2, y2) represents the

position of the last wheel. n1 and n2 are the number of offset wheels in each direction.

In its most flexible form, the notation describes a grid. However, most of the time,

vehicles don’t have a grid of wheels. In such a case, one of the coordinates can be

kept as a single number such as R[x1 : x2 : n1, y1] to represent a set of wheels offset

by a certain length in the x direction sharing the same y coordinate.

To make things simpler, the notation does not allow both symmetry and offsets in

one direction. This way, the x subscript refers to the x offset if an offset relation is

defined, or it refers to the symmetry if a symmetry relation is defined. However, as

long as symmetry and offsets are in different directions, they can be combined.

For other variable properties of wheels, their dependency can be represented in a

similar way to symmetry notation. If the wheels have offsets in both directions, dxi

means the wheels that share the same x coordinate share their actuation, while the

wheels that share the same y coordinate are independent in terms of the actuation.

Since constants always represent angles in the notation, they have to be shared be-

tween wheels that are offset in rectangular coordinates.

C.7.2 Offsets in Polar Coordinates

The only difference between offsets in rectangular coordinates and polar coordinates

is the constants. It is sometimes the case that the wheels that are rotated by a cer-

tain angle may have offset steering angles. To describe this, similar to symmetry, a

subscript indicating the rotational offset of the constant can be used. P [0 : π : 3, 1]

describes 3 wheels separated by 90◦. The wheels’ constant steering directions could

be represented by 0θ or 0. 0θ indicates that the rotation in the position is also related to

61



the rotation in the constant; meaning the steering angles of wheels are 0◦, 90◦, 180◦. 0

indicates that the rotation in the position is not related to the steering angle; meaning

the steering angles of all wheels are 0◦.

C.8 Applications

C.8.1 Everyday Vehicle

As the first example, a commonly used vehicle type can be considered. A visual

describing the vehicle is given in Fig. C.2

Description without the notation: The vehicle has 4 wheels placed on the corners of

a rectangle. The front wheels are actuated through a differential drive while the rear

wheels are free to rotate. The front wheels are steered using Ackermann steering,

while the rear wheels are always parallel to the sides of the rectangle.

Description with the notation:

R[0, L1]y, f, 0−R[L2, L1]y,diff y,acky

A step-by-step explanation of tokens:

• R[0, L1]y: There exists a wheel at (0, L1) and a wheel at (0,−L1)

• f : The wheels are free to rotate.

• 0: The free rotation is towards the angle 0 for both wheels.

• R[L2, L1]y: There exists a wheel at (L2, L1) and a wheel at (L2,−L1)

• diff y: The first wheel is driven by diff 1 while the second one is driven by

diff 2 where diff 1 and diff 2 are the functions of the same variable.

• acky: The first wheel is steered by ack1 while the second one is driven by

ack2 where ack1 and ack2 are the functions of the same variable.

The names diff and ack are chosen on purpose to make it easier to understand what

those functions represent.
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Figure C.2: Everyday Vehicle

C.8.2 Mecanum Vehicle

As another example, another vehicle type that uses symmetry can be considered. A

visual describing the vehicle is given in Fig. C.3

Description without the notation: The vehicle has 4 wheels placed on the corners of

a rectangle. All of the wheels can be actuated in the facing direction of the vehicle

while they are free to slide in ±45◦ direction pointing out from the center. None of

the wheels are steered.

Description with the notation: R[L1, L2]xy, diif [π/4]xy, 0

A step-by-step explanation of tokens:

• R[L1, L2]xy: There exists a wheel at (L1, L2) with 3 other symmetric wheels

with respect to both axes and origin.

• dii: The wheels are all driven independently.

• f [π/4]xy: The wheels are free to slide in the direction indicated by the angle.

Due to the subscript, the angle has symmetry for each wheel pair that has sym-

metry with respect to an axis.
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• 0: The driven rotation is towards the angle 0 for all wheels.

Figure C.3: Mecanum Vehicle

C.8.3 Rock Crawler

Description without the notation: The vehicle has 4 wheels placed on the corners

of a rectangle. The front wheels are steered in the same direction and are actuated.

Similarly, the rear wheels are steered in the same direction and can be actuated.

Description with the notation: R[L1, L2]xy, diy, siy

A step-by-step explanation of tokens:

• R[L1, L2]xy: There exists a wheel at (L1, L2) with 3 other symmetric wheels

with respect to both axes and origin.

• diy: The wheels that are symmetric with respect to the y-axis share actuations

while the wheels that are symmetric with respect to the x-axis are independent.

• siy: The wheels that are symmetric with respect to the y-axis share steering

angles while the wheels that are symmetric with respect to the x-axis are inde-

pendent.
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Figure C.4: Rock Crawler

C.8.4 Truck

For this example, consider a truck in order to exercise offsetting. A visual describing

the vehicle is given in Fig. C.5

Description without the notation: The vehicle has 3 pairs of wheels at the backside.

Those wheels are not steered. They are placed such that each pair is offset in the x

direction. There exists another pair of wheels at the front. They are steered at the

same angle. Each pair has a differential drive. The wheels in each pair are symmetric

with respect to the x-axis.

Description with the notation:

R[0 : L1 : 3, L2]y,diff
x
y , 0−R[L1 + L3, L2]y,diff y,acky

A step-by-step explanation of tokens:

• R[0 : L1 : 3, L2]y: There exists wheels equally offset in the x direction from

(0, L2) to (L1, L2). The wheels have pairs that share the same x coordinate but

the negative y coordinate.

• diffx
y : For the wheels with symmetric y coordinates, the actuation is depen-

dent. For each pair offset in the x direction, there is another instance of depen-
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dence.

• 0: The 3 sets of wheels have a constant steering angle of 0.

• R[L1 + L3, L2]y: There exists another pair of wheels at (L1 + L3, L2) and

(L1 + L3,−L2).

• diff y: The actuation of the wheel pair is dependent.

• acky: The first wheel is steered by ack1 while the second one is driven by

ack2 where ack1 and ack2 are the functions of the same variable.

Figure C.5: Truck
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