DATA PROGRAMMING APPROACH FOR WEAKLY SUPERVISED
LEARNING OF VISUAL RELATIONS

A THESIS SUBMITTED TO
THE GRADUATE SCHOOL OF NATURAL AND APPLIED SCIENCES
OF
MIDDLE EAST TECHNICAL UNIVERSITY

BY

CEREN GURSOY

IN PARTIAL FULFILLMENT OF THE REQUIREMENTS
FOR
THE DEGREE OF MASTER OF SCIENCE
IN
COMPUTER ENGINEERING

JANUARY 2024






Approval of the thesis:

DATA PROGRAMMING APPROACH FOR WEAKLY SUPERVISED
LEARNING OF VISUAL RELATIONS

submitted byCEREN GURSOY in partial ful liment of the requirements for the
degree oMaster of Science in Computer Engineering Department, Middle East
Technical University by,

Prof. Dr. Halil Kal p¢ lar
Dean, Graduate School dfatural and Applied Sciences

Prof. Dr. Halit Qguztizin
Head of DepartmenComputer Engineering

Prof. Dr. Nihan Kesim Cicekli
SupervisorComputer Engineering, METU

Examining Committee Members:

Prof. Dr. Ferda Nur Alpaslan
Computer Engineering, METU

Prof. Dr. Nihan Kesim Cigekli
Computer Engineering, METU

Assoc. Prof. Dr. Hacer Yar m Keles
Computer Engineering, Hacettepe University

Date:26.01.2024



| hereby declare that all information in this document has been obtained and
presented in accordance with academic rules and ethical conduct. | also declare
that, as required by these rules and conduct, | have fully cited and referenced all
material and results that are not original to this work.

Name, Surname: Ceren Glrsoy

Signature



ABSTRACT

DATA PROGRAMMING APPROACH FOR WEAKLY SUPERVISED
LEARNING OF VISUAL RELATIONS

Gursoy, Ceren
M.S., Department of Computer Engineering
Supervisor: Prof. Dr. Nihan Kesim Cicekli

January 2024, 76 pages

Classifying interactions between objects in images plays an important role in extract-
ing meaningful information from visuals. The learning process of visual relationship
classi cation models, employed for this purpose, typically requires labeled datasets.
However, acquiring annotated datasets, especially for infrequent classes, can be chal-
lenging due to the limitations of manual labeling. Time constraints, a shortage of
domain experts, and the need for extensive datasets for complex models make man-
ual labeling less practical. The presence of inaccurately, incompletely, or imprecisely
labeled datasets causes further challenges. Addressing these problems, in this thesis,
a method implementing a data programming approach is proposed to reduce the cost
of the labeling process of datasets, where labels are created automatically based on
weakly supervised learning by de ning programmable functions. As a result of the
experiments observing the interactions and effects of these functions, it is evident that
ground truth labels can be approximated by constructing only ve functions including
weak classi ers trained with features extracted from data, textual and visual knowl-
edge bases, and off-the-shelf pre-trained models. It is observed that the performance

of a visual relationship classi cation model, trained with a dataset automatically la-
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beled using the proposed method, closely approaches that of supervised learning.
Therefore, this study diminishes the necessity for a manually labeled dataset for the

visual relationship classi cation task, which has a wide application area.

Keywords: Weakly Supervised Learning, Data Programming, Visual Relationship

Classi cation
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Oz

GORSEL IL ISKILER IN ZAYIF DENET IML | OGRENIM I ICIN VERI
PROGRAMLAMA YAKLASIMI

Gursoy, Ceren
Yuksek Lisans, Bilgisayar MuhendigliBoélimu
Tez Yoneticisi: Prof. Dr. Nihan Kesim Cicekli

Ocak 2024 , 76 sayfa

Goruntulerde nesneler aras ndaki etkilesimlerins n and r Imas , gérsellerden anlaml
bilgilerin ¢ kar Imas nda 6nemli bir rol oynamaktad r. Bu amacla kullan lan gorsel
iliski s n and rma modellerinin @renim sureci genellikle etiketli veri setlerine ih-
tiyac duymaktad r. Ancak ozellikle nadir bulunan s n ar igin etiketli veri setleri-
nin elde edilmesi, manuel etiketlemenin s n rlamalar nedeniyle zor olabilmektedir.
Zaman k s tl | klar, alan uzmanlar n n az say da olmas ve karmas k modeller icin
kapsaml veri setlerine duyulan ihtiya¢ manuel etiketlemeyi daha az pratik hale ge-
tirmektedir. Hatal , eksik veya kesinlik icermeyen sekilde etiketlenmis veri setlerinin
varl g daha fazla soruna sebep olmaktad r. Bu problemleri ele alarak bu tezde, veri
setlerinin etiketleme sirecinin maliyetini azaltmak igin veri programlama yaklas m n
uygulayan bir yontem 6nerilmektedir. Programlanabilir fonksiyonlar n tan mlanma-
s yla zay f denetimli grenme yaklas m na dayal olarak etiketler otomatik olusturul-
maktad r. Bu fonksiyonlar n etkilesimlerini ve etkilerini gozlemleyen deneyler sonu-
cunda yaln zca begs adet fonksiyon olusturularak gercek etiketlere yak nsagiabildi

gorulmektedir. Bu fonksiyonlar, verilerden elde edilen 6zellikledgiken zay f s -
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n and rma modellerini, metinsel ve gorsel bilgi kaynaklar n ve dncedgitilmis,
kullan ma haz r modelleri igermektedir. Sunulan yontemle otomatik olarak etiketle-
nen bir veri setiyle gitilen bir gorsel iliski s n and rma modelinin performans n n
denetimli Ggrenmeye yak n oldyu gozlemlenmektedir. Boylelikle bu ¢al sma, genis
bir uygulama alan na sahip olan gorsel iliski s n and rma konusu i¢in manuel olarak

etiketlenmis veri seti ihtiyac n azaltmaktad r.

Anahtar Kelimeler: Zay f Denetimli @enme, Veri Programlama, Gorskgki S n f-

land rma
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CHAPTER 1

INTRODUCTION

1.1 Motivation and Problem De nition

As arti cial intelligence (Al) applications increasingly improve various aspects of
our daily lives, there is a growing need for employing them across different domains.
Visual relationship classi cation (VRC) stands out as one such domain, which enables
us to understand how objects (e.g., bird, fruit) interact with each other in images. For
instance, as illustrated in Figure 1.1, it classi es the relationship between the bird and
the fruit aseating , establishes aarrying  relationship between the woman and

the bag, and identi es aitting on relationship between the man and the chair.

(@) (b) ()

Figure 1.1: Visual relationship classi cation examples. The subject and object are
represented by green and blue bounding boxes, respectively, along with their names
located in the upper left corner, where the relationship between them is denoted in

red.

Models developed for the VRC task categorize these relationships by receiving the

names and positions of objects within images. Typically, these positions are repre-

1



sented using bounding boxes, which are the smallest rectangles enclosing the pixels

of the objects, as depicted in Figure 1.1.

As the relationships vary depending on the direction of the interaction, it is crucial to
specify the objects as the subject and the object. For exampdatiaig association

is determined when the bird serves as the subject, interacting with the fruit as the
objectin Figure 1.1. Therefore, given an image and a pair of bounding boxes notating
the subject and object, the relationship is describedasibject, predicate,

object> structure.

Relationship information is required not only for the VRC but also for problems
whose common goal is to identify relationships between objects. For example, in the
visual relationship detection problem, the interaction of objects in images is aimed
to be detected, without the availability of object positions in the inputs, unlike the
VRC. Similarly, in the context of scene graph generation, there must be relationship
information to organize images in a graph structure, where nodes represent objects

and edges denote their interactions.

As the information of the relationship between objects in images yields signi cant
semantic value for visual data, this inference is required for diverse domains. For
instance, when considering scenarios where the subjects exclusively involve humans,
understanding their activities within scenes becomes applicable to tasks like human
action recognition [7], [8], [9], [10]. This comprehension proves valuable for surveil-
lance applications, particularly in security cameras [11]. Knowing the relationships
also enhances the performance of image retrieval systems [12], [13], [14], contribut-
ing to improved product searches in online shopping [15], [16], [17] and human

searches in intelligence systems [18].

Contemporary topics such as image captioning, involving the generation of textual
explanations for images [19], [20], [21], [22]; and the synthesis of visuals from texts,
[23], [24], [25], necessitate the extraction of relationships. Relationship classi cation
also serves as a valuable resource for the visual knowledge extraction domain [26],
[27], [28], [29], as well as for tasks like visual question answering [30], widely used

in applications such as medical scenarios [31], [32].



In order to carry out these tasks with the models developed for the VRC problem, a
procedure known as the model learning process is typically followed. This routine
relies on having a dataset, exposing the model to various instances of situations it
may encounter. During this process, the model gains understanding by establishing
relevant connections between samples. To guide the model's focus towards speci c
categories, the dataset must include class information for the instances. For example,
to enhance the model's comprehension of ¢a¢ing association, images labeled

with this category should be included in the dataset before presenting it to the model.
This learning method is called as supervised learning and is widely used in the liter-

ature due to its effective performance.

Nevertheless, it is important to note that not all datasets are already labeled. They ne-
cessitate the manual annotation of individual samples, which is a demanding process
due to the requirement for expert labors and time. Finding domain-speci ¢ annotators
can be challenging, and interventions, changes, and the need for dataset re-labeling
further escalate the costs associated with this process. Moreover, the design of many
models involves complex structures and training with large datasets, making manual

labeling more dif cult.

There are also situations where the labels of datasets are weak. These datasets might
be inaccurate, leading to situations where samples have incorrect annotations or the
same sample is assigned different labels. Likewise, datasets may be imprecise; indi-
cating they might have high-level labels, where it is not clear what is referred to, or
the labels might be probabilistic, lacking absolute certainty and incorporating con -
dence values within the labels. Incomplete datasets containing samples without labels

also exhibit weakness.

Another situation is that datasets are often imbalanced, meaning some classes have
fewer instances. When visualized in a frequency graph depicting class distribution in
descending order, these classes tend to be located in the long tail of the distribution.
The dif culty in nding these labels may stem from their rare occurrence as an image,
such as thesays relationship, or the potential for alternate word usage due to sim-
ilarities in meaning or appearance, such as in the preference for theéhizdeig

overcarrying



As a result, considering the wide variety of application areas and the problems of
unlabeled datasets for the VRC task, we present a solution to minimize the cost of
labeling process for particularly its infrequent classes. Even though the annotations
generated by our solution might be weak, we aim to create a reliable dataset as much

as possible.

1.2 Proposed Methods and Models

The challenges associated with the manual labeling process, such as its time consum-
ing and labor-intensive nature, along with issues of being inaccurate, incomplete, and

imprecise, are addressed by weakly supervised learning methods. This approach aims
to reduce human interaction in the annotation process by employing diverse sources

to extract meaning from the data.

Despite the fact that these sources generate weak signals, the weakly supervised
model leverages them to make probabilistic nal decisions. Importantly, these sources
do not need to be domain-speci c; for example, a pre-trained model initially designed
for a different problem can be used to extract features from unlabeled data. There is
also no restriction on the data type for these signals; such as textual information can be
utilized to label images if proven useful, which provides great exibility in the dataset
preparation process. Depending on the performance of the model, the generated an-
notations can closely approximate reality. Considering the potential inaccuracies in
manual labeling, the ability to label a large dataset without signi cant efforts proves

to be highly advantageous.

As a technique based on weakly supervised methods, data programming [33] relies
on the fundamental concept of generating datasets through a programmatic approach.
The data labeling process is carried out automatically by creating functions that re-
ceive each sample in the dataset as input and assign a label based on their inher-
ent logic as output. The existence of labeling functions capable of accommodating
diverse approaches plays a signi cant role in minimizing the costs associated with

manual labeling.
To elaborate, Figure 1.2 illustrates a pseudo labeling function, where the instances of

4



the dataset undergo the function one by one. Considering the inputs are sentences,
the function applies a rule checking the existence of certain words and determines
whether the label of the input IBRUEor FALSE If it cannot make a decision, it may
returnABSTAIN, meaning the instance is unlabeled. Alternatively, it has the capabil-

ity to assign a probabilistic label, indicating its con dence level in the decision.

Figure 1.2: A pseudo example of a labeling function that takes each instance in a

dataset as input and gives the labels according to certain rules

As functions aim to generalize the samples in decision-making, there is a possibil-
ity of inaccurate labels being assigned. Similarly, incorporating a con dence score
makes the decisions probabilistic, resulting in imprecise annotations. The inclusion
of anABSTAIN value by these functions may lead to coverage of only a subset of the
data, resulting in incomplete datasets. These challenges can be effectively addressed

through the implementation of weakly supervised methods.

In order to offer a user-accessible approach to the data programming process, Snorkel
[34] framework, based on Python [35] programming language, was developed by
Stanford in 2016. One of the impactful aspects of Snorkel is its generative model
(GM), which is based on weakly supervised learning principles and produces nal
probabilistic labels for data through inferences drawn from the outputs of labeling
functions. It aims to learn the correlations between the generated labels by compre-
hending their agreements and disagreements. Consequently, it creates the nal labels
for each instance within the dataset. Due to its learning-based approach, the result-
ing labels may still carry some level of weakness. At the end of this entire process,
assigning annotations to a dataset is carried out automatically, eliminating the need
for manual intervention. Following this, using the dataset having synthesized labels,

training a visual relationship classi cation model becomes possible.

5



This thesis introduces a Snorkel-based framework tailored for addressing the visual
relationship classi cation problem within a speci ¢ dataset. Our framework leverages
the de nition of labeling functions, monitoring of results, and the generative model
features of Snorkel. While the original data programming paper focused on a binary
classi cation scenario with the assumption that labeling functions are binary [33],
our system is designed to handle multiclass classi cation. Since various relationships
can be de ned between two objects, numerous interactions can be extracted from an
image. As addressing all possibilities could be impractical, we impose a limitation
by restricting the number of predicates to be identi ed. To the best of our knowledge,
the application of Snorkel to more than two classes has not been widely discussed in

the existing literature.

Our objective is to derive signi cant insights by extracting from the features of sam-
ples as much as possible through the framework. The instances consist of images, and
the objects' names as well as positions, thereby allowing us to utilize spatial, categor-
ical, and visual features. The process involves extracting these features by employing
various techniques, and annotation assignment with machine learning models accord-
ing to the features. Due to the supervised learning approach of the models, a limited
subset of images is manually labeled in a way that does not increase time and human
costs. Models are trained by only 10 images for each relationship, rendering them as
weak classi ers. These weak classi ers are subsequently integrated into the labeling
functions, transforming their decisions into labels for the large unlabeled portion of

the dataset.

Similarly, meaningful insights from visual information can be obtained by caption
generation models. These models possess the capability to describe images textually
and evaluate the similarity between an image and a text. In our system, we incorpo-
rate these models into labeling functions, aiming to capture signals concerning the
relationships we aim to identify. Since the dataset incorporates textual information,
language models pre-trained with extensive data are expected to comprehend the re-
lationships between objects, even without prior exposure to our speci ¢ dataset. Our
method encompasses a collection of labeling functions that make use of prior knowl-

edge.



Labeling functions exhibiting poor performances are eliminated, and exhaustive com-
binations of the retained ones are tested. The generative model is trained with the
outputs of successful functions and undergoes a hyperparameter ne-tuning process.
A nal visual relationship classi cation model is trained using the weak labels gener-
ated by the framework. Upon comparing its performance with the supervised setting,

a noteworthy approximation is observed.

1.3 Contributions and Novelties

In this study, our experiments have revealed that achieving results close to accurate
labels is possible with only 5 labeling functions in Visual Genome [5] dataset. A
visual relationship classi cation model, trained using this weakly labeled dataset,
demonstrates results comparable to those trained with the ground truth dataset. Our

contributions are outlined as follows:

We offer a exible framework where it is possible to utilize new weak signals.
Our methods are not dataset-speci ¢, making them adaptable to different elds.

The results approach learning with ground truth data even for infrequent multi-

classes.
We show that only 5 functions are enough to achieve suf cient results.

An alternative method is presented to diminish the need for a labeled dataset
for the VRC domain. Given its broad applicability across various elds, our

scope has expanded signi cantly.

1.4 The Outline of the Thesis

The thesis is organized as follows:

Chapter 1 introduces the motivation behind our research, the primary methods

employed, and the achieved contributions.

7



Chapter 2 further explains the main approaches we use, provides an overview
of other studies conducted in this eld, and describes a study that forms the
basis of our work.

Chapter 3 elaborates on the methods applied throughout the study.

Chapter 4 mentions the content of the dataset on which the approach is utilized,

the results of the experiments, and the performance of the nal application.

Chapter 5 concludes the ndings of this research and offers suggestions to im-

prove them.



CHAPTER 2

LITERATURE REVIEW

2.1 Weakly Supervised Learning

Weakly supervised learning (WSL) addresses the challenges related to obtaining a
labeled dataset, which is a time-consuming and human-intensive process. It facilitates
learning by leveraging signals from various sources to assist with data annotation.
These sources are often considered weak, indicating that they may not be entirely
accurate, could be incomplete, or might lack precision. Despite their limitations,

different WSL methods have shown results comparable to supervised methods.

During the learning process, the methods applied may vary depending on the type of
weakness [36]. If the majority of the dataset consists of unlabeled instances, i.e., it
is incomplete, then active learning [37] and semi-supervised learning [38], [39], [40]

methods become suitable options.

Active learning involves selecting the most valuable subset of the unlabeled dataset
and querying it for labeling. The selection criterias are determined by the informative-
ness and representativeness of samples, aiming to reduce uncertainty and accurately
represent the structure of patterns within instances, respectively. Consequently, do-

main experts are needed only for the selection and labeling of this subset.

On the other hand, semi-supervised learning methods operate without direct human
intervention. These methods are grounded in the belief that similar samples in the data
would yield similar results and possess identical labels, allowing them to be inherently

clustered. There are four major approaches in the literature, namely generative meth-

ods, graph-based methods, low-density separation methods, and disagreement-based

9



methods.

The generative method [41], [42], which is also utilized in this thesis, predicts labels
using a generative model based on approaches like EM (expectation-maximization)
algorithm [43], and treats unlabeled samples as missing parameters of the model.
Graph-based methods [44], [45] consider samples as nodes in a graph, connecting
them based on their similarities, and estimate labels using rules like separating the
graph with the minimum cut. The low-density approach [46], [47] aims to split the
dataset by considering sparser regions. It assumes that regions with little data are
more likely to contain decision boundaries, and improves the model's performance
by incorporating information from these regions. Finally, disagreement-based or la-
bel propagation approaches [48], [39], such as co-training [49], involve constructing
multiple models that teach each other by leveraging unlabeled data. This approach

can be viewed as a combination of semi-supervised learning and active learning.

Additionally, if the labels of dataset are imprecise, meaning they contain higher-level
information rather than exact, multi-instance learning can be preferred [50], [51]. In
this approach, dataset is divided into sets known as bags, and annotation is performed
at the bag level, either as positive or negative. Negative bags are assumed to contain
only negative instances, while positive bags must have at least one positive instance.
During labeling, considerations include whether the bag exhibits the features of the

target label and how the instances contribute to the bags.

Inaccurate datasets include labels that are contradictory and incorrect but can still be
useful for various needs without requiring absolute correctness. For addressing this
issue, ensemble learning can be employed to provide more stable predictions [52],
[53], [54]. Alternatively, data may undergo editing to eliminate noise, achieved by
connecting nodes with different labels and interpreting the ones with numerous edges
as incorrect [55], [56].

These methods can be applied together or integrated with the other learning ap-
proaches depending on the situation of dataset and the characteristics of the problem.
In the study [57], the cluster-than-label feature of semi-supervised learning method is
incorporated to the few-shot learning method. Similarly, in [58], active learning and
generative model approaches are merged. After prioritizing each data point for human

10



annotators, they give the assignment probabilities of generative model to the active
learning process, as well as a classi cation model trained with weak labels from the
generative model. Another approach is presented in [59], where human annotators
explain the reasons for label assignments on a subset of a dataset. The remaining
large part is labeled by parsing these natural language explanations, leading to more
reliable results.

The work in [49] leverages the co-training paradigm for the classi cation of web
pages. They represent the description of a web page in two partitions: words occur-
ring on the page and hyperlinks pointing to the page. Two learning algorithms are

implemented, using each other's predictions in the next step.

In an example of utilizing high-level class labels for weak classi cation [60], image-
level class labels are used to train an instance segmentation model capable of pixel-
wise classi cation. Likewise, [61] employs image-level labels for the annotation of
ultrasonic medical images. They extract features from regions of interest found by
a pre-trained model, cluster visual and semantic features, and select cancer regions

based on the distance between clusters.

Another example is found in [62], where class hames not matched with texts serve as
high-level information for text classi cation. They use a set of documents and class
names separately, gaining hints from class names to cluster the documents with the
help of a large language model, namely BERT [63]. The study in [64] also leverages
BERT for the NER problem and utilizes the outputs of weak sources with a generative

model approach.

2.2 Data Programming and Snorkel

In the data programming paradigm, the generative model is employed for program-
matic annotation, producing the nal version of weak labels. Similar to active learn-
ing, this application considers features that effectively represent the data and aid in
distinguishing examples. Snorkel framework further facilitates the data programming
process with its user-friendly architecture and additional features such as support for

several inferences.
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Various labeling functions (LFs) can be formulated to create weak labels by incor-
porating diverse weak sources. For instance, heuristics can be established, such as
de ning rules for the presence and position of words in text input, as well as the
height and area of objects in visual input. The identi cation of regex patterns, such as
checking the suf xes of text inputs, and the application of pattern matching to inputs
are viable options. Distant supervision is another technique that can be integrated into
LFs, making use of external knowledge bases and data sources. Despite these LFs be-
ing typically developed for different or general purposes, they can reveal meaningful

signals.

Moreover, the utilization of weak classi ers in LFs is feasible, whether by employ-

ing pre-trained models or training models with a very limited labeled subset of data.
Given their tendency to be biased and noisy, experimenting with their ensemble us-
age can be considered. This involves combining multiple weak classi ers to enhance

overall performance and mitigate individual shortcomings.

Although there is no restriction on receiving and assigning labels to samples, con-
sidering the characteristics of dataset during manual labeling is crucial, creating LFs
that align with the structure of data can also be highly advantageous. Evaluating the
extent to which these functions capture the dataset's features, assessing the relevance
of prior knowledge to the dataset, and measuring the capabilities of functions can
mitigate prediction weaknesses. Therefore, a thorough understanding of the dataset
before generating LFs is essential. It is also critical to observe LF outputs in terms of
coverage, con icts, and overlaps. Adjusting LFs as needed and adopting an iterative
process can further enhance the LF generation. Annotating a small subset of data

allows for the measurement of LF accuracies.

In the literature, the utilization of the data programming approach and Snorkel is evi-
dent. For instance, the application of a data programming method in [65] effectively
addresses the data requirements for the Named Entity Recognition (NER) problem,
which involves identifying entities in a text. Texts are labeled through the de ned
LFs that incorporate pre-trained models and generate span clusters related to NER
labels. Subsequently, a Hidden Markov Model is employed to determine the nal

labels, facilitating the training of a sequence labeling model.
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In addressing the challenge of obtaining open-source customer chat data, as detailed
in [66], Snorkel is employed along with three ready-to-use weak sentiment classi-
ers. Two domain-speci c lexicon-based LFs, one for positive and one for negative
sentiment, are de ned with positive and negative terms. For example, terms like "sign
off* and "goodbye" are considered positive, as they often occur in happily concluded
conversations, while terms like "call* and "manager" are deemed negative. The -
nal weak labels are re ned through ne-tuning using a pre-trained language model,

ROBERTa, as a sentiment classi er.

In [67], cardiologist are asked to de ne heuristics for aortic valve malformations clas-

si cation on images. After converting samples to binary masks using unsupervised
image processing techniques, primitives are computed for making decisions, which
are area, perimeter, eccentricity (a measure to distinguish whether a shape is an el-
lipse or a circle), pixel intensity (the mean pixel value for the entire mask), and ratio
of area over perimeter squared. These elements are implemented as a total of ve

LFs, where samples are labeled based on threshold criteria.

Snorkel can also be adapted to fashion domain as in [68] that classi es Instagram
posts, a social media platform to share photographs with optional textual explana-
tions. By extracting fashion attributes, clothing categories can be assigned to them.
The process begins with an analysis of a corpus comprising image captions, com-
ments, or tags. Various metrics, including the fraction of tokens, the count of Out-
Of-Vocabulary words, the number of languages in the corpora, and the text distribu-
tion, are measured. Additionally, a feature extraction system is developed using word
embeddings and a domain ontology containing information about brands, materials,
styles, etc. For labeling 30,000 posts, seven LFs are de ned. Four of them include
an on-the-edge classi er to classify images associated with the text. One LF utilizes
their information extraction system, while the remaining two ones perform keyword
matching to their fashion ontology, incorporating distance measurements and word
embeddings separately. The authors claim that the generative model yields superior

results compared to majority voting (MV).

In another application [69], Snorkel is utilized to determine the validity of chemical

reaction relationships. By analyzing corpora containing chemical entities, speci c
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rules (like "X is converted into Y in the absence of Z") for relationships are identi ed
and expressed as LFs. For example, the presence of words ending with "ase" results
in a "false" label, while speci ¢ keywords in a given list indicate a "true" label, such

as "reduce", or "oxidize".

The fact that the prevalence of studies predominantly conducted with two classes
highlights the potential for further development in applying data programming and
Snorkel to multiple classes. Our goal is to contribute to the existing literature with
the method presented in this thesis, emphasizing the application of Snorkel across

multiclasses.

2.3 Related Works for Visual Relations

In this thesis, we utilize programmatic weak supervision to visual relationship clas-
si cation problem, which annotates the missing predicate information belonging to

object pairs in images.

The challenge of obtaining datasets for relationship identi cation can occur in vari-
ous areas such as autonomous vehicles as addressed in [70]. When detecting complex
objects like cyclist, it is relatively straightforward to identify a bicycle and a person
individually, buta person riding a bicycle can be more dif cult. The au-

thors detect humans and bicycles in images using a pre-trained object detection API.
Following this, they create LFs that consider primitives such as the relative positions,
height, width, and area of bounding boxes as input, making decisions about whether
an individual is a cyclist or not. For instance, if the distance between the bicycle and
the person is below a certain threshold in images, they are labeled as a cyclist. Despite
its suf cient performance, we do not prefer to integrate dataset-speci ¢ rules in our

framework to make it more general-purpose.

In the study presented in [71], textual, visual, and visual-relational knowledge are

employed for visual relationship detection. To leverage textual information, the ob-

ject and a relation are formulated into a sentence using a prede ned prompt template.
For instance, the sentendeg is eating apple Is generated by structuring it

asSubject is Predicate Object . Subsequently, this sentence is tokenized,
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fed into a pre-trained language model, and its features are extracted. Simultaneously,
the bounding boxes provided in the annotation and the image itself are utilized by a
pre-trained object detector to acquire raw visual features. These features undergo into
a linear layer, combining the appearance and spatial information of both, resulting in
the nal representation of each object pair. Moreover, when dealing with sentences
containing multiple relations, common objects or relations may be dif cult to merge
due to variations in word representations. To address this, image captions are trans-
formed into<subject predicate object> triplets using a rule-based parser,

and a visual relation knowledge graph is constructed with the assistance of BERT.
BERT can extract embeddings of similar words close to each other, facilitating gener-
alization. In this thesis, we draw inspiration from the concept of constructing prompt

templates to acquire textual knowledge.

In [72], off-the-shelf models pre-trained with different datasets are employed as weak
signals for the scene graph generation problem. Initially, objects are identi ed and
localized in the image using an object detector. The sentence corresponding to this
image is passed through a rule-based parser, transforming it into a triplet in the form
of <subject, predicate, object> . The words are further lItered based

on synonyms, categories, or roots, for instance, from "baseball player" to simply
"player”. Subsequently, an attempt is made to match the triplet with the detected
objects by comparing their tokens. If multiple triplets match a region-pair, one is
randomly selected. Additionally, region pairs that are distant from each other, likely
lacking a relationship, are removed. A transformer-based model is then trained to
carry out scene graph generation with these matched pairs, a technique referred to as

pseudo labeling.

The study in [73] also uses a pre-trained object detector to extract visual features, and
BERT to obtain text embeddings. These features are mapped into the same space,
and a scene graph generation model is trained with pseudo-generated labels. This
approach allows for the generation of more reliable pseudo labels by incorporating

both object and interaction-aware information.

We also incorporate insights from [74] work, where distant supervision is employed

for visual relation learning. The authors encode relation candidates between objects,
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likely to be expressed in images, using common sense knowledge bases. For instance,
the relational triplet<person, riding, horse> conveys the common sense
notion thata person can ride horses . Therefore, common sense knowl-
edge bases offer potential relation candidates between visual objects, serving as dis-
tant supervision for visual relation learning. The authors construct their knowledge
bases instead of relying on existing ones. They achieve this by extracting relational
triples from the extensive image captions available in the Conceptual Captions dataset
[4]. Additionally, they integrate CLIP, a state-of-the-art cross-modal representation
model pre-trained on large-scale image-caption pairs and provides the semantic sim-

ilarity between visual object pairs and possible texts [2].

[75] also leverages a pre-trained object detector, coupled with image captioning and
dependency parser tools. Captions are generated from the region of interest, in other
words, from the combination of pairs of objects whose relationship is desired to be
found. These captions are parsed, resulting in the generation of a scene graph based
on the extracted dependencies, actions, attributes, etc. In this thesis, a similar ap-
proach is adopted by employing an image captioning model. The concept of provid-
ing only the regions of interest part and extracting part-of-speech tags to effectively

identify the predicted predicate is also implemented.

There is also a relevant work [1] that shares the similar concerns to the problem under
our consideration and forms the basis of our study. This approach represents individ-
ual samples in the unlabeled dataset using spatial and categorical vectors, as detailed
in Chapter 3. It employs classi cation models to determine the missing labels based
on these extracted features. In order to train these machine learning-based models, a
very small portion of the dataset is manually labeled, and Snorkel transforms these
weak classi ers into labeling functions. The dataset is then automatically labeled us-
ing the data programming approach. The decisions generated by Snorkel's generative
model according to the labeling functions result in obtaining labeled data with an ac-
curacy 0f50:44%in the Visual Genome dataset [5]. This thesis enhances this method
by introducing new LFs, leading to weak labels withi25% higher accuracy. As a
consequence, the performance of the visual relationship classi cation model, trained
using these improved labels, showd@3% enhancement, as elaborated in Chapter

4.
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CHAPTER 3

GENERATION OF WEAK LABELS FOR WEAKLY SUPERVISED
LEARNING OF VISUAL RELATIONS

3.1 Overview

The purpose of the visual relationship classi cation task is to provide information
about the interaction between objects within images. This is accomplished by speci-
fying images of scenes, including the objects' names as well as positions within those
images, and indicating whether they function as subjects or objects based on the de-
sired relationship. For instance, as illustrated in Figure 3.1, it aims to assign the miss-
ing relationship classes between subjects and objeqiarked on , watching

using , respectively.

(@) (b) ()

Figure 3.1: Example of objects with missing relationship information indicated by a

red question mark

Models developed for this purpose typically employ supervised learning methods.
This involves providing information about the model's prediction objectives, specif-

ically the classes it aims to identify, before the training process. In other words, the
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instances of the dataset must have labels. However, obtaining a labeled dataset is not
always feasible due to the high cost associated with manual labeling from scratch.

This challenge is particularly pronounced for classes that rarely occur in datasets.

To address these challenges, we propose a method that minimizes the annotation
cost, especially for infrequent classes in visual relationship classi cation task. Our
approach relies on automatically labeling the dataset using the data programming
method. This method allows for the integration of various approaches into a structure
that takes an input (i.e., an instance) and produces an output (i.e., the label of the
instance). Leveraging Snorkel framework to enhance the data programming process,
our method is adapted for multiclass problems, even though the framework initially

performs better in binary classi cation applications.

Following the data programming process, weaknesses emerge in the synthesized la-
bels, manifesting as inaccuracies, imprecisions, or incompleteness. We address these
issues through a weakly supervised learning method, which is Snorkel's generative
model. This model learns from the relationships, agreements, and disagreements be-
tween the outputs of functions, and ultimately decides on the label for each sample.
To enable comparisons, a minimum of three labeling functions must be de ned due

to the nature of the generative model.

Considering that the generative model is a machine learning model, its learning pro-
cess is in uenced by the received inputs. By offering various elimination techniques
for the LFs, whose outputs are provided to the generative model, we can directly

affect its performance and therefore the accuracy of the nal labels.

In summary, we present an automated labeling approach employing Snorkel for infre-
guent multiple classes within a dataset for visual relationship classi cation. Our aim

is to leverage numerous data features to effectively address the challenges inherent
in our problem and yield realistic outcomes. Therefore, we incorporate a plenty of
methods into the LFs and select the most effective performers, as elaborated in this
Chapter.
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3.2 Baseline Method

Figure 3.2: General architecture of the baseline method [1]

Our study builds upon an approach outlined in [1], with its end-to-end pipeline illus-

trated in Figure 3.2 and summarized in Algorithm 1.

Algorithm 1 Baseline Algorithm to Label Relationships

1:

10:

11:

12:

Input: f(oo;p;05) 2 D,g8p 2 P — A small dataset of object pai(®o; 0s)
with multiclass labels for predicates.

Input: f(0o;0s) 2 Dy} — A large unlabeled dataset of images with objects but
no relationship labels.

Input: f (; ) — A function that extracts features from a pair of objects.

Input: DT () — A decision tree.

Input: G() — A generative model that assigns probabilistic labels given multi-
ple labels for each data point.

Input: train() — Function used to train a visual relationship classi cation
model.

Extract features and labels,,; Y, := ff (00; 0s); pfor (0p; p;0s) 2 Dpg, Xy =

ff (00; 0s) for (00;0s) 2 Dyg

Generate heuristics by tting decision tree® Ty (X )

Assign labels tq§0p; 0s) 2 Dy; = DT predict (Xu) for J decision trees.

Learn generative mod&() and assign probabilistic labety = G()

Train visual relationship classi cation mod&/RC:= train(D, + Dy; Y, + Yu)
Output: VRQ )
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In this method, it is assumed that objects in an image dataset have been detected using
an off-the-shelf detection model. However, the dataset lacks information regarding
the relationships between these objects. The relationships are in predicate format,
denoted ap 2 P, whereP is the list of predicates. The objective is to automati-
cally assign these missing relationships using Snorkel framework, where heuristics

are de ned and their decisions are assigned as the labels of each pair of objects.

Given that the dataset includes both visual and textual features, image-agnostic rules
are preferred in this approach. For exampiding relationship is generally ob-
served between a person as subject and a bicycle as object. It denotes the importance
of the categories of objects as well as their functionality being subject or object. In
addition, theriding  association can be established when the bicycle is placed un-
der the person, whereagxt to is said when it is standing by near, underlines the

effects of positions of objects for their relationships.

Therefore, both categorical and spatial features are extracted from the images. Cat-
egorical features involve concatenating one-hot vectors of the subject and object,
where all object categories are represente@ ascept for the corresponding index

of the subject and the object, which are set.tdNotably, to account for variations in
object representations (e.g., tree, trees, tree is, of trees, of a tree, trees are), they are
mapped to the same word during feature extraction. Spatial features for apjzatl

subjectos, on the other hand, are evaluated using Formula (3.1).

Xo Xs.Yo VYs.(Yo+ho) (ys+ hs).

4 Wo ’ ho ' ho (3 1)
(Xo+ Wo) (Xs+ ws) hs ws wshs ws+ hs. '
Wo ’ho’Wo,Woho'Wo'F ho

wherely = [Yo;Xo;ho;Wo] andbs = [ys; Xs; hs; ws] are the bounding box co-
ordinates of the object and the subject, respectivglyand x indicate the top-left

coordinates as well dsandw represent height and width.

Examples of categorical and spatial features extracted from an image can be seen in

Figure 3.3.
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Figure 3.3: The categorical (a) and spatial (b) feature extracted from an image includ-

ing car as subject and street as object

Following that, for the heuristics, reliance is placed on the decision mechanism of
machine learning-based classi cation models. The models converted into LFs syn-
thesize the labels according to the features of each sample in the entire dataset. Since
these models necessitate a labeled dataset through their supervised learning nature, a
subset is generated by manually labeling only 10 images for each class, correspond-
ing to the each class in the predicate list. After extracting the categorical and spatial
features from the limited labeled dataset, weak classi ers are trained, which are deci-
sion tree models [76]. In order to prevent over tting problem, caused by the model's
inability to generalize due to learning from small datadifferent decision trees are
generated. This number indicates that the models are created wifferent num-

bers of the parameter, indicating the minimum number of samples required to split
an internal node in decision trees. In other words, the number of samples in a hode

below this threshold will not be split further.

For computational simplicity, samples are labeled with their corresponding indexes
in the predicate list. However, if an LF cannot predict any label for a given sample,
i.e., returnsABSTAIN, it is denoted as 1. At the end of the annotation process, a

2 R’1 Pul matrix of predictions is constructed for unlabeled dat@sgtonsisting

of each object paifoo; 0s) as well as labels iR which is the concatenation of the
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indices of classes and1.

Using , a weakly supervised learning model, known as the generative model, esti-
mates nal labels. This model belongs to Snorkel and learns the labeling propensity,
pairwise correlations and accuracies based on agreement and disagreement between
weak labels. Therefore, it can be said that the generative model is a re-weighted com-
bination of the user-provided labeling functions. The detailed principle of generative

model can be summarized as the following according to [34] and [77].

The true class label for a data point is modeled as a latent variable in a probabilistic
model. In the simplest case, each LF is modeled as an independent noisy “voter” that
makes uncorrelated errors. This de nes a generative model of the votes of the labeling
functions as noisy signals about the true label. Statistical dependencies between the
LFs can be modeled to improve predictive performance. For example, if two LFs
express similar heuristics, this dependency can be included in the model to avoid a
“double counting” problem. To select a $20f LF pairs(j; k ) to model as correlated,

structure learning method for generative models is employed.

Then, the full GM is constructed as a factor graph. First, all the LFs are applied to
the unlabeled data points, resulting in a label matrjpwhere i; = ;(X;). Then,
the generative moded, ( ;Y) is encoded using three factor types, representing the

labeling propensity, accuracy, and pairwise correlations of labeling functions:

G Y)=1f 4 839
500 5Y)= 1 4 = vig (3-2)

ihj
ixd (;k)2C

SCaY)=af g

For a given data point;, the concatenated vector of these factors for all the labeling
functionsj = 1;::;; n and potential correlationS as ( ;Y) and the corresponding
vector of parametens 2 R?"*I¢ js de ned. This de nes the model:
!
1 X T
po( ;Y)=Zyexp wi( sy (3.3)

i=1
whereZ,, is a normalizing constant. To learn this model without access to the true
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labelsY, the negative log marginal likelihood is minimized given the observed label

matrix

X
Ww=argmin log pu( ;Y): (3.4)
w
Y
This objective is optimized by interleaving stochastic gradient descent steps with

Gibbs sampling ones. In more details, the gradient of it with respegti$o

Ewvw i(i¥) Eyw (W) (3.5)

i=1

the difference between the corresponding suf cient statistic of the joint distribution
pw and the same distribution conditioned onln practice, samples can be interleaved
to estimate the gradient and gradient steps very tightly, taking a small step after each

sample of each variable; ory;, similarly to contrastive divergence [78].

Then, the predictions) = py(Y]) , are used as probabilistic training labels.

3.3 Proposed Method

Figure 3.4: General architecture of the proposed method

We enhance the baseline method by incorporating 14 additional methods, anticipating

greater utilization of the dataset features and an improved performance in synthesiz-
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ing labels. The overall architecture of the proposed method, illustrated in Figure 3.4,

can be outlined as follows.

In the rst phase of our pipeline, our emphasis lies on extracting a diverse set of
features from the dataset, surpassing the baseline method in this aspect. To achieve
this, we employ various methods for extracting spatial features, as well as feature
extraction methods of the baseline. Given that our data comprises images, we derive
visual embeddings directly from the images using an image captioning model. In
contrast to the baseline, which utilizes only DT, we augment it with 4 additional ML
models. Similar to the baseline, we generate multiple versions of these models with
varying parameters. Again by labeling only 10 samples per predicate and extracting
their features, we train the models each of which construct an LF. In this framework,

LFs are de ned with Snorkel as well.

The unlabeled data is labeled also with the assistance of diverse knowledge bases im-
plemented in LFs. We believe that leveraging the information they acquire from ex-
tensive datasets, even if not tailored explicitly for our problem, can be advantageous.
Given that the object and subject names in our data contain signi cant textual infor-
mation, we utilize them through large language models. As the relationship between
objects can provide insights into the image description, we try to capture valuable
signals from image captioning models that explain the images textually. Moreover,
we propose a method that produces decisions by integrating both image and textual

information.

Following the application of labeling functions to unlabeled dataset, a label matrix is
generated, consisting of predictions from each LF for each sample. When the LFs are
observed through the examination of predictions utilizing the Snorkel's result analysis
facilities, certain samples may be converted to unlabeled according to their con dence
scores. LFs might also be eliminated based on their accuracies and blank labeling
rates. Furthermore, all possible combinations of LFs are tried, and successful ones
are forwarded to the generative model of Snorkel. Following the conclusive decisions,
a weakly labeled dataset is constructed, and a visual relationship classi cation model

is trained.
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3.3.1 Feature Extraction from Limited Labeled Data

Using features extracted from the limited labeled subset, different machine learning
(ML) models can be trained. In this thesis, various methods are employed for feature

extraction, and commonly used ML models in the literature are trained, which are:

Decision Tree (DT) [76]

K-Nearest Neighbors Classi er (KNN) [79]

Support Vector Machine (SVM) [80]

Logistic Regression (LR) [81]

Multinomial Naive Bayes (MNB) [82]

A DT model recursively splits data based on rules it de nes, creating a tree-like struc-
ture where the leaves represent resulting classes. To classify new samples, they pass
through the corresponding tree path. A KNN model measures distances between
samples to assess similarity and classi es the related ones. An SVM model seeks a
decision boundary that separates classes by maximizing the difference between them.
Although LR is originally a binary classi cation algorithm, it can be adapted to mul-
ticlass by employing a "one-vs-all" strategy. This involves training LR models for
each class, considering the corresponding one as positive and the others are negative.
During inference, the most likely class is selected based on the predictions of all mod-
els. Furthermore, MNB estimates class probabilities for a given set of features using

Bayes' theorem, assuming that features are conditionally independent given the class.

Since the success of ML models is signi cantly in uenced by their parameters, their
performance is typically observed through hyperparameter tuning. However, since
splitting our limited labeled dataset into training and testing sets is not suf cient for
tuning, different models with possible parameters are created, and their performance

is evaluated as LFs across the entire dataset.
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3.3.1.1 Spatial Feature Extraction with Relative Positions

As a result of the integration of the baseline method, a training set is prepared by
converting the bounding box information of subject and object in the instances of

limited labeled dataset to a vector representation with Equation 3.1. After the learning
phase of the ML models with these features, for each sample of unlabeled data, the

model inside the LF outputs the label as its prediction.

3.3.1.2 Categorical Feature Extraction

As a result of the integration of the baseline method, a training set is prepared by
converting the category and name information of subject and object in the instances
of limited labeled dataset to a vector representation. After the learning phase of the
ML models with these features, for each sample of unlabeled data, the model inside
the LF outputs the label as its prediction.

3.3.1.3 Visual Feature Extraction with CLIP

Figure 3.5: Summary of CLIP's approach [2]

CLIP (Contrastive Language-Image Pre-training) [2] model, developed by OpenAl
and trained on 400 million open-source image-text pairs, offers a a wide range of fea-
tures due to its extensive training data. As illustrated in Figure 3.5, it demonstrates

zero-shot performance, implying the ability to make predictions for tasks it has not
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been explicitly trained on. Extracting feature embeddings of texts using text encoder,
as well as from images with image encoder, calculating their similarities to under-

stand their relatedness, nding textual explanations for images, converting dataset
classes into captions suchasphoto of a dog , and predicting the class of the

estimated textual explanation are possible with CLIP.

Since its training involves contrastive learning, where the model learns in such a
manner that similar examples are positioned close to each other while dissimilar ones
are situated far apart, the model can capture meaningful relationships between images

and their corresponding textual descriptions, which is suitable for our problem.

In this thesis, visual feature extraction ability of "ViT-B/32" model of CLIP is utilized,
which exhibits the highest performance on ImageNet [83] at the time of writing this
thesis. Images from our dataset are encoded and the ML models are trained with the

visual features extracted from limited labeled data.

Subsequently, the output of CLIP for each sample from unlabeled data is predicted
by the ML model within the LF, with the model's prediction serving as the label for
the respective sample. An example visual feature embedding extracted by CLIP is

presented in Figure 3.6.

Figure 3.6: The visual feature extracted by CLIP from an image including car as

subject and street as object
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