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submitted by BERİL GÜNAY in partial fulfillment of the requirements for the de-
gree of Master of Science in Computer Engineering Department, Middle East
Technical University by,

Prof. Dr. Halil Kalıpçılar
Dean, Graduate School of Natural and Applied Sciences

Prof. Dr. Halit Oğuztüzün
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ABSTRACT

GPU-ACCELERATED PRECOMPUTED DISCRETE VISIBILITY FIELDS
FOR REAL-TIME RAY-TRACED DYNAMIC SCENES UNDER

ENVIRONMENT LIGHTING

Günay, Beril

M.S., Department of Computer Engineering

Supervisor: Prof. Dr. Ahmet Oğuz Akyüz

January 2024, 90 pages

Environment lighting plays a crucial role in enhancing the realism of rendered im-

ages. Environment light sources are distributed over a sphere or hemisphere, and the

rendering process consists of tracing multiple rays per pixel. This process is compu-

tationally expensive, therefore achieving real-time results is challenging. Many stud-

ies focus on visibility function to reduce the number of traced rays, often achieved

through precomputation methods.

This study improves upon a CPU-based visibility precomputation method designed

for rendering solely static scenes. CPU-based precomputation method is presented

in detail, it is implemented, and illustrations for each step are provided. Then, a

GPU-based precomputation solution that supports rendering of dynamic scenes is

introduced. The solution is implemented with multiple compute shaders. To demon-

strate the capability of dynamic scene rendering, a proof-of-concept CPU animation

technique is employed.

Static scene rendering performance is evaluated by replicating the tests performed

in the CPU-based precomputation method, and improvements are demonstrated with
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higher rendering speed and more accurate results. Furthermore, additional tests are

conducted to assess the dynamic scene rendering performance. Successful results

suggest promising avenues for future studies involving GPU animation.

Keywords: Ray tracing, rendering, visibility, real-time systems, environment lighting
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ÖZ

ORTAM AYDINLATMASI ALTINDA GERÇEK ZAMANLI IŞIN İZLEMELİ
DİNAMİK SAHNELER İÇİN EKRAN KARTI HIZLANDIRMALI
ÖNCEDEN HESAPLANMIŞ AYRIK GÖRÜNÜRLÜK ALANLARI

Günay, Beril

Yüksek Lisans, Bilgisayar Mühendisliği Bölümü

Tez Yöneticisi: Prof. Dr. Ahmet Oğuz Akyüz

Ocak 2024 , 90 sayfa

Ortam aydınlatması, oluşturulan görüntülerin gerçekçiliğini arttırmada çok önemli bir

rol oynar. Ortam ışık kaynakları bir küre veya yarım küre üzerine dağıtılır ve işleme

süreci, piksel başına birden fazla ışının izlenmesinden oluşur. Bu süreç hesaplama

açısından pahalı olduğundan gerçek zamanlı sonuçlara ulaşmak zordur. Birçok ça-

lışma, genellikle ön hesaplama yöntemleriyle elde edilen, izlenen ışınların sayısını

azaltmak için görünürlük fonksiyonuna odaklanmaktadır.

Bu çalışma, yalnızca statik sahnelerin görüntülenmesi için tasarlanmış CPU tabanlı

bir görünürlük ön hesaplama yöntemini geliştirmektedir. CPU tabanlı ön hesaplama

yöntemi ayrıntılı olarak sunulmuş, uygulanmış ve her adıma ilişkin çizimler verilmiş-

tir. Daha sonra dinamik sahnelerin oluşturulmasını destekleyen GPU tabanlı bir ön

hesaplama çözümü tanıtılmıştır. Çözüm, birden fazla hesaplama gölgelendiricisiyle

uygulanır. Dinamik sahne oluşturma yeteneğini göstermek için kavram kanıtlayıcı

bir CPU animasyon tekniği kullanılır.
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Statik sahne işleme performansı, CPU tabanlı ön hesaplama yönteminde yapılan test-

ler tekrarlanarak değerlendirilmekte ve daha yüksek işleme hızı ve daha doğru so-

nuçlarla iyileştirmeler ortaya konulmaktadır. Ayrıca dinamik sahne oluşturma perfor-

mansını değerlendirmek için ek testler yapılır. Başarılı sonuçlar, GPU animasyonunu

içeren gelecekteki çalışmalar için umut verici yollar önermektedir.

Anahtar Kelimeler: Işın izleme, görüntü oluşturma, görünürlük, gerçek zamanlı sis-

temler, çevresel aydınlatma
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CHAPTER 1

INTRODUCTION

1.1 Motivation and Problem De�nition

Environmental lighting plays a crucial role in establishing realism for rendered im-

ages. Environment light sources are distributed over a sphere and they represent re-

alistic lighting conditions such as natural sunlight, cloudy skies, or urban ambiance

(Figure 1.1). Rendering with environmental lighting is computationally expensive

due to the requirement of tracing multiple rays per pixel. Consequently, achieving

real-time results becomes challenging.

Figure 1.1: Models lit by an environment map [1].

Various precomputation methods have been explored to achieve real time rendering

of environment lighting. This method involves calculating and storing speci�c in-

formation of�ine, allowing for quick integration and computation during runtime.

Most commonly used method involves precomputing environment lighting to create

1



lightmaps. Scattered points [9], irradiance volumes [10], light �eld probes [11], local

light grids [12], radiance transfer [13], shadow �elds [14], clustered principle compo-

nents [15], and light transport paths [16] are precomputed and stored as textures for

access in runtime. Another method involves precomputing visibility [17], [18], [19].

Visibility function holds signi�cant importance as it helps to decrease the number of

traced rays due to occlusion [20], [21], [22].

1.2 Proposed Methods and Models

Motivated by the work presented in [7], we introduce a GPU-based precomputation

method to render dynamic scenes under environmental lighting in real time by utiliz-

ing precomputed Discrete Visibility Fields (DVF). In [7], precomputation is imple-

mented in the CPU and the precomputed DVF is accessed through a texture during

rendering. Hence, this method only supports static scene rendering. Our work builds

upon this method to provide support for dynamic scene rendering.

Our method utilizes multiple compute shaders to implement precomputation in the

GPU. In precomputation phase, scene visibility is computed and the information is

stored in a uniform grid. To compute visibility, surface is uniformly sampled and

multiple rays are generated for each point sample. These rays then traced, and vis-

ibility information of the points that are contained in the same grid cell are merged.

Resulting DVF is then transferred to the graphics pipeline for rendering.

1.3 Contributions and Novelties

Our contributions are as follows:

� GPU-based precomputation method to produce visibility information (DVF

[7]) for real time rendering of dynamic scenes illuminated with environmen-

tal lighting
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1.4 The Outline of the Thesis

Remaining chapters of this thesis are organized as follows. In chapter 2, background

information and related methods are introduced. In chapter 3, algorithms in [7] are

presented and our implementation is provided with illustrations. This chapter serves

as a baseline for subsequent chapters because our work is built upon the work pre-

sented in [7]. In chapter 4, our methodology is presented. In chapter 5, results are

presented and our evaluation is provided. In chapter 6, conclusion is presented with

future work ideas.
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CHAPTER 2

BACKGROUND

In this chapter, background information about concepts and methods are provided.

2.1 Radiometry

Radiometry is crucial for modeling the behavior of light and it enables the rendering

of visually accurate and realistic images [23]. It provides the foundation for numerous

concepts such as radiant �ux, radiance, and irradiance. Below, these concepts are

de�ned and their relations are explained.

Radiant �ux Radiant �ux (�) (or Radiant Power) is the total energy emitted, re-

ceived or transmitted by a surface per unit time and its unit is Watts(W).

Radiance Radiance(L) is the radiant power emitted, re�ected, received or trans-

mitted by a surface in a particular direction. The direction is de�ned by solid angle

and its unit isW=(m2sr).

Irradiance Irradiance(E) is the total radiant power received by a surface per unit

area and its unit isW=m2.
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2.2 Monte Carlo ray tracing

Monte Carlo ray tracing is a rendering technique that is used to simulate light be-

haviour and it results in photo-realistic images [24], [25]. In order to establish real-

ism, near-in�nite number of light rays must be integrated over to determine the color

of a point on a non-perfect re�ector surface. Monte Carlo ray tracing utilizes im-

portance sampling to mimic the material characteristics of the surface. This way, a

realistic rendering result is obtained with a �nite number of ray samples.

Given an integral as in Eqn. (2.1)

I =
Z



f (x) dx (2.1)

I can be approximated usingN samplesX 1; X 2; :::; X N as shown in Eqn. (2.2) where

p denotes the Probabilistic Density Function (PDF) ofx.

FN =
1
N

NX

i =1

f (X i )
p(X i )

(2.2)

FN is called the Monte Carlo Estimator. This approximation can also be applied to

the rendering equation [26] provided in Eqn. (2.3) to obtain a numerical solution as

in Eqn. (2.4).

Lo(x; ! o) = Le(x; ! o) +
Z



f r (x; ! i ; ! o)L i (x; ! i )(n � ! i ) d! i (2.3)

Lo(x; ! o) is the outgoing radiance in direction! o. Le(x; ! o) is the emitted radiance

from surface pointx in direction! o. 
 represents all directions in the hemisphere.

L i (x; ! i ) is the incoming radiance to surface pointx in direction ! i . f r (x; ! i ; ! o)

is the Bidirectional Re�ectance Distribution Function (BRDF).n is the normal of

surface pointx.

Lo(x; ! o) � Le(x; ! o) +
1
N

NX

s=1

f (x; ! s; ! o)
p(! s)

L i (x; ! s)( ! s � n) (2.4)
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Figure 2.1: Rendering equation illustration.

! s is the direction that is generated with importance sampling [27].

Bidirectional Re�ectance Distribution Function (BRDF) BRDFf r (x; ! i ; ! o) de-

�nes how light is re�ected at surface pointx [28]. It is a material property and it might

be very complex for certain materials. However in this thesis, only Lambertian Dif-

fuse BRDF is used. Lambertian Diffuse BRDF
�
�

de�nes a perfect diffuse surface

that re�ects the received light in all directions equally.� is the diffuse albedo.

Importance sampling Instead of sampling all directions uniformly, strategically

biasing the sampling towards directions that have a higher impact is called importance

sampling [24]. It usually involves choosing a PDF that is proportional to the function

that is sampled.

In the following sections that belong to background information, uniform sampling of

the hemisphere is assumed for the sake of consistency, thusp(! s) =
1
�

is used. How-

ever, in the following sections that belong to the implementation of the algorithms,

p(! s) =
cos(n; ! s)

�
is used. This is because in the implementation, hemisphere is

sampled with "Hammersley ray sequence with cosine weights".

Eqn. (2.4) can be rewritten for uniform sampling as shown in Eqn. (2.5) and for

cosine-weighted sampling as shown in Eqn. (2.6), with the assumption of a non-

emissive surface.
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Lo(x; ! o) �
�
N

NX

s=1

L i (x; ! s)( ! s � n) (2.5)

Lo(x; ! o) �
�
N

NX

s=1

L i (x; ! s) (2.6)

2.3 Environmental lighting

Environmental lights represent a lighting distribution over a hemisphere or sphere.

This distribution captures distant illumination and it can be accessed through an en-

vironment map [29], [30]. An environment map can be visualized as a spherical light

source that encloses all of the objects in the scene. Environment maps exist in various

forms such as cube maps and spherical maps. They can be stored in and accessed

from textures [31]. Examples of environment maps can be seen in Figure 2.2.

Figure 2.2: Radiance environment maps [2].

The radiance calculation of surface pointx in the direction! is provided in (2.7) [3],

with visual representation Figure 2.3 .

L r (x; ! ) =
Z



Lenv(! 0)f r (x; ! 0; ! )V(x; ! 0)(n � ! 0) d! 0 (2.7)

In this equation
 represents all directions in the hemisphere andf r is the BRDF.

V(x; ! 0) is the visibility of the light source from surface pointx in the direction! 0
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Figure 2.3: Environmental lighting [3].

and it is 1 if x is visible, 0 if x is occluded. In other words,V(x; ! 0) is 0 if ray

(x; ! 0) intersects scene geometry.L i (! 0) is the incoming radiance in direction! 0.

Value ofLenv(! 0) is obtained from the environment map, but in this thesis we use an

approximation [4] which is explained in the next section.

2.4 Irradiance map approximation

In [4], authors propose an approximation to speed up the rendering of diffuse objects

under environment lighting. When Monte Carlo ray tracing method is used with

Lambertian diffuse BRDF as implemented in this thesis, the calculation in (2.7) can

be simpli�ed [7] to obtain incoming irradianceE at surface pointx as shown in Eqn.

(2.8)

E(x) =
Z


 +
L i (! i )V(x; ! i )(n � ! i ) d! i (2.8)

In this equation
 + represents the hemisphere around normal vectorn of surface point

x. V(x; ! i ) is the visibility. L i (! i ) is the incoming radiance in direction! i . Value of

L i (! i ) is obtained as follows.
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In [4], authors neglect the effect of shadows and near-�eld illumination. Hence they

simplify irradiance down to a function of surface normaln as shown in Eqn. (2.9).

E(n) =
Z


 +
L(! )(n � ! ) d! (2.9)

Because of this representation, authors are able to parameterizeE andL by the direc-

tion (�; � ) on the unit sphere. In the following section, details about the parameteri-

zation are provided.

2.4.1 Spherical Harmonics in Radiance and Irradiance approximation

Spherical harmonics are functions that de�ne an orthonormal basis on the unit sphere

[32]. They are analogous to Fourier transform. Where spherical harmonics provide

a decomposition for the functions de�ned over the unit sphere, Fourier transform

provides a decomposition for function de�ned in one-dimensional domain. Spherical

harmonics are particularly useful when diffuse BRDF is considered, because they

effectively represent low frequency lighting distribution.

Spherical harmonics coef�cients and parameterization by direction(�; � ) are used to

construct radiance and irradiance expressions in Eqns (2.10) and (2.11):

L(�; � ) =
X

l;m

L lm Ylm (�; � ) (2.10)

E(�; � ) =
X

l;m

E lm Ylm (�; � ) (2.11)

L lm andE lm are the coef�cients.Ylm (�; � ) are the spherical harmonics basis func-

tions, withl � 0 and� l � m � l . In [4] 2nd order spherical harmonicsl = 0; 1; 2

are used, therefore �rst 9 terms ofYlm (�; � ) as shown in Table 2.1 are suf�cient for

approximation. This approximation results in average 1% RMSE and maximum 5%

RMSE.

Visualization of spherical harmonics is provided in Figure 2.4 [4]. Positive values
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Table 2.1: Spherical harmonics.

l m Ylm (�; � ) numerical value

0 0 Y00(�; � ) 0.282095

1 -1 Y1� 1(�; � ) 0.488603x

1 0 Y10(�; � ) 0.488603z

1 1 Y11(�; � ) 0.488603y

2 -2 Y2� 2(�; � ) 1.092548xy

2 -1 Y2� 1(�; � ) 1.092548yz

2 0 Y20(�; � ) 0.315392(3z2 � 1)

2 1 Y21(�; � ) 1.092548xz

2 2 Y22(�; � ) 0.546274(x2 � y2)

(x; y; z) = ( sin�cos�; sin�sin�; cos� )

are shown in green, negative values are shown in blue. Illumination of a model using

spherical harmonics is provided in Figure 2.5 [4].

Figure 2.4: 2nd order spherical harmonics [4].
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Figure 2.5: Illuminated model [4].

2.4.2 Rendering with Spherical Harmonics approximation

Authors in [4] de�ne the termA = ( n � ! ) and they show that the relationship between

E lm andL lm is expressed as in Eqn. (2.12).

E lm = Â lL lm (2.12)

Hence irradiance can be represented as in Eqn. (2.13).

E(�; � ) =
X

l;m

Â lL lm Ylm (�; � ) (2.13)

Values ofÂ l are provided as:̂A0 = 3:141593, Â1 = 2:094395, Â2 = 0:785398.

Since 2nd order spherical harmonics are used, irradiance can be expressed as in Eqn.

(2.14) wheren t = ( x; y; z; 1).

E(n) = n tME n (2.14)

Matrix ME is obtained by expanding Eqn. (2.13).
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ME =

2

6
6
6
6
6
4

c1L22 c1L2� 2 c1L21 c2L11

c1L2� 2 � c1L22 c1L2� 1 c2L1� 1

c1L21 c1L2� 1 c3L20 c2L10

c2L11 c2L1� 1 c2L10 c4L00 � c5L20

3

7
7
7
7
7
5

c1 = 0:429043 c2 = 0:511664 c3 = 0:743125

c4 = 0:886227 c5 = 0:247708

(2.15)

Constants are obtained by using the values ofÂ l and using the values in Table 2.1.

By taking this method one step further [33], one can show that radiance can be ex-

pressed as:

L(n) = n tM L n (2.16)

WhereM L is de�ned in Eqn. (2.17), thanks to the expression in Eqn. (2.12).

M L =

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

c1

Â2

L22
c1

Â2

L2� 2
c1

Â2

L21
c2

Â1

L11

c1

Â2

L2� 2
� c1

Â2

L22
c1

Â2

L2� 1
c2

Â1

L1� 1

c1

Â2

L21
c1

Â2

L2� 1
c3

Â2

L20
c2

Â1

L10

c2

Â1

L11
c2

Â1

L1� 1
c2

Â1

L10
c4

Â0

L00 �
c5

Â2

L20

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

(2.17)

MatricesME andM L are used in the fragment shader of our implementation. For

details, refer to Section 3.3.2.1.

2.5 Hammersley Sequence

Hammersley sequence is a low discrepancy sequence that is used in Quasi-Monte

Carlo integration [34]. It provides points in range(0; 1) and results in a more uniform
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distribution compared to a completely random set of points.

For integersN � 1 andb1; :::; bs� 1 � 2, and for a dimensions � 2, the N-element

Hammersley point set in the basesb1; :::; bs� 1 is given by

xk = ( k=N; � b1 (k); � b2 (k); :::; � bs� 1 (k)) for k = 0; 1; :::; N � 1 (2.18)

where� b(k) is de�ned as the radical inverse function in baseb[35].

Since 2-dimensional Hammersley sequence is utilized in this work, a more in depth

examination is provided in the following.

xk = ( k=N; � 2(k)) for k = 0; 1; :::; N � 1 (2.19)

In Eqn. (2.19) the second term ofxk is radical inverse in base 2, this is also known as

Van der Corput sequence [36]. First few terms of Van der Corput sequence is given

in Table 2.2

Table 2.2: Van der Corput sequence.

k base 2 � 2(k)

1 001 0.100 = 1/2

2 010 0.010 = 1/4

3 011 0.110 = 3/4

4 100 0.001 = 1/8

5 101 0.101 = 5/8

6 110 0.011 = 3/8

7 111 0.111 = 7/8

... ... ...

To calculate the radical inverse in base 2 ofk, �rst the order of the bits ofk are

reversed. Then it is divided by2n wheren is the number of bits to representk.
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In this thesis, cosine weighted 2-dimensional Hammersley sequence is used to create

N points on unit hemisphere.

2.6 Octahedral mapping

In this method the surface of a sphere is mapped to a 2D square surface [5]. The

sphere surface is �rst mapped to an octahedron. The top part of the octahedron (+z) is

projected down to z=0 plane and the bottom part (-z) is unwrapped, forming a square

on the z=0 plane [37]. This process is visualized in Figure 2.6.

Figure 2.6: Octahedral mapping of sphere surface [5].

In this thesis, octahedral mapping is used to store occlusion and visibility masks in

textures. Mapping of directions on a unit sphere into 2D array is provided in Figure

2.7.

Figure 2.7: Octahedral mapping of sphere into 2D array [6].
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2.7 Blue noise

Blue noise is a type of random signal that has predominantly high frequency com-

ponents and it helps to reduce visible artifacts in images [38], making it useful for

computer graphics applications. Since low frequency noise is easier to detect by the

human eye, blue noise provides more pleasant results.

Since Hammersley sequence provides the same ray samples for each point sample

on the model, authors of [7] decided to randomly rotate the ray samples around the

normal of the point sample to avoid patterns.

In this thesis, precomputed blue noise textures are sourced from [39].

2.8 Terminology for GPU Programming with Vulkan

2.8.1 Compute shader

Compute shaders allow the user to exploit parallel processing capabilities of the GPU

for operations beyond rendering related tasks [40]. Since precomputation algorithm

requires numerous parallel computations but does not necessitate direct access to ren-

dering pipeline, compute shaders are quite suitable for our implementation. To initiate

the execution of the compute shader, "dispatch" commands are utilized.

2.8.2 Pipeline

In Vulkan, a pipeline is used to de�ne the con�guration of shader stages and the data

�ow between them [41]. 2 main types of pipelines are the graphics pipeline and

compute pipeline. Graphics pipeline handle rendering tasks and compute pipelines

handle custom parallel processing tasks. Vertex and fragment shaders are included in

the graphics pipeline and compute shaders are included in compute pipeline.
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2.8.3 Command buffer

Command buffers are used for recording commands and they are submitted to the

queues for execution on the GPU [41]. In this thesis for compute tasks, compute

shader dispatch commands and pipeline barriers are submitted to compute command

buffers. For graphics tasks, rendering commands and pipeline barriers are submitted

to graphics command buffers.

2.8.4 Queue

In Vulkan, operations require commands to be submitted to queues for execution [41].

Each queue family allows submission of speci�c type of commands. Depending on

the hardware, different queues for compute and graphics tasks might be created.

2.8.5 Invocation & Workgroup

A compute shader invocation refers to the execution of a single compute shader [40].

Invocations (or threads) are grouped together to form local workgroups. Shader in-

vocations in a local workgroup can share resources and synchronize through the use

of barriers. Number of workgroups is determined with the dispatch command. Size

of workgroup, which is synonymous with the number of invocations is de�ned in the

compute shader.

2.8.6 Uniform buffer object

A Uniform Buffer Object (UBO) is used for transferring data from CPU to GPU. A

common use case for UBOs is the transfer of model, view, projection matrices to the

vertex shader. Shaders have read-only access these buffers and their values can be

updated dynamically by the CPU at runtime.
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2.8.7 Shader storage buffer object (SSBO)

A Shader Storage Buffer Object (SSBO) is a buffer that is accessed by shaders for

read and write operations [41]. Its size can be arbitrarily large and they are used to

transfer information between shaders. In this thesis, SSBOs are used abundantly since

they allow for the manipulation and transfer of large amounts of precomputation data

between shaders.

2.8.8 Image

Images are multidimensional arrays of data that are accessible by shaders. Images

can be used to create framebuffers for graphics tasks, but they can also be utilized for

various image processing tasks [41]. In this thesis, image arrays are used to store the

DVF.

2.8.9 Acceleration structure

Acceleration structures are utilized for ef�cient management of scene geometry in

implementations that employ ray intersection queries [41]. Since ray intersections

are frequently utilized throughout this thesis, acceleration structures play a signi�cant

role in the implementation. They allow for the update of scene geometry, therefore

they enable the use of dynamic scenes.

In this thesis a bottom level acceleration structure (BLAS) and a top level acceleration

structure (TLAS) are utilized. BLAS reads geometry data and determines bound-

ing boxes, it is essentially an array of geometry data. TLAS is used for instancing

multiple BLAS at transformed locations and it is essentially an array of instances.

Acceleration structures require update when scene vertices are updated.

2.8.10 Descriptor set

A descriptor set is used for grouping resources such as UBO, SSBO, Image, Texture,

Acceleration structure into sets [41]. Descriptor sets enable shader access to these
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resources, therefore providing data �ow to and from shaders.

2.8.11 Barrier

There are 2 types of barriers that are mentioned in this thesis.

2.8.11.1 Compute shader workgroup synchronization barrier

Barriers are utilized to achieve synchronization among shader invocations that work

on a shared variable [40]. Although invocations within a workgroup are executed in

parallel, it is not guaranteed whether they execute all of the functions at the exact

same time. However, they can be synchronized with the functionbarrier() [42]. In-

vocations will wait until all of them reach thebarrier() function to continue with the

operation. This function is used in pre�x sum shaders that are introduced in following

sections.

2.8.11.2 Pipeline barriers

Pipeline barriers are utilized to ensure proper synchronization of execution of dif-

ferent stages in compute and graphics pipelines [41]. 2 types of pipeline barriers

are execution barriers and memory barriers. Since memory management is complex

and there are many caches and other memory components, memory barriers must be

used together with execution barriers when buffers or images are accessed by mul-

tiple shaders. These barriers are placed in command buffers before or after shader

dispatches or draw commands. Numerous barriers are employed in this thesis.

2.8.12 Atomic operations

An atomic operation is a single, indivisible operation and it is executed without inter-

ruption. In the context of parallel processing, atomic operations are particularly use-

ful when mitigating race conditions and ensuring the validity of data shared among

multiple threads. In this thesis, atomic operations are used when multiple compute

19



shaders are operating on the DVF simultaneously. Details are discussed in following

sections.
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CHAPTER 3

PRECOMPUTED DVF

In this chapter, algorithms employed in [7] are introduced. Our implementation of the

algorithms is provided with illustrations, and deviations from the original methods

are discussed in detail. This chapter serves as a baseline because it provides the

foundational methodology that undergoes enhancement in subsequent chapters.

In [7], authors address the challenges of achieving real-time results with environmen-

tal lighting due to the necessity of tracing numerous rays. They argue that evalua-

tion of visibility function is the key for rendering with environmental lighting. As

a solution, they present precomputed Discrete Visibility Fields (DVF) that store the

visibility information of static scenes in a uniform grid.

3.1 Fundamental concept

Figure 3.1: Fundamental concept.

Prior to proceeding with the details of the algorithms, the fundamental concept used in
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[7] is presented in Figure 3.1. This study bene�ts from visibility function to accelerate

the rendering process by minimizing the number of traced rays. If the surface point is

mostly occluded such as the pointP1 in Figure 3.1, visible rays are traced to calculate

the irradiance. If the surface point is mostly visible such as the pointP2 in Figure 3.1,

occluded rays are traced to calculate occluded irradiance, then this value is subtracted

from total irradiance to obtain the actual irradiance.

Visible and occluded directions in the vicinity of the point, as well as whether the

points in that vicinity are mostly occluded or not, are calculated in the precomputation

stage.

3.2 Algorithms & Methods

Two algorithms are introduced in [7]: precomputation and runtime. An overview of

the algorithms is presented in Figure 3.2. In precomputation phase, they create the

DVF that stores an approximation of the visibility of geometry contained within each

grid cell. In runtime phase, the information stored in DVF is utilized to reduce the

number of traced rays. With this method, they achieve real-time rendering results.

Figure 3.2: Overview of algorithms in [7].
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3.2.1 Precomputation algorithm

The precomputation algorithm used in [7] is provided in Algorithm 1. The input of

the algorithm is the mesh to be rendered, output is the DVF.

First, surface of the mesh is uniformly sampled andNp points are generated. For each

of these points,Nr rays are generated around the normal vector using Hammersley

sequence with cosine weights. Each of these rays are rotated randomly around the

normal, and they are traced. Octahedral map index of the ray is found by octahedral

mapping. If ray intersects with the scene, 1 is written toOO
s (s) in the corresponding

index. If ray does not intersect with the scene, 1 is written toOV
s (s) in the corre-

sponding index.

After OV
s (s) andOO

s (s) for all points are created,OV
c (c) andOO

c (c) are created and

initialized with zero.OV
s (s) andOO

s (s) of all the point samples that fall into the same

grid cell are merged with OR operation to formOV
c (c) andOO

c (c). Illustration of this

OR operation is presented in Figure 3.3.

As the last step, occlusion labellocc(c) of each grid is found by comparing the total

number of occluded and visible directions stored inOV
c (c) andOO

c (c).

Figure 3.3: Merging operation of octahedral maps [7].
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Algorithm 1: Precompute the DVF [7]
Input : surface meshM , N r ray samplesR 1 ; R 2 ; :::; R N r

Output: precomputed DVFV

1 createNp point sampless1 ; s2 ; :::; sN p onM

2 create octahedral mapOV
s (s) storingVs (s; w) for eachs

3 create octahedral mapOO
s (s) storingOs (s; w) for eachs

4 set all pixels ofOV
s (s) andOO

s (s) as 0

// Create masks of point samples

5 foreachpoint sample s = ( p; n) do

6 foreach ray R = ( p; w) do

7 randomly rotateR alongn

8 projectw to unit square using octahedral mapping

9 if R intersects scene geometry then

10 set the corresp. pixel inOO
s (s) as 1

11 else

12 set the corresp. pixel inOV
s (s) as 1

13 end if

14 end foreach

15 dilateOV
s (s) by one pixel

16 dilateOO
s (s) by one pixel

17 end foreach

18 construct a uniform gridG for M

19 create octahedral mapOV
c (c) for each grid cellc

20 create octahedral mapOO
c (c) for each grid cellc

21 set all pixels ofOV
c (c) andOO

c (c) as 0

// Merge masks inside a grid cell

22 foreachpoint sample s = ( p; n) do

23 locate the grid cellc by p

24 foreachpixel in the octahedral maps of c do

25 Vc (c; w)  Vc (c; w) _ Vs (s; w) Oc (c; w)  Oc (c; w) _ Os (s; w)

26 end foreach

27 end foreach

// Compute occlusion labels

28 foreachgrid cell c in G do

29 r occ (c) =
Nocc (c)

Nocc (c) + N vis (c)
if r occ (c) > 0:5 then

30 locc (c) = 1

31 else

32 locc (c) = 0

33 end if

34 end foreach
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3.2.2 Runtime algorithm

The runtime algorithm used in [7] is provided in Algorithm 2. Runtime algorithm is

implemented in the fragment shader. Precomputed DVF is used as an input for this

algorithm. RadianceL i (! ) and unshadowed irradianceEunshad (n) terms are calcu-

lated with precomputed constant values. These precomputed values are obtained with

irradiance map approximation method which is discussed in detail in Section 2.4.

To calculate incoming irradianceE(x) of fragmentx, �rst the grid cellc containingx

is found andlocc(c) is obtained.Nr rays are generated around the normal vector using

Hammersley sequence with cosine weights. Each of these rays are rotated randomly

around the normal, and octahedral map index of the ray is found. VisibilityVc(c; w)

and occlusionOc(c; w) masks are extracted from the precomputed DVF.

If the number of occluded directions in the cellc are is larger than the number of

visible directions (locc(c) = 1 ), ray is traced only if its direction is visible in cellc.

Or, if the number of visible directions in the cellc are is larger than the number of

occluded directions (locc(c) = 0 ), ray is traced only if its direction is occluded in cell

c. As a result, eitherE(x) or Eocc(x) is obtained respectively.

If locc(c) = 1 , E(x) is found by subtracting occluded irradianceEocc(x) from un-

shadowed irradianceEunshad (n).

3.3 Implementation of algorithms

In order to replicate the results in [7], precomputation algorithm was executed on

CPU and runtime algorithm was executed on GPU. Precomputation is implemented

using Open3D library [43] in Python. Rendering is implemented using Vulkan API

[44] in C++.

Open3D was chosen as the supplementary library because it provides mesh modi�ca-

tion functions as well as a visualization interface. Visualization option was vital for

debugging purposes and ensuring the accuracy of each step. Furthermore, Open3D

was considered as a favourable option because it is a C++ library that contains Python
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Algorithm 2: Rendering with the precomputed DVF [7]
Input : precomputed DVFV, incoming radiance of environment mapL i (! ), fragment positionx, fragment

normaln, N r randomly rotated ray samplesR 1 ; R 2 ; :::; R N r

Output: incoming irradianceE (x)

1 E (x)  0

2 Eocc (x)  0

3 locate the grid cellc by x

4 fetch occlusion labellocc (c) from V

5 foreach ray R = ( x; w) do

6 projectw to unit square using octahedral mapping

7 fetch visibility and occlusion masksVc (c; w); Oc (c; w)

// More than half pixels are occluded

8 if locc (c) = 1 then

// Trace inside visible region

9 if Vc (c; w) = 1 then

10 traceR

11 if R does not intersect scene geometry then

12 E (x)  E (x) +
1

N r
L i (! )

13 end if

14 end if

15 else

// Trace inside occluded region

16 if Oc (c; w) = 1 then

17 traceR

18 if R intersects scene geometry then

19 Eocc (x)  Eocc (x) +
1

N r
L i (! )

20 end if

21 end if

22 end if

23 if locc (c) = 0 then

24 evaluateEunshad (n) by n andE

25 E (x)  Eunshad (n) � Eocc (x)

26 end if

27 end foreach
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bindings. Python compatibility was important for rapid development. C++ compat-

ibility was important for optimized performance. However, C++ compatibility was

never explored because after precomputation was completed with Python, it was de-

cided to implement precomputation in GPU in order to provide support for animated

models.

3.3.1 Precomputation implementation

Details of the Python implementation with Sponza scene [45] are provided below with

mention of the deviations from Algorithm 1. This study is carried out to compare re-

sults with [7] and ensure that implementation is carried out correctly. The parameters

are taken from results section in [7].

� Grid dimensions are77; 48; 34. Grid cell is a cube with side length50. Center of

the grid(grid _center ) is found by averaging minimum and maximum bounds

of the scene. Minimum point of the grid is then found as

grid _min = grid _center �
grid _dim

2
� cell_side_length

� Octahedral map size is set as18x18(oct_map_width = 18).

� Array arr _dvf is created with dimensions

(grid_dimy; oct_map_width � grid_dimz; oct_map_width � grid_dimx )

This array will be used to construct DVF. DVF will be stored asgrid_dimy

many images. DVF storage method is illustrated in Figure 3.4.

� 10.000.000 points on the mesh are sampled withsample_points_uniformly()

function of Open3D library [43].

� 128 raysR1; R2; :::; R128 are generated around the normal�n = (0 ; 1; 0) with

cosine weighted Hammersley sequence.

In Figure 3.5 blue line represents the normal and pink points represent the Ham-

mersley points on the hemisphere.

� For each point samples(p; n):
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Figure 3.4: DVF storage in images.

Figure 3.5: Hammersley rays.

– 2 18x18 arrays are initialized with 0. These arrays represent the octahedral

maps and they are called occlusion mapOO
s (s) and visibility mapOV

s (s).

– 128 raysR1; R2; :::; R128 are rotated so that their normal aligns with the

normal n of the point samples [46]. Then they are randomly rotated

around normaln usingrandint(0,359)and [47], and raysR 1; R 2; :::;R 128

are obtained.

Result of this method for multiple point samples is presented in Figure 3.6

– cast_rays([R 1; R 2; :::;R 128]) function of Open3D library is used to ac-

quire ray intersection results [int R 1 ; int R 2 ; :::; int R 128 ].

– for each rayR i = ( p; ! ):
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Figure 3.6: Hammersley rays for 1000 point samples.

� Octahedral map coordinates(u; v) = f u; v 2 R : � 1 � u � 1; � 1 �

v � 1g of rayR i = ( p; ! ) are found using! .

� Array indices forOO
s (s) and OV

s (s) are found by mapping range

[� 1; 1] to rangef 0; 1; :::; 17g. (u; v) is multiplied by 9 and incre-

mented by 9, then the result is rounded down to obtain integer values.

� If ray intersects with the scene (int R i = 1), OO
s (s; w) = 1 . Other-

wise,OV
s (s; w) = 1 .

Examples of octahedral maps are provided in Figure 3.7.

– In the original algorithmOO
s (s; w) andOV

s (s; w) are dilated by 1 pixel.

However this step is skipped in our implementation. Detailed discussion

is provided in Section 3.3.1.1

– Grid cellc that the point sample belongs to is found by using the following
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Figure 3.7: Octahedral map examples.

information:cell _idx = ( p � grid _min )=cell_side_length

– Octahedral maps of the point sampleOO
s (s) andOV

s (s) are OR'ed with

grid cell's octahedral mapsOO
c (c) andOV

c (c).

Grid cell's octahedral maps are stored in arrayarr _dvf indexed with:

[cell_idx y;

(cell_idx z � oct_map_width ) : (( cell_idx z + 1) � oct_map_width );

(cell_idx x � oct_map_width ) : (( cell_idx x + 1) � oct_map_width )]

OV
c (c) is stored in bit 7 andOO

c (c) is stored in bit 6.

� For each grid cellc:

– Occlusion mapOO
c (c) values are summed to obtainnocc.

– Visibility map OV
c (c) values are summed to obtainnvis .

– locc is found by comparingnocc andnvis as in Algorithm 1.

– locc is written to bit 5 to the region ofarr _dvf that corresponds toc.

� For each layer in DVF (cell_idx y):

– arr _dvf [cell_idx y; :; :] is saved asImage_cell_idx y

Figure 3.8 is provided for clari�cation on occlusion map storage pixels.

One layer of precomputed DVF is presented in Figure 3.9.
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Figure 3.8: DVF information storage in pixels.

Figure 3.9: One layer of precomputed DVF.

3.3.1.1 Reason for skipping dilation step

Authors of [7] were contacted about dilation method clari�cation. They mentioned

that they duplicate border values in order to obtain 20x20 maps. The reason is be-

cause they query the nearest pixel in the octahedral map using the projected ray di-

rection. However, the querying method in our precomputation implementation maps

range[� 1; 1] to f 0; 1; :::; 17g directly. Furthermore, in our runtime implementation
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texelFetch() function [42] is used. This function allows direct pixel value access,

therefore dilation of octahedral mapsOO
s (s) andOV

s (s) is not necessary.

3.3.2 Runtime implementation

As mentioned in [7], the runtime algorithm is implemented with Vulkan Ray Tracing

[48]. In our implementation, Sascha Willems' Vulkan repository was used [49] as

reference. Examples in Table 3.1 were combined.

Table 3.1: Utilized examples.

Example where used

glTF scene rendering To render Sponza scene [45]

Ray query To check ray intersections

Texture arrays To read precomputed DVF

Texture mapping To read blue noise texture

After the examples mentioned above were combined, fragment shader was constructed.

Details are provided below.

For fragment with positionx and normaln:

� Octahedral map size is set as18x18(oct_map_width = 18).

� 128 raysR1; R2; :::; R128 are generated around the normal�n = (0 ; 1; 0) with

cosine weighted Hammersley sequence.

� Random rotation anglerand_angle is sampled from blue noise texture (refer

to Section 3.3.2.3) withgl_FragCoord.xydivided by viewport dimensions as

uv coordinates.

� The grid cellc that containing fragment is obtained by using the same method

as in precomputation implementation.

� for each rayRi = ( x; ! 0):
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– RayRi is rotated so its their normal aligns with the normaln of the frag-

ment [46]. Then it is randomly rotated around normaln usingrand_angle

[47], and rayR i = ( x; ! ) is obtained.

– Octahedral map indicesoct_map_idx:xy of this ray are obtained by using

the same method as in precomputation implementation.

– The value in precomputed DVF stored in texture array (oct_map_value)

is accessed using functiontexelFetch()[42] with texture coordinates

(oct_map_width � cell_idx x + oct_map_idx:x;

oct_map_width � cell_idx z + oct_map_idx:y;

cell_idx y)

– By using rayQuery [48], ray tracing method in Algorithm 2 is imple-

mented with values:

locc = oct_map_value bit 5

O(c;! ) = oct_map_value bit 6

V(c;! ) = oct_map_value bit 7

L i (! ) = ! T M L !

Eunshad (n) = nT ME n

(refer to Section 3.3.2.1 for details aboutME andM L )

� E(x) is multiplied with the texture color of Sponza to obtainoutFragColor

3.3.2.1 Irradiance map coef�cient calculation

In [7], Uf�zi Gallery environment map [2] is used to illuminate the scene. In order

to calculate spherical harmonics coef�cientsL lm for Uf�zi Gallery environment map,

pre�ltering.c in the supplementary material of [4] is used with the little endian ver-

sion of the probe. To cross check the validity ofpre�ltering.c, coef�cients for Grace

Cathedral probe [2] is calculated and compared to the values in [4].

By usingL lm values,ME andM L are calculated for red, green and blue channels.

These arrays are embedded to the fragment shader. To �ndEunshad (n), ME and

normal vector is used. To �ndL i (! ), M L and rayR = ( x; ! ) is used.

For details aboutL lm , ME andM L , refer to Section 2.4.
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3.3.2.2 Texture array generation

Texture arraysexample [49] requires a texture array in ktx format [50] as an input.

The texture array is created using the DVF images obtained in precomputation imple-

mentation withtoktx from KTX Tools [51].

3.3.2.3 Blue noise texture generation

Textureexample [49] requires a texture in ktx format [50] as an input. This texture

is created using blue noise texture512_512/LDR_RG01_0.png[39] with toktx from

KTX Tools [51].
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CHAPTER 4

PRECOMPUTED DVF FOR DYNAMIC SCENES

In this section, the major contribution of this thesis is presented. In [7], precom-

putation is performed in the CPU. Because of this, the method is not applicable to

dynamic scenes. In this section, we present our methodology for precomputation

implementation in GPU, enabling the use of precomputed DVF in dynamic scenes.

Precomputation method can be divided into 3 main steps:

� Generating random points uniformly on mesh surface

� Creating multiple rays for each point and tracing them

� Creating octahedral maps using ray intersection results

Generating random points uniformly on mesh surface requires a sampling strategy

based on triangle area weights. This requires prior knowledge of the area of each

triangle, the sum of total mesh surface area, and the total number of points to be sam-

pled. After the number of point samples for each triangle is calculated, coordinates

for point samples must be generated randomly. For each of these points, rays must be

generated with Hammersley sequence and they must be traced. Occlusion and visi-

bility results must be written to an image array in the GPU. Lastly, occlusion labels

must be determined.

We introduce a compute shader based solution to manage all of the mentioned tasks

and perform precomputation on the GPU. Since Vulkan is used for implementing

runtime algorithm in the previous chapter, the common environment is preferred for

ef�cient synchronization and fast data transmission. For dynamic scenes, we present a
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proof of concept CPU animation approach where the CPU updates the scene vertices

each frame while the GPU handles rendering and other computational tasks. For

completeness, we also include the graphics pipeline and synchronization methods.

4.1 Methodology

We present an overview of our methodology in Figure 4.1. First, initialization tasks

are carried out by the CPU. Then, rendering loop takes effect. Compute commands

for DVF precomputation are executed by the GPU. Once DVF is ready, graphics

commands are executed by the GPU and the frame is rendered. After that, CPU

updates scene vertex information and consequent resources for animation.

Figure 4.1: Method overview.
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4.1.1 Compute pipelines

Compute pipelines are comprised of 5 pipelines that each include a compute shader,

as shown in Table 4.1. Actual precomputation algorithm is implemented in compute

shaders 4 & 5. Preceding shaders are used for providing the necessary data such as

the triangle areas, sum of the areas, and triangle normals to shaders 4 & 5.

Table 4.1: Compute shaders.

# Task Dispatch method

1 Calculate triangle areas and normals per triangle

2 Calculate partial sum of areas (Up Sweep) based on SSBO size

3 Calculate cumulative sum of areas (Down Sweep) based on SSBO size

4 Create DVF per triangle

5 Compute occlusion labelslocc (Parallel sum reduction) per grid cell

In Figure 4.2, compute shaders and resource accesses are provided. Compute shaders

are represented with blue boxes. Compute shaders are dispatched sequentially, and

they alter the state of the resources when they are invoked. Column to the left side of

the purple arrow shows the state of resources before that compute shader invocation.

In the same column, read/write access type of the shader is also presented. For exam-

ple, Compute Shader 1 reads data fromVertices SSBOandIndices SSBOand writes

data toAreas SSBOandNormals SSBO. The resources that are modi�ed by a certain

shader are marked with red arrows.

Values ofVertices SSBOand Indices SSBOare determined by the CPU. Compute

Shader 1 is dispatched per triangle and it calculates the area and the normal of the

triangle, and it writes those values intoAreas SSBOandNormals SSBO. Compute

Shader 2 & 3 are dispatched per certain precalculated parameters which are discussed

in detail in the following sections. They are dispatched sequentially and together they

calculate the cumulative sum of areas. They operate in-place onAreas SSBO, and

the total sum value is written toAreas sum SSBO. Compute Shader 4 constructs the

visibility and occlusion masks by accessingAcceleration structureand Blue noise
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texture, then stores masks inDVF Masks Image Array. Compute Shader 5 calculates

occlusion labels and stores them inOcclusion label SSBO. Then, graphics pipeline

gains access toDVF Masks Image ArrayandOcclusion label SSBOto read precom-

puted DVF information. After the frame is rendered, CPU updatesVertices SSBO

andAcceleration structurewith animated vertex values, then clearsAreas SSBOand

Areas sum SSBO.

There are pipeline barriers placed between compute shaders that share resources. This

way synchronization among compute shaders is established. For example, Compute

Shader 2 is not executed untilAreas SSBOandNormals SSBOare written by Compute

Shader 3.

Figure 4.2: Compute pipelines.
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4.1.1.1 Compute Shader 1: Calculate triangle areas and normals

This shader is dispatched per triangle. Triangle area and normal is calculated and

written to respective location inAreas SSBOandNormals SSBO.

4.1.1.2 Compute shaders 2 & 3: Adaptive pre�x sum

Compute Shaders 2 & 3 calculate the cumulative sum of triangle areas as illustrated

in Figure 4.3. Pre�x sum algorithm is employed for parallel sum operation.

Figure 4.3: Cumulative sum of triangle areas.

Parallel pre�x sum Parallel pre�x sum is an algorithm that leverages parallel pro-

cessing capabilities to calculate the cumulative sum of an array [52]. It is comprised

of 2 parts: Up-sweep and down-sweep. In up-sweep (reduce) phase partial sums are

calculated and in down-sweep (distribute) phase these partial sums are used to update

values in the array. Figure 4.4 is provided for clarity.AM ::N symbolizes the sum of

elements fromAM to AN .

Both parts of the pre�x sum can be executed within a single compute shader. How-

ever, local size of a compute shader is limited bymaxComputeWorkGroupInvocations
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Figure 4.4: Parallel pre�x sum demonstration.

and this number depends on the hardware [42]. In our implementationmaxCompute-

WorkGroupInvocationsis 1024, meaning that a single compute shader can calculate

the cumulative sum of maximum 2048 triangles. This number is too small for the

scenes used our implementation. To overcome this constraint, pre�x sum is divided

into 2 compute shaders. Depending on the triangle number of the scene, Up Sweep

shader and Down Sweep shader are dispatched multiple times.

Compute Shader 2: Up Sweep shader This shader overwritesAreas SSBOwith

multiple partial sum values. In Figure 4.5, an example is illustrated where the work-

group size is de�ned as 2, andAreas SSBOsize is 16. Each color represents the ele-

ments that a speci�c invocation operates on.AM ::N symbolizes the sum of elements

from AM to AN . With each new dispatch, number of skipped elements increase.

Number of dispatches and number of workgroups for each dispatch is determined as

40



shown in Algorithm 3 before compute pipelines are constructed. Each workgroup

operates on the region ofAreas SSBObased on their workgroup ID. After �rst pass,

shaders only operate on the indices ofAreas SSBOthat contain the result of the pre-

vious pass.

Figure 4.5: Up Sweep shader dispatch example.

Algorithm 3: Pre�x sum parameter calculation
Input : N : number of triangles in the scene,

wgSize: workgroup size of Up Sweep shader

Output: pref ixSumPassNum : number of passes needed for pre�x sum shaders,

wgNumPerPass: buffer containing the # of workgroups to dispatch per pass,

pref ixSumInBuf fer : pre�x sum input buffer that CPU copies to GPU

1 largestBufSize = 2 � wgSize

2 pref ixSumPassNum = ceil(loglargestBufSize (N ))

3 buf ferSize = largestBufSize pref ixSumP assNum

4 initialize pref ixSumInBuf fer to 0 with sizebuf ferSize

5 for pref ixSumPassNum timesdo

6 push back(buf ferSize=largestBufSize ) into wgNumPerPass buffer

7 buf ferSize = = largestBufSize

8 end for
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Compute shader 3: Down Sweep shader This shader overwritesAreas SSBOto

construct cumulative sum of areas. In Figure 4.6, an example is illustrated where the

workgroup size is de�ned as 2, andAreas SSBOsize is 16. Each color represents

the elements that a speci�c invocation operates on.AM ::N symbolizes the sum of

elements fromAM to AN . With each new dispatch, number of skipped elements

decrease. Total sum is written toAreas sum SSBO.

Figure 4.6: Down Sweep shader dispatch example.

4.1.1.3 Compute Shader 4: Generate masks of DVF

Preceding shaders act as a prerequisite for the actual DVF precomputation work that is

carried out in Compute Shader 4 and Compute Shader 5. In this shader, occlusion and

visibility masks are created and written to an image array. This shader is dispatched

per triangle with maximum number of local invocations.

First, the number of points to be sampled on the triangle is calculated. If this num-

ber is larger than a certain limit (meaning that the area of the triangle is signi�cantly

large), the workload is distributed among local invocations. Then, points are gen-

erated on the triangle with Hammersley sequence or hash function. For all of these

points,Nr rays are generated using Hammersley sequence. Again, workload of trac-
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ing Nr rays are distributed among local invocations to speed up the process. If there

is a ray intersection,imageAtomicOr()function is used to modify the value in the cor-

responding location in DVF. A list of utilized methods is provided in the following.

Uniform point sampling on mesh surface A triangular mesh is comprised of mul-

tiple triangles. To sample points on mesh surface uniformly, triangle areas must be

taken into consideration. Number of points to sample per triangle can be found as in

Eqn. (4.1).

N (Tk) =

&

NP �
A(Tk)

P NP
i =1 A(Ti )

'

(4.1)

N (Tk) is the number of points that must be sampled on triangleTk . A(Tk) is the area

of triangleTk andNP is the number of total point samples.N (Tk) is calculated by

dividing A(Tk) the total surface area, and rounding the number up. By rounding the

number up, at least 1 point sample is generated on each triangle. This leads to better

coverage of the mesh surface than simply rounding the number.

After N (Tk) is calculated, the method in the next section must be applied to �nd the

coordinates of the point samples on each triangle.

Random point generation on a triangle A random point on the surface a triangle

with vertices(A; B; C ) can be created by generating random valuesr1 & r2 in range

(0; 1) for Eqn. (4.2) [8]. Illustration is provided in Figure 4.7.

Figure 4.7: Random point on triangle [8].
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P = (1 �
p

r1)A +
p

r1(1 � r2)B +
p

r1r2C (4.2)

Hash functions for generating random values In order to implement the method

in the previous section, random numbers must be generated in compute shader. One of

the methods for generating random numbers in GPU for rendering purposes is using

hash functions [53]. Hash functions are favored for several reasons. They generate

suf�ciently different results for adjacent seed values, they are capable of handling

multidimensional inputs and outputs, and they produce results quickly.

Swift execution is important as this is a real-time implementation. Furthermore, other

mentioned reasons are advantageous because seed values for the hash function are

sourced from index buffer in the relevant compute shader. The input to the hash

function is 3 index values so it is multidimensional and it is likely that the input will

contain adjacent values.

Hammersley sequence for generating quasirandom valuesAlternative to hash

functions, Hammersley sequence can be used to generate quasirandom points on the

surface of the triangle, ensuring uniform coverage. Hash function and Hammersley

sequence performances are compared in the results section.

Distributing the workload - point samples If there is considerable variation among

triangle sizes in the mesh, since the number of points to be sampled depends on the

triangle area, the workload will be signi�cantly different for different shader dis-

patches. This leads to an imbalance in the execution times of different workgroups.

The workgroups operating on the triangle with the large area will continue executing

while other workgroups have completed their tasks and are idle. This condition can

be observed in Figure 4.8. This �gure illustrates a scenario where size of triangle

T4 is signi�cantly larger thanT1, T2 andT3. The workgroup operating on point

samplesPS1 � PS11of T4 will spend the longest time.

In order to balance the workload among workgroups, local invocations are utilized

as illustrated in Figure 4.9. Local invocations work on the same triangle and max-
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Figure 4.8: Problem with large triangles.

imum allowed number of point samples per invocation is set as 3 (only for illustra-

tion). When hash function is used to generate random numbers, each invocation uses

different index values as seed values. When Hammersley sequence is used to gen-

erate quasirandom numbers, each invocation starts from their assigned place in the

sequence. Thus, each invocation produces different point samples.

As can be seen in Figure 4.9, total number of point samples for large triangles may

increase. However this does not affect the �nal outcome negatively since more point

samples only increase the accuracy of the DVF.

Figure 4.9: Local invocations for large triangles.
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Distributing the workload - ray samples Each point sample requiresNr ray sam-

ples generated with Hammersley sequence. If one invocation works on allNr rays,

then the purpose of precomputation loses its purpose. Because this is the exact situa-

tion that is being prevented in this study. All of the values in DVF such as occlusion

masks, visibility masks and occlusion labels are constructed with the intent of reduc-

ing the number of traced rays in the fragment shader.

When precomputation is implemented on the CPU, iterating over allNr rays is accept-

able as it is carried out only once and it does not consume time at runtime. However

when precomputation is implemented on GPU, all of the operations consume time at

runtime. Therefore, iterating overNr rays must be avoided in compute shaders. As

presented in Figure 4.10, the effects of iteration are clear forT4.

Figure 4.10: Iterating over all rays.
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Again, this problem is solved by distributingNr rays among local invocations. For

example, the workload ofinv 1 in Figure 4.10 is shared amongNr =2shaders in Figure

4.11.

Figure 4.11: Local invocations for ray tracing.

Atomic operations - constructing DVF masks DVF Masks Image Arrayis created

by the CPU according to octahedral map size and grid dimensions. Before Compute

Shader 4 is dispatched, theDVF Masks Image Arrayis cleared. When invocations

of Compute Shader 4 produce ray intersection results, they need to write them to the

DVF Masks Image Array. However, when a situation as presented in Figure 4.12 oc-

curs, multiple invocations might try to access to the same pixel of DVF. In order to

prevent data corruption and to correctly merge the intersection results,imageAtomi-

cOr() function is utilized [42]. This way, invocations that attempt to write to the
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same pixel wait for each other to complete their operation and race conditions are

prevented.DVF Masks Image Arrayis created inVK_FORMAT_R32_UINTformat

in order to be able to use this function.

Figure 4.12: Different invocations access to same pixel.

4.1.1.4 Compute Shader 5: Calculate occlusion labels

Occlusion labels are grid cell attributes and they can only be calculated once all oc-

clusion and visibility masks are constructed. This shader is dispatched per grid cell

and it performs parallel reduction sum to calculate the sum of occlusion masks and

the sum of visibility masks of the cell. These values are then compared to calculate

occlusion labellocc. This value is written toOcclusion label SSBO. The process for

one workgroup is illustrated in Figure 4.13.

Figure 4.13: Occlusion label SSBO construction.
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4.1.2 Graphics pipeline

Graphics pipeline includes 2 shaders, vertex and fragment shader. The only difference

from the method in [7] is the access method to the DVF in fragment shader. In [7]

DVF is accessed through a texture whereas in our method DVF masks are accessed

from an image array (DVF Masks Image Array) and occlusion labels are accessed

from an SSBO (Occlusion label SSBO).

4.2 CPU animation

To demonstrate dynamic scene rendering support, animation is carried out by the

CPU as a proof of concept of our method. After the frame is rendered, CPU updates

the speci�c region inVertices SSBOwith the transformed vertices of the model in

the scene. Consequently, BLAS and TLAS are also updated since they contain scene

geometry information.Areas SSBOandAreas sum SSBOare cleared.

4.2.1 Synchronization

2 types of synchronization are used in this thesis: semaphores and pipeline barriers.

Semaphores are used for synchronization between compute and graphics command

buffer submissions to queues. Pipeline barriers are used for establishing synchro-

nization between different compute shaders, and also to ensure that fragment shader

accessesDVF Masks Image ArrayandOcclusion label SSBOafter their construction

is �nalized.
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CHAPTER 5

RESULTS & EVALUATION

In this chapter, results of our implementation are provided. Static scene and dynamic

scene results are presented. For rendering, diffuse material is assumed for every ob-

ject in the scene. The results are evaluated by adjusting certain parameters. The met-

rics are FLIP [54], Root Mean Square Error (RMSE) and frame per second (FPS).

Provided FPS values are the sum of precomputation and rendering durations. For

error visualizations, viridis color map is used where error is represented in purple -

yellow scale. Scenes formats are .glTF. Images are rendered with NVIDIA GeForce

RTX 4060 Laptop GPU.

Following sections are organized as follows. In Section 5.1, static scene rendering

results are provided. In Sections 5.1.1, 5.1.2, 5.1.3, 5.1.4; results are provided for

different values of parameters such as number of point samples, grid dimensions,

number of ray samples, number of invocations per point sample, respectively. In

Section 5.2, dynamic scene rendering results are provided. In Sections 5.2.1, 5.2.2;

results are provided for different values of parameters number of point samples, grid

dimensions, respectively.

Results of [7] are included in tables when possible for comparison purposes. Only the

results of static scene rendering can be compared because dynamic scene rendering

is not implemented in [7].

In our implementation, 2 methods are utilized for generating random numbers: Hash

function and Hammersley sequence. These numbers are then used to generate points

on the triangle. Results of both are provided under each section. The hash function

employed in the tests ishashwithoutsine33taken from the supplementary material of
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