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Prof. Dr. İlkay Ulusoy
Head of Department, Electrical and Electronics Engineering

Prof. Dr. A. Aydın Alatan
Supervisor, Electrical and Electronics Engineering, METU

Examining Committee Members:

Prof. Dr. Sinan Kalkan
Computer Engineering, METU

Prof. Dr. A. Aydın Alatan
Electrical and Electronics Engineering, METU

Assist. Prof. Dr. Gökhan Koray Gültekin
Electrical and Electronics Engineering, AYBU

Date:02.09.2024



I hereby declare that all information in this document has been obtained and
presented in accordance with academic rules and ethical conduct. I also declare
that, as required by these rules and conduct, I have fully cited and referenced all
material and results that are not original to this work.

Name, Surname: Yunus Bilge Kurt

Signature :

iv



ABSTRACT

TRANSFORMER BASED SENSOR FUSION AND POSE ESTIMATION IN
END-TO-END SUPERVISED LEARNING OF VISUAL INERTIAL

ODOMETRY

Kurt, Yunus Bilge

M.S., Department of Electrical and Electronics Engineering

Supervisor: Prof. Dr. A. Aydın Alatan

September 2024, 63 pages

This thesis investigates the application of Transformer architecture for temporal mod-

eling in visual-inertial odometry (VIO) networks. The objective is to improve pose

estimation accuracy by leveraging the attention mechanisms in Transformers, which

better utilize historical data compared to Long Short Term Memory (LSTM) networks

seen in recent methods. The proposed method is end-to-end trainable and requires

only monocular camera and IMU measurements during inference. We observe that

latent visual-inertial features contain essential information for pose estimation, en-

abling Transformers to perform effective temporal updates from past measurements

within a local window. To facilitate real-time deployment, all attention mechanisms

are designed to work with causal masks. This thesis also explores the use of tok-

enization mechanisms for continuous data in time series prediction problems, and

evaluates regression by classification in odometry task. The study examines the im-

pact of data uncertainty in supervised end-to-end odometry learning and considers

specialized loss functions for the pose space. Experimental results demonstrate that

Transformer-based architectures enhance the accuracy of monocular VIO networks,
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achieving better or comparable results compared to state-of-the-art methods on stan-

dard odometry datasets.

Keywords: visual inertial odometry, end-to-end odometry learning, transformer
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ÖZ

DENETEMELİ UÇTAN UCA ÖĞRENME İLE GÖRSEL ATALETSEL
ODOMETRİDE DÖNÜŞTÜRÜCÜ TEMELLİ ALGILAYICI FÜZYONU VE

POZ TAHMİNİ

Kurt, Yunus Bilge

Yüksek Lisans, Elektrik ve Elektronik Mühendisliği Bölümü

Tez Yöneticisi: Prof. Dr. A. Aydın Alatan

Eylül 2024 , 63 sayfa

Bu tez, görsel-ataletsel odometri ağlarında zamansal modelleme için Dönüştürücü mi-

marisinin uygulanmasını araştırmaktadır. Amaç, geçmiş yöntemlerde görülen Uzun

Kısa Süreli Bellek ağlarına kıyasla geçmiş verileri daha iyi kullanan Dönüştürücüler-

deki dikkat mekanizmalarından yararlanarak poz tahmini doğruluğunu iyileştirmek-

tir. Önerilen yöntem uçtan uca eğitilebilirdir ve çıkarım sırasında yalnızca mono ka-

mera ve ataletsel ölçüm birimi ölçümleri gerektirir. Gizli görsel-ataletsel özelliklerin

poz tahmini için temel bilgiler içerdiğini ve Dönüştürücülerin yerel bir pencere içinde

geçmiş ölçümlerden etkili zamansal güncellemeler yapmasını sağladığını gözlemlen-

mektedir. Gerçek zamanlı çalışmayı kolaylaştırmak için tüm dikkat mekanizmaları

nedensel maskelerle çalışacak şekilde tasarlanmıştır. Bu tez ayrıca zaman serisi tah-

min problemlerindeki sürekli veriler için tokenize etme mekanizmalarının dometride

kullanımını incelemektedir ve sınıflandırma ile regresyonu değerlendirilmektedir. Ça-

lışma, denetlenen uçtan uca odometri öğrenmesinde veri belirsizliğinin etkisini ince-

lemektedir ve poz uzayı için özel kayıp fonksiyonlarını dikkate almaktadır. Deneysel
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sonuçlar, Dönüştürücü tabanlı mimarilerin, standart odometri veri kümeleri üzerinde

son teknoloji yöntemlerle karşılaştırıldığında daha iyi veya karşılaştırılabilir sonuçlar

elde ederek, monoküler mono görsel ataletsel odometri ağlarının doğruluğunu artır-

dığını göstermektedir.

Anahtar Kelimeler: görsel ataletsel odometri, uçtan uca odometri öğrenimi, donustu-

rucu
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CHAPTER 1

INTRODUCTION

1.1 Motivation and Problem De�nition

Visual Inertial Odometry (VIO) is a fundamental approach for the estimation of the

pose of a moving body by visual-inertial sensor fusion. VIO methods usually leverage

the complementary nature of visual and inertial data, where the visual data provides

3D information about the scene, and the inertial data offers robust motion cues. Ma-

ture geometry-based VIO methods have already shown promising results [9, 10, 11];

however, they often require careful initialization and calibration to perform accurately

during operation. In contrast, recent end-to-end learning VIO approaches [12, 13, 2]

offer the potential to bypass these challenges by directly learning the appropriate fu-

sion strategy of the sensory information. Integrating deep learning into VIO systems

introduces the possibility of not only improving accuracy but also simplifying deploy-

ment, as the models generalize across different environments and conditions.

While deep learning has shown promise in VIO, there are still signi�cant areas for im-

provement, particularly in temporal modeling and rotation estimation. Current deep

VIO methods often employ recurrent neural network (RNN) based methodologies to

model temporal dependencies. Nevertheless, the literature has decent alternatives to

RNN-based methods for modeling complex temporal dynamics in VIO tasks. Addi-

tionally, rotation regression remains a challenge, as traditional representations such

as quaternions or Euler angles are not optimal for deep learning models [8].

On the other hand, Transformer architecture [14] offers a promising alternative for

better temporal modeling. By leveraging Transformers, we hypothesize that one can

achieve more accurate and robust pose estimation, particularly by focusing on re�ning
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the latent representations of sensor data and improving the rotation regression.

1.2 Contributions

We propose visual-inertial fusion transformer (VIFT) method, a novel fusion and

pose estimation module for VIO based on causal transformer encoder architecture.

Our contributions can be summarized as follows:

� VIFT uses transformer layers for visual-inertial fusion and pose estimation.

We �nd inductive biases to make transformers perform better, eliminating the

possible problems arising from the small data scale.

� VIFT exploits Riemannian manifold optimization techniques for rotations, en-

abling the network to learn the rotations better than Euler angles and quater-

nions used in previous works.

� VIFT achieves the state-of-the-art results by the proposed transformer module

and improves performance further with manifold-aware gradients.

1.3 The Outline of the Thesis

This chapter introduces the problem this thesis is focused on. We describe our moti-

vation for the proposed study. Then we discuss the contributions of the thesis.

In Chapter 2 we review visual, inertial, and visual-inertial odometry methods. We

discuss nonlinear �lter based and deep learning based inertial odometry solutions

together with geometry based and deep learning based visual odometry solutions. At

the end of this chapter, we consider visual-inertial odometry solutions.

In Chapter 3 we introduce and discuss our proposed deep learning based visual-

inertial odometry solution. We describe our experiments and present our �ndings

with relevant comparisons.

In Chapter 4 we summarize our work and make conclusions based on our experimen-

tal �ndings. We also discuss the limitations and possible extensions of the method.
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CHAPTER 2

RELATED WORK

This chapter is devoted to presenting the relevant scienti�c work from the literature.

2.1 Basics and Notation

We will start by giving the basics and notation to be used through the thesis.

� A; B; C denote matrices

� a; b; c denote vectors

� a; b; c denote homogeneous versions of corresponding vectors

A rotationR is a3 � 3 matrix R : R3 7! R3, with the propertiesR > R = RR > = I ;

and det(R) = 1 . To understand the input and output domains of a transformation we

use prescripts. A rotation mapping vectors from coordinate frame� to the coordinate

frame� will be denoted as�� R. The vectors will have a pre-superscript denoting the

coordinate frame they are expressed in, i.e.�
� R � p = � p.

Note that the rows of�� R consist of unit vectors in directions ofx; y; z axes of frame

� expressed in� frame. The converted vector will simply be the inner product values

of these vectors with the initial vector expressed in� coordinate frame.

�
� R � p =

0

B
B
@

� x>
�

� y>
�

� z>
�

1

C
C
A

� p =

0

B
B
@

� x>
�

� p
� y>

�
� p

� z>
�

� p

1

C
C
A = � p (2.1)
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A poseT is a4 � 4 matrixT : R4 7! R4, with the property

T =

0

@R3� 3 t3� 1

01� 3 1

1

A (2.2)

wheret 2 R3. Camera and body locations at each time instant are described by a

pose, which consists of rotation and translation parts. Similar to rotation matrices,

prescripts are added to poses to understand the input and output domains.

To understand the location of a body in the global coordinate frame at timek, we can

look at the corresponding pose.

G
B k

T =

0

@
G

B k
R Gt B k

0 1

1

A (2.3)

where columns ofGB k
R are the directions ofx; y; z axes of the body at timek andGt B k

is the coordinates of the body in global coordinate frame at timek. This matrix can be

used to convert homogenous vectors from body coordinate frame to global coordinate

frame.
B k +1 p = B k +1

B k
R B k p + B k +1 tB k (2.4)

2.2 Inertial Odometry Solutions

If we know the pose,( G
B k

R; Gt B k ) and linear velocityvB k , of the body at time indexk,

we can use Equations 2.5 and 2.6 to determine the pose( G
B k +1

R; Gt B k +1 ) at time index

k + 1 using thenoiselesslinear accelerationa and angular velocity! measurements

in the body frame coming from IMU [15].

G
B k +1

R = G
B k

R exp(B k ! � � k) (2.5)

Gt B k +1 = Gt B k + GvB k (� k) + G
B k

R B k aB k

(� k)2

2
(2.6)

Kalman �lter based inertial odometry approaches consider body pose, velocity and

IMU biases as state elements for this purpose. IMU biases are used to remove the

noise from IMU measurements, as Equations 2.5 and 2.6 assume noiseless measure-

ments. Then, using previous velocity and position of the body, next position is esti-

mated.
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2.2.1 Classical Inertial Odometry

Inertial measurement models have two types of errors, deterministic and random.

Deterministic errors include, bias error, non-orthogonality error, misalignment error,

scale factor error and temperature dependent error, whereas random errors consist of

random sensor noise and random walk noise (long term).

IMU raw measurements can be formulated as follows

â = a + ba + na (2.7)

!̂ = ! + b ! + n ! (2.8)

whereba andb ! are acceleration bias and gyroscope bias,na andn ! are additive

noises of accelerometer and gyroscope.Allan variance method[16] can be used to

learn noise terms in IMUs.

For Inertial Odometry initial position and linear velocity should be available. These

systems are commonly initialized when vehicle is in static state and biases are esti-

mated by using zero-velocity information. By a proper calibration and initialization,

IMU bias and noise terms can be estimated. For example, static initialization in Open-

VINS [6] algorithm have an option to use the a priori information of static body to

determine initial biases in accelerometer and gyroscope. After this step, the system

can move on by using integration of IMU measurements. The covariance of mea-

surements can also be determined via Kalman Filter equations to propagate variance.

Zero-velocity update is also performed during the operation. For pedestrian motion,

the periodicity of human steps can be used for determining IMU biases.

The relations in Equations 2.5 and 2.6 between movement and IMU measurements

are heavily utilized in the literature by using Kalman Filter (KF) based approaches.

These approaches try to estimate 6 DoF position and velocity. KF based non-linear

�ltering approaches require a function for state propagation. In real scenarios, the

state propagation function is usually unknown, e.g. trajectory equations do not exist

for moving cars or walking persons for which we want to perform odometry.
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The relation between body pose and IMU measurements in Equations 2.5 and 2.6, is

used to determine the non-linear time varying state propagation function. The non-

linear �ltering methods are utilized for state estimation with this state propagation

function. Other measurement sensors, such as camera, GPS and barometer, are uti-

lized in the measurement update step to determine the time varying IMU biases. For

a detailed discussion on Information Aided Inertial Odometry, we refer the reader to

[17].

2.2.2 Learning Based Inertial Odometry

Deep learning based methods try to regress the velocity or location displacement by

looking at the IMU data. Different methods are adopted to achieve these navigational

capabilities.

Inertial Odometry methods using deep learning are developed for various domains,

such as pedestrians, vehicles, and legged robots. For pedestrian positioning, step fre-

quency relates to absolute moving speed, and motion can be estimated using learned

prior information for step sizes of pedestrians. MotionTransformer method [18] is

adapted for pedestrian use and agnostic to the placement of IMU in humans. TLIO

approach [19] estimates 3D motion using gravity-aligned measurements. On the

other hand, RIDI technique [20] uses walking speed priors to enhance this approach.

RoNIN [21] uses heading-agnostic velocity and a novel velocity loss for pedestrian

localization. A recent approach NILoc [22] estimates location from IMU measure-

ment history, assuming unique patterns for speci�c indoor locations. Finally, Zhang

et al. [23] establishes a theoretical basis by deriving a motion model with terms solely

related to IMU measurements.

These methods are also applied in robotics applications for vehicles, and UAVs.

The main idea remains the same: inferring velocity and position from inertial data.

AbolDeepIO method [24] draws inspiration from IONet [25] and uses polar vectors

for drone localization. TinyOdom appraoch [26] employs a temporal convolutional

network (TCN) and neural architecture search (NAS) for ef�ciency and operation

in embedded systems. [27] applies Inertial Odometry networks to legged robots.

OdoNet [28] detects zero velocity from IMU measurements, and [27] adapts this ap-
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proach for vehicle odometry.

Among these solutions, end-to-end learning is a common approach, such as [18]

and [25]. The Extended Kalman Filter (EKF) is used in [29, 19, 30, 31]. These

methods use neural network outputs to perform measurement updates on EKF. Zero-

velocity Update in EKF is employed by [32]. Some other methodologies such as

post-processing [20] and factor graph optimization with deep learning [27] also exist

in the literature.

The orientation and location of the IMUs in a moving target might change the mea-

surement values corresponding to the same motion. Learning based Inertial Odometry

algorithms can consider the adaptation to different domains [18]. Gravity information

is an important factor in odometry systems. The projection of gravity changes when

IMU orientation is changed. Learning based systems can operate under the assump-

tion of known gravity [20, 29, 21, 27]. Conversely, prior gravity knowledge might not

be necessary in deep learning methods [18].

The architectures of deep learning models utilized in Inertial Odometry changes with

improvements in the deep learning literature. The architectures employed by the deep

learning based Inertial Odometry systems vary widely. RIDI [20] utilizes a Support

Vector Machine (SVM), while Convolutional Neural Networks (CNNs) are the back-

bone for systems in [29, 21, 30, 31]. MotionTransformer [18] employs Generative

Adversarial Networks (GANs) for domain adaptation, and Long Short-Term Mem-

ory (LSTM) networks are used by [25, 32, 21, 24, 23]. 1D ResNet architectures are

integrated in [19] and [21].

2.3 Visual Odometry Solutions

After examining IMU-only solutions, the next step is to summarize the relevant work

on the solutions that utilize the visual data. The cameras capture a projection of the

real world by focusing light through their lenses onto an image sensor and the camera

measurements also capture the motion of a body.

We will investigate solutions under two different categories: geometry based and deep
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learning based visual Odometry.

2.3.1 Geometry Based Visual Odometry

Projection operation of cameras can be understood with the pinhole camera model in

Figure 2.1.

Figure 2.1: Pinhole camera model.

The focal length of a cameraf , refers to the distance between the lens and the image

sensor, usually stated in millimetersmm or pixels.(cx ; cy) is the pixel coordinates of

the optical center of camera. Intrinsic calibration determines a camera's focal length

and optical center.

With focal lengthsf x , f y and optical center(cx ; cy) the projection operation of an

undistorted camera can be represented with the linear operatorK in Equation 2.9.

K =

0

B
B
@

f x 0 cx

0 f y cy

0 0 1

1

C
C
A (2.9)

The focal lengths can be calculated by using the formulasf x = f � Npx

W , f y = f � Npy

H ,
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whereNpx andNpy are the number of pixels in the image sensor's width and height,

respectively. The parametersW andH are the physical width and height of the image

sensor, respectively.

For a 3D scene point with coordinatesCp 2 R3 wrt to the camera coordinate frame,

we can obtain the homogeneous coordinates of pointCp 2 RP2 through the linear

operation described below.

K Cp = Cp (2.10)

whereRP2 denotes the real projective space. Elementes ofRP2 represent all lines

passing through origin inR3. In homogenous coordinates, all vectors on a line passing

through origin corresponds the same element ofRP2. With a single image and no

apriori knowledge, it is not possible to �nd 3D positionCp of an imaged scene point,

one can only track the line passing through camera center and pixel coordinates of

the point [33].

Solving equation 2.10 forCp gives in�nitely many solutions due to nature of projec-

tive space. For a point on image plane, the solution set consists of all points on a

ray coming out of a camera's optical center. To determine the 3D coordinates of an

imaged scene point, the distance of point to camera's optical center, i.e., depth of the

point, needs to be known. Determining the distances of imaged scene points to the

camera's optical center is calleddepth estimation. With the depth known, we can

calculate the point's 3D coordinates.

Lacking knowledge of the scene coordinates, acquiring another image from a different

camera pose becomes essential. Between these two images, we need the determine

the 2D-2D correspondences of static imaged scene points in different views. This

operation is calledmatching.

Assuming we have matches for the images, we can determine the fundamental matrix

F from eight 2D point matches [33]. The fundamental matrix satis�es the equation

x0Fx = 0 for every x 2 RP2 in �rst view and x0 2 RP2 in second view [33].

The points should not be the same plane and our motion between two views should

not be a pure rotation forF to be solved from matches [33]. WhenF could not

be calculated, an invertible mappingh : RP2 ! RP2, called homography can be

determined [33]. Due to nature of projective spaceRP2, we can determine the camera
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pose and depth of imaged scene points up to a scale factor from the fundamental

matrixF or homographyh [33]. Finding relative transformation between cameras and

relative depth of imaged scene points from 2D matches is calledmap initialization .

When we have two images and the 2D image coordinates of an imaged scene point

in both images, we can determine the 3D scene coordinates of the point bytriangu-

lation.

The matches of 2D image coordinates of imaged scene points have possibility to

be inaccurate or noisy. One of the main problems in visual Odometry is increasing

the robustness and accuracy of triangulations and visual localizations using multiple

views. The operation of using several images to increase accuracy and robustness of

visual Odometry algorithms is calledbundle adjustment.

Given the scene coordinates of imaged points, determining the camera pose requires

six 2D-3D match pairs. This number decreases to four when the camera projection

matrixK . Determining the 2D-3D match pairs for imaged scene points and obtaining

the camera pose is calledvisual localization.

The main objective of the visual odometry problem and SLAM methods is determin-

ing 3D coordinates for a set pointsf W p 2 R3; p 2 
 g, in the scene
 , and camera

motion G
Ci

T 2 SE(3), from noisy measurement inputsI i ; for time every time indexi

for a discrete �nite set of time indexesN . This step is Usually formulated and solved

as a maximum likelihood estimation problem as in Eq. 2.11.

W p �
2 
 ; T �

i 2N = argmaxf W p 2 
 ;T i 2N gP(W p2 
 ; T i 2N jI i 2N ) (2.11)

whereT i 2N denotesf W
Ci

T ; i 2 N g for simplicitiy. Geometry-based visual odometry

algorithms [34] try to solve depth estimation, matching, map initialization, localiza-

tion, triangulation, visual localization and bundle adjustment with possibly distorted

images and non-static objects. Simultaneous Localization and Mapping (SLAM) al-

gorithms try to determine a map of the scene at the same time.
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2.3.1.1 3D Structure Reconstruction

A signi�cant portion of existing algorithms employs the standard triangulation method

for measuring depth, while concurrently, more advanced and robust algorithms are be-

ing developed. A primary challenge in using triangulation is identifying static objects

within the scene that can be included in the calculations. Dynamic, moving objects

complicate the triangulation process and must be excluded. Moreover, understand-

ing the three-dimensional structure of the scene is essential for accurate ego-motion

estimation.

Considering the computational techniques, once two camera frames are available,

the camera pose and point coordinates can be derived from the fundamental matrix.

Knowing the camera calibration parameters enables the determination of the up-to-

scale relative transformation from the fundamental matrix. To compute the funda-

mental matrix, at least �ve points are necessary. After resolving the fundamental

matrix, both the camera pose and the three-dimensional coordinates of the points can

be determined.

Utilizing the derived camera poses enables the acquisition of three-dimensional coor-

dinates for all corresponding points between two images through triangulation. This

process relies on the principle that rays from the points of the imaged scene should in-

tersect. The triangulation equation is solved using this intersection principle. Dense

visual odometry methods [35] utilize initial pose estimates to create dense depths

from keyframes by minimizing photometric error coming from dozens of images for

every pixel coordinate while ensuring surface smoothness via regularization terms in

optimization.

Once 3D coordinates of the points are established, their detection in a new image

allows for the immediate estimation of the camera's position in the new frame. This

position is then utilized to register new points onto the map. Such a sequence —ini-

tialize, triangulate, match, obtain pose, and triangulate again— constitutes the foun-

dational work�ow of visual odometry systems [36, 34, 10].

To increase operation speed, visual mapping methods might select keyframes and

�nd the new frame pose by minimizing the error after projecting the sparse [10] or
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dense map [35] of keypoints from last keyframe into new image. These methods

update depth values with new photometric or geometric error terms coming from new

images and select a new keyframe only when the overlap with previous keyframe

decreases below some threshold.

Furthermore, Kalman �lter-based methods are also employed to assess the uncer-

tainty associated with depth estimates [36, 37, 38, 39]. Each observation of the same

feature in successive images prompts a measurement update for the depth value of

that particular point, enhancing the precision of the depth estimation process.

Stereo algorithms employ stereo matching to perform depth estimation [40]. The

baseline distance between two cameras is known from calibration and the real world

scale can be solved correctly for stereo camera systems. For monocular systems,

this is not possible without a priori knowledge and real world scale could not be

determined with geometry based solutions.

2.3.1.2 Matching Solutions:

Depending on the number of selected points for matching cost calculation we can

divide solutions into three categories. Dense methods try to match all points in the

image and solve matching for all points [35, 38, 41]. Sparse methods use sparse

set of points in images to solve matching [10, 34, 36, 37, 42, 40, 43]. Semi-dense

methods [39] use dense portions like edges from images together with sparse corner-

like feature points to optimize both speed and accuracy.

Methods from all three categories can use optical �ow algorithms on pixel intensities

or intensity gradients for obtaining the 2D matches for imaged scene points [34, 37,

35, 38, 40, 41, 39, 43]. Methods using pixel intensities to determine matching costs as

photometric errors are called direct methods. Sparse methods can also use descriptor

distance to obtain the matches by calculating the distance for all features in the new

image for every feature in the map or the last keyframe [10, 40].

Dense methods mostly consider last keyframe to perform matches with the current

frame. Dense depth maps from last keyframe are projected into the current frame and

photometric error is calculated [35]. The photometric cost function is then minimized
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to �nd the current frame's pose. Surface normals need to be estiamted for warping

frames for new poses in dense tracking and mapping algorithms. The shape of a

surface can be found by applying the corresponding homography to the surface for

given pose. By adding additional terms to the photometric cost function for surface

smoothness, dense methods can guide matches with global infomation of the image

[35], which is not present in the descriptor based matching methods. The photomet-

ric errors are calculated after warping the surfaces with homography operation. Initial

estimate of current frame pose can be obtained via constant velocity assumption. In-

stead of projecting dense maps and optimizing the current frame pose for the map,

Lucas-Kanade or Farneback optical �ow estimators are also used for �nding dense

correspondences [39]. These methods also need to take brightness changes into ac-

count and photometric calibration of cameras are required before operation.

Indirect sparse methods use easily tracked high intensity gradient regions like cor-

ner points. These methods can use robust desctiptors like SURF [44] and ORB [45]

for matching to mitigate the effect of distortion, orientation, shape and brightness

changes [10]. These methods can also use optical �ow estimates or constant velocity

assumption to limit the search window for features. This way the search operations

become more ef�cient. ORB-SLAM3 also uses DBoW2 to ef�ciently search the

global map for loop closures [10]. Finding matches of binary descriptors is more ef�-

cient in memory and speed when compared to �nding texture based correspondences

in a global map. To increase robustness to the outlier measurements, most of the

methods use RANSAC [46] algorithm to eliminate the incorrect matches.

2.3.1.3 Bundle Adjustment Solutions

Keeping the correspondences of scene points and frame poses as a factor graph is

utilized in visual odometry and SLAM algorithms [10]. Ef�cient graph optimization

libraries g2o [47], GTSAM [48], and Ceres [49] further motivate the researchers to

solve the bundle adjustment optimization problems with factor graphs. Non-linear

cost functions in visual odometry such as geometric error and photometric errors in

indirect and direct methods, are usually solved with iterative optimizers such as Gauss

Newton or Levenberg-Marquardt algorithms with robust kernels.
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Factor graph optimizers convert the problem into a linear equation of the formAx = b

and solve the linear equation system. This linearization is done by using Taylor Series

expansion around current solution estimate and requires Jacobians of cost functions.

Due to the linearization operation, good initial estimates of the optimization variables

is required in visual SLAM. The initial values of the points are usually obtained with

the methods detailed in depth optimization and matching sections.

In a factor graph, nodes and edges represent optimization variables and residuals, re-

spectively. In Fig. 2.2 an example factor graph is given, where posesT i are connected

to map pointsW p 2 
 by measurements. Every edge in graph inserts a nonlinear

equation to the equation system. Every method takes its own way to construct the

factor graph and solve it.

Figure 2.2: An example factor graph in visual odometry and SLAM methods. The

residual is intensity difference cost for direct methods and reprojection cost for indi-

rect methods.

Optimizing all the nodes in a large factor graph can be costly. To mitigate this, visual

odometry algorithms consider running large scale bundle adjustment algorithms in a

separate thread. ORB-SLAM3 [10] uses a small local window to optimize locations

of visible map points and obtaining an initial estimate for the current frame pose.

For tracking operations front-end, most methods �x the map points in factor graph and
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try to obtain pose of new frame relative to last frame using factor graph optimization.

This corresponds to �nding the camera poseT i for the current timestepi , from set

of map points covisible in the last two frames. After obtaining the camera pose, the

camera poses in local window is kept �xed and locations of map points are optimized

with new measurements.

The main difference between visual odometry and SLAM methods is the availability

of a global map. Visual odometry methods usually keep map points for a limited local

window which is adequate for an odometry approach as the relative transformation

between last frame and current frame needs to be estimated. Visual SLAM methods

keep a global map and are able to perform large scale bundle adjustments to increase

map and pose accuracy. Large scale bundle adjustments might greatly improve the

accuracy of visual SLAM systems but the operation introduces a huge computational

cost. Active research to increase the ef�ciency of large scale bundle adjustment still

continues and new approaches are being introduced, such as decentralized large scale

bundle adjustment [50].

2.3.2 Deep Learning Based Visual Odometry

Ever since the huge success of AlexNet [51] in image classi�cation task, deep neural

networks attracted attention of computer vision researchers to solve the computer

vision tasks by the help of deep learning architectures. The application of deep neural

networks in optical �ow estimation raised the question for their usability in visual

odometry. Several deep learning based approaches are then showed to be successful

in ego-motion estimation with visual odometry.

Utilization of deep learning based solutions in visual odometry can be splitted into

end-to-end learning and hybrid solutions.

End-to-end learning solutions try to completely or partially replace the classical visual

odometry solutions in Section 2.3.1 by a deep neural network. The end-to-end learn-

ing solutions are further separated into different research directions, supervised and

self-supervised learning solutions. Supervised learning solutions use ground truth

SE(3) ego-motion values to determine the loss functions in deep neural network
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training. Self-supervised approaches, on the other hand, use view synthesis and pixel-

wise errors to train the deep neural networks without ground truthSE(3) ego-motion

values.

On the other hand, hybrid solutions replace different parts of the visual odometry

solutions in Section 2.3.1 with deep neural networks and try to increase robustness of

the systems by these improved modules. When compared to end-to-end approaches,

hybrid approaches aim to be more explainable while being more accurate.

2.3.2.1 End-to-End Supervised Learning

End-to-end supervised learning methods [52, 53, 54, 55] use ground truthSE(3)

transformations and make regression in neural network training. Using the ground

truth poseTgt and estimated poseTest, supervised de�ne the loss based on metric

distance and angle errorsL (Tgt; Test).

Being the seminal work in the supervised end-to-end learning literature, DeepVO

[52] introduces a CNN-based architecture to estimate ego-motion of body between

consecutive frames. In order to utilize the history, DeepVO [52] uses LSTM after

CNN stage.

Solving the ambiguity of scale in visual odometry is adressed by Wagstaff et al.

[54] by adding a supervision signal based on altitude of the body from the ground.

Wagstaff et al.[54] uses plane segmentation module to determine the distance of cam-

era to the ground. The scale of the motion can also depend on the camera intrinsics,

TartanVO [53] suggests conditioning the pose estimation to the camera intrinsic by

feeding camera intrinsic features to CNNs.

Another problem in monocular visual odometry is the possible existence of dynamic

objects in the scene. DAVO method [55] uses segmentation and attention modules to

force pose estimation to be based on static objects in the scene.

After the huge success of Transformers in NLP and computer vision, deep learning

based visual odometry approaches started utilizing transformers in visual odometry.

In XVO method, the researchers pretrained a Transformer Encoder with different
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supervised tasks and showed the effectiveness of multi-task multi-modal pretraining

of Transformers in visual odometry.

2.3.2.2 End-to-End Self-Supervised Learning

End-to-end self-supervised learning methods [56, 57, 58, 59, 60, 54] use depth es-

timation networks together with pose estimation and perform view synthesis using

estimated depth and pose. Pixel-wise intensity error based lossesL (I 0; I est) are used

to train the networks in a self-supervised fashion. As in supervised learning, early

self-supervised learning methods utilized CNN based architectures. Depth estima-

tion from stereo images made self-supervision possible in early methods. This works

trained the networks using depth estimations from stereo images. Pose estimation net-

works trained with the depth estimates are used in inference with consecutive monoc-

ular images [57, 61, 56]. After the success of monocular depth estimation networks

[58], monocular depth estimation modules [59] replaced stereo depth estimation in

training.

Learning the scale of motion in self-supervised training is addressed in PackNet[60].

PackNet[60] conditioned the model to velocity of the body whenever its available.

The velocity information is utilized to determine the scale of the motion.

2.3.2.3 Hybrid Solutions

D3VO [62] uses depth estimation and pose estimation networks in supervised and

self-supervised training approaches to obtain initial optimization values in DSO [43].

Neural network estimates are used as a replacement for the constant velocity assump-

tion in DSO [43] and increased the accuracy of the visual odometry signi�cantly.

DROID-SLAM [63] learns the updates on the pose graph in training. The method

is based on RAFT [64] and SE(3) backpropagation algorithms proposed by Teed et

al. [65] to output dense depth maps with frontend and backend graph optimization

threads using a neural network. DROID-SLAM [63] uses pose graph architectures

used for bundle adjustment from classical learning methods. DPVO [66] replaces
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dense depth with patch-based depth module in DROID-SLAM and increases the

speed for better suitability for real time applications in odometry. PVO [67] intro-

duces a panoptic module over DROID-SLAM [63] to perform segmentation together

with SLAM.

2.4 Visual Inertial Odometry Solutions

Visual-Inertial Odometry (VIO) leverages the complementary strengths of visual and

inertial sensors to provide robust and accurate motion estimation. While Visual

Odometry (VO) relies on camera images to estimate motion, it can fail in texture-

less environments. In contrast, Inertial Odometry (IO) offers high update rates using

data from Inertial Measurement Units (IMUs) but requires proper initialization and is

prone to drift due to biases in accelerometer and gyroscope readings.

By fusing visual and inertial data, VIO can mitigate the weaknesses of each individual

sensor. Visual measurements help correct the drift in inertial measurements by pro-

viding absolute position updates, while inertial measurements enhance the robustness

and temporal resolution of visual estimates. This synergy has led to the development

of several VIO and Simultaneous Localization and Mapping (SLAM) methods. In

this section, we focus on monocular VIO methods and examine them under two main

categories: classical methods and learning-based methods.

2.4.1 Classical Methods

Effective VIO requires addressing several challenges, including the excitation of IMU

biases along all axes to maintain accuracy, proper camera-IMU extrinsic calibration,

and robust initialization procedures. Despite these challenges, the fusion of visual and

inertial data through sophisticated �ltering and factor graph methods has signi�cantly

advanced the �eld, enabling more accurate and reliable motion estimation in various

applications.

Both �ltering and factor graph methods require accurate initialization to determine the

initial map, speeds, poses, and IMU biases. While stereo camera systems facilitate

18



easier initialization, monocular systems face greater challenges. Proper camera-IMU

extrinsic and intrinsic calibrations are crucial for successful operation.

2.4.1.1 Factor Graph Methods

Factor graph methods in VIO integrate additional IMU constraints into the factor

graph structure in Figure 2.2, while including biases and velocities alongside the po-

sitional states. To enhance computational ef�ciency, IMU preintegration [68] tech-

niques have been developed, which preintegrate IMU measurements over short inter-

vals, providing real time operation speed and considers structure of SE(3) group in

Jacobian calculations.

Visual processing in factor graph methods follows a similar approach to visual odom-

etry methods in Section 2.3.1, with a frontend responsible for keypoint extraction and

initial tracking, and a backend for bundle adjustments. Optimization is performed

not for every frame but for selected keyframes. Leutenegger et al. [69] pioneered

the use of factor graphs in VIO, and Forster et al. [68] advanced this by develop-

ing IMU preintegration that respects the manifold structure of SE(3) in factor graph

optimizations.

ORB-SLAM3 [10] utilizes IMU measurements in the frontend to provide initial lo-

cation estimates for ORB features in subsequent frames instead of using constant

velocity assumption used in methods described in Section 2.3.1. In the backend,

ORB-SLAM3 performs visual-inertial bundle adjustments. VINS-Mono [9] employs

KLT-based tracking instead of ORB matching.

2.4.1.2 Filtering-Based Methods

Filtering methods use visual measurements to update the inertial navigation system,

leveraging techniques such as the Extended Kalman Filter (EKF) to fuse sensor data.

MSCKF [70] tracks the error state, which includes positional, angular, and bias er-

rors, along with a �xed number of recent camera pose errors. During the measure-

ment update step, tracked image features are matched against projections of initially
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triangulated 3D features. ROVIO [71] uses an iterated EKF that incorporates photo-

metric error directly as an innovation term in the �lter update step. By using image

patches as landmark descriptors, it avoids the need for additional feature extraction

and matching processes. ROVIO formulates the �lter state in a robocentric manner,

partitioning landmark locations into bearing vectors and distances, which allows for

undelayed landmark initialization and robust performance in low-texture and motion-

blurred scenes. EqVIO [11] applies an equivariant �lter based on Lie group symme-

try, ensuring exact linearization of bias-free IMU dynamics and consistent estimation

with lower linearization errors.

2.4.2 Learning-Based Visual Inertial Odometry

Classical visual inertial odometry methods have several drawbacks. They require

good initialization with excitation in all axes to determine IMU biases, which might

not be feasible in many scenarios. Additionally, tuning various parameters is neces-

sary for robust and accurate operation. VINet [12], being a seminal work in the �eld,

approached visual inertial odometry as a sequence-to-sequence learning problem. In

this section, we will explore solutions for this problem, focusing on the main com-

ponents of end-to-end deep learning-based visual inertial odometry models: supervi-

sion, training sensors, 3D understanding, IMU representation, visual-inertial fusion,

and pose estimation. The complete overview is summarized in Table 2.1.

2.4.2.1 Supervision and Training Sensors

All the methods considered use a monocular camera and an IMU sensor during infer-

ence. However, during training, depth cameras or stereo cameras could be utilized for

self-supervised training. We will examine the training sensors used in these methods

and whether they are trained in a supervised or self-supervised manner.

Supervised training requires ground truthSE(3) transformation between all consec-

utive images. The supervised methods [12, 13, 72, 73, 74, 75, 76, 2, 77] use ground

truth transformation to learn correct transformation via regression. The loss function

is based on distance and angle errors:
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L t = jtgt � testj (2.12)

L r = jrgt 	 restj (2.13)

L = L t + � L r (2.14)

whereL denotes the total loss,L t the translational part,L r the rotational part,	 is a

difference operator for the chosen rotation representation, and� is a constant factor

to balance rotational and translational terms. Our method, being supervised, also

considers this framework in learning.

Self-supervised methods use depth to obtain the supervision signal. VIOLearner

[78] and CodeVIO [79] suggest using ground truth depth images for self-supervised

training and require a depth sensor in addition to a monocular camera and IMU

(MC+D+I). DeepVIO [80] uses a stereo camera to obtain depth images for the super-

vision signal in training (SC+I). UnVIO [81] is the �rst work to use only a monocular

camera and IMU in self-supervised training, suggesting monocular depth estimation

to provide the supervision signal. Following UnVIO, self-supervised methods like

SelfVIO [82] and the method proposed by Wagstaff et al. [83] also use a monocular

camera in both training and inference. These methods perform view synthesis with

estimated translation and train on pixel-wise intensity errors.

2.4.2.2 3D Understanding

Starting with VINet [12], methods extract visual features from consecutive images

to provide 3D understanding in their architecture. VINet uses the FlowNet [84] ar-

chitecture up to the bottleneck to obtain visual features. We denote methods using

similar architectures as using optical �ow encoding (OFE) in Table 2.1. Similar to

consecutive supervised or self-supervised methods [13, 80, 81, 85, 74, 2, 77], our

method also utilizes OFE in the architecture.

Different approaches exist for utilizing 3D information in the network. VIOLearner

[78] uses a pseudo depth (PD) estimate in inference (I) while using ground truth

depth images in training (T). DeepVIO [80] uses 3D optical �ow (3DOF) and pro-
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jected 2D optical �ow (OF) with stereo cameras (S) in training in addition to OFE.

CodeVIO [79] uses features from the bottleneck of a depth estimation network and

calls it a depth code (DC). UnVIO [81] and Wang et al. [83] use PD in addition to

OFE. ATVIO [73] uses neural architecture search technology (NAST). VIIONet [76]

and HVIONet [75] use convolutional neural networks (CNN) and their encodings

(CNNE) respectively.

2.4.2.3 IMU Representation

The rate of IMU data is usually higher than that of the cameras. VIO networks use

sequential modeling modules like LSTM, BiLSTM, WaveNet, or CNNs to obtain in-

ertial features from IMU measurements between consecutive images. Wang et al.

[77] use a warm start module (WM) in addition to LSTM to obtain information from

IMUs. Since Kalman Filter (KF) operations are differentiable, Li et al. [72], Code-

VIO [79], DynaNet [85], and Wagstaff et al. [83] use IMU measurements to deter-

mine the state transition matrix in EKF and MSCKF algorithms.

2.4.2.4 Visual-Inertial Fusion and Pose Estimation

We will examine the modules used for fusing visual and inertial information and then

consider pose estimation modules in learning-based visual inertial odometry methods.

These modules are responsible for using fused representations of visual and inertial

information to estimate the pose. The estimation of pose and fusion could also be

done in a single stage [86, 76, 82]. The fusion and pose estimation parts can be

thought of as the equivalent of Kalman �lters or factor graphs in classical visual

inertial odometry, which take features extracted from images with IMU measurements

to provide pose estimations.

VINet proposed direct concatenation of visual and inertial features. DeepVIO [80],

UnVIO [61], and Yang et al. [2] also concatenate the latent visual and inertial vec-

tors. Chen et al. [13] proposed Soft Fusion (SF) and Hard Fusion (HF), which use

�oating and binary masks respectively to dynamically weight visual and inertial fea-

tures during concatenation. ATVIO [73] suggests using attention for weighting, and
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EMA-VIO [74] builds upon it to propose external memory attention (EMA) for fu-

sion. SelfVIO [82] uses attention (Att.) and SF. Wang et al. [77] use spatial attention

(SA) and temporal attention (TA) to fuse visual and inertial features. We suggest

using a transformer encoder (T.E.) to fuse visual and inertial features, building upon

previous works.

At the end of fusion modules there are fully connected (FC) networks and optional

temporal modelling modules LSTM.

There are methods using different approaches as well. VIOLearner [86] uses a CNN

with Spatial Transformer. VIIONet [76] suggests using Gaussian Process Regression

(GPR). KF-based methods use the measurement updates to fuse visual and inertial

information.
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Table 2.1: Deep learning based monocular visual inertial odometry (VIO) methods

Model
Tr.
Sens.

Inf.
Sens.

Sup. 3D
IMU
Repr.

Fusion Pose

Est.

VINet[12] MC+I MC+I S OFE LSTM Concat.
LSTM
+FC

VIOLearner
[86, 78]

MC+D+I MC+I SS
D (T)
+PD (I)

CNN CNN + ST

Chen et al.[13] MC+I MC+I S OFE LSTM SF/HF
LSTM
+FC

DeepVIO[80] SC+I MC+I SS

OFE
+OF (T)
+3DOF (T)
+S (T)

LSTM Concat. FC

Li et al.[72] MC+I MC+I S
CNN
+LSTM

EKF EKF EKF

CodeVIO[79] MC+D+I MC+I SS DC MSCKF MSCKF MSCKF

UnVIO[81] MC+I MC+I SS OFE + PD LSTM
Concat.
+FC

PoseNet

ATVIO[73] MC+I MC+I S NAST CNN + Int. Att. LSTM

DynaNet[85] MC+I MC+I S OFE LSTM KF KF

EMA-VIO[74] MC+I MC+I S OFE WaveNet EMA FC

HVIONet[75] MC+I MC+I S CNNE BiLSTM BiLSTM FC

VIIONet[76] MC+I MC+I S
OF
+CNN

CNN GPR

Yang et al.[2] MC+I MC+I S OFE CNN Concat.
LSTM
+FC

SelfVIO[82] MC+I MC+I SS
PD
+CNNE

CNN Att. + SF

Wang et al.[77] MC+I MC+I S PD + OFE
WM
+LSTM

SA + TA FC

Wagstaff et al.
[83]

MC+I MC+I SS PD + EN Direct EKF EKF

Ours MC+I MC+I S OFE CNN T.E. F.C.
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CHAPTER 3

PROPOSED LEARNING BASED VISUAL INERTIAL ODOMETRY

SOLUTION

In this chapter we discuss our methodology to use Transformers in end to end learning

of visual inertial odometry.

3.1 Method

End-to-end VIO methods consist of a visual encoder, an inertial encoder, a fusion

module, and a pose estimation module. The visual encoder extracts visual features

from consecutive frames to provide 3D understanding of their architecture. The in-

ertial encoder takes input from the IMU measurements between frames. The rate of

IMU data is usually higher than that of cameras. The fusion module takes the visual

and inertial representation presented by encoders. The pose estimation module uses

fused representations of visual and inertial information to estimate the pose.

3.1.1 Feature Encoder

VIFT architecture can be seen in Figure 3.1. At each timestept, VIFT takes two con-

secutive framesI t ; I t � 1 2 R C� W � H and IMU measurementsat;t � 1; ! t;t � 1 between

frames, consisting of accelerometer and gyroscope readings. Visual and inertial mea-

surements are processed with different encoders for their modality as in previous deep

VIO methods [13, 2], following the work of [2] we use FlowNet [84] based image en-

coder and 1D CNN based inertial encoder. Visual measurements are processed by
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Figure 3.1: VIFT Architecture. The network consist of two fundamental sides. The

�rst side consists two encoders with frozen weights that map visual and inertial in-

formation to a latent space. The second side consist a sequential transformer layers

followed by a fully connected layer. For backpropagation enhancement of rotation,

the output is projected to3� 3 rotation matrix representation and RPMG (Regularized

Projective Manifold Gradient) [3] is used.

image encoderEv to produce one-dimensional visual encodingsxv
t .

xv
t = Ev(I t ; I t � 1) (3.1)

Inertial measurements are processed by inertial encoderE i to produce one-dimensional

inertial encodingsx i
t .

x i
t = E i (at;t � 1; ! t;t � 1) (3.2)

At the end, we concatenate visual and inertial latent vectors.

x t = Concat(xv
t ; x i

t ) (3.3)

The correspondingx t is labeled as Latent Vector in Figure 3.1. The concatenated

vector is passed to the transformer-based fusion and pose estimation module. The
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Figure 3.2: Causal transformer based architecture for fusion and pose estimation.

expected output is the translation and rotation of the camera between two timesteps
t

t � 1T 2 SE(3) represented as a 6 dimensional vector consisting of translation and

rotation represented as Euler angles.

3.1.2 Transformers For Fusion and Pose Estimation

We use transformer encoder layers with causal masks to update latent vectors for pose

estimation. The fusion and pose estimation module modi�es each latent vector with

an attention mechanism. Weighting the latent vectors based on data-dependent masks

is introduced in Soft Fusion [13], where a soft mask function is determined based

on the current latent visual inertial vector. The difference in VIFT is determining

the mask based on previous measurements in the local window and applying several

masks multiple times through the layers of the transformer. In the end, the corre-

sponding vector is modi�ed with past information to provide more accurate pose

estimation.

The fusion and pose estimation module of VIFT can be seen in Figure 3.2. In Fig-

ure 3.2, the input latent vectorsx t ; : : : ; x t � N are shown on the left. In the �rst step,

similar to ViT, we apply linear projection to visual-inertial latent vectorx t . This

projection applies learned weights to visual and inertial encodings. We keep the em-

bedding dimension of the transformer the same with a concatenated visual inertial

latent vector.

After this step, transformer Layers takex t together with N-1 past measurements
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x t � 1; : : : ; x t � N as input. Then, we add Absolute Positional Encodings [14] to each

latent vector according to their location in the sequence. No temporal information

�ows between the linear projection's latent visual inertial vector sequence and the

Positional Encoding steps. Transformer Layers modify the resulting latent vectors

with attention by considering a local window. In this step, latent vectors are weighted

based on the previous and current measurements. The operation of the transformer

layer can be summarized as follows. A transformer layer consists of a masked multi-

head attention (MMHA) layer, feed-forward layer, residual connections, and layer

normalizations [14]. The attention operation computes a weighted sum of value vec-

tors based on the normalized dot product of query and key vectors. With a causal

mask, we ensure that current estimates are not in�uenced by future measurements,

which is crucial for real-time applications.

After transformer layers, we apply 2-layer MLP to every feature to obtain pose output.

We follow Yang et al. [2] and give a 6-dimensional output consisting of translation

and Euler angles for rotation. Ultimately, we obtainN relative poses forN + 1 input

images. During inference, for the �rstN + 1 images, we use all the output pose

estimates to initialize the process and take only the last estimate after shifting latent

vectors and adding a new latent visual inertial vector to the end of the sequence.

3.1.3 Deep Rotation Regression

The manifold structure ofSO(3) space should be considered while performing opti-

mizations on rotations. Zhou et al. [8] discuss the importance of continuous repre-

sentations in neural network optimization. A continuous subset of rotations can be

discontinuous in the Euler angle representation of rotations, which could create dis-

continuous training signals in training. Moreover, the interpolation problems in Euler

angles and gimbal lock phenomena further motivate using the optimization techniques

for manifolds.

We use the Regularized Projective Manifold Gradient (RPMG) layer proposed by

Chen et al. [3] to obtain training signals for rotations, which produces manifold-

aware gradients in backward passes. We �rst convert our 3D estimation to a 9D

rotation matrix. Then, we calculate the loss between ground truth rotationR gt and
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estimated rotationR. For translations, we use direct regression as the space is already

Euclidean. The total loss is the weighted sum of rotation and translation losses.

L r = jjR � R gtjj ; L t = jj t � t gtjj ; L = L t + � L r (3.4)

where� is a constant factor to balance rotational and translational loss terms and

jj � jj is a norm. In the backward pass, we calculate RPMG [3] for rotation loss,

which uses Riemannian optimization to get a goal rotationR g and maps it back to the

representation manifold to �nd the closest element of ambient space to estimation,

which is used for obtaining the gradients in the backward pass.

To summarize, as illustrated in Figure 3.1, our method uses frozen image and inertial

encoders to obtain latent vectors for VIO. Then, transformer layers perform fusion

and pose estimation using latent vectors. Our proposed VIFT method is a ViT-like

[87] architecture without class token, and instead of image patches, VIFT uses latent

visual and inertial representations for learning temporal relations. Instead of creating

new vectors from scratch, we modify the latents with the transformer using temporal

relations and use output directly to estimate poses. In the last stage, we use RPMG

[3] for manifold-aware gradient updates for rotation regression. We show that the

VIFT improves the performance of deep VIO networks compared to RNN-based pose

modules.

3.1.4 Tokenization

Transformers provide great performance improvements in natural language process-

ing (NLP) problems. However, in NLP domain, unlike our continuous visual and

inertial measurements, the tokens are coming from a �xed vocabulary. And each

token can be represented with a discrete number with its corresponing index in the

vocabulary.

In Chronos [5] the authors provide a basic work�ow for training transformers in con-

tinous data similar to NLP tasks. Transformer decoder based text generation methods

work on a �xed vocabulary on NLP tasks and try to learn the probability of next token

at indexk, given the previous tokensp(yk jy0:k� 1) and autoregressively obtain samples

at inference time. By introducing discrete indices assigned at the numbers in speci�c
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ranges, time series prediction is converted to next token prediction task in Chronos

[5].

The main work�ow of chronos is given in Figure 3.3 brie�y. Firstly, the input time

series is scaled and quantized. Secondly, using a language model, token distribution

is modelled by training with cross entropy loss. In the inference time, next tokens are

predicted using the tokens in history for time series prediction.

We modify this problem by conditioning the next value not only on the previous esti-

mates, but also the latent visual inertial feature vectors, and modelling the conditioned

distributionp(zk jzk� 1:0; x i
k:0; xv

k:0) by training with cross entropy loss, wherex i
k and

xv
k represent the visual and inertial feature vectors in Equations 3.2, 3.1, respectively.

The architecture for training with tokenization proposed in Chronos is seen in Figure

3.4. The visual and inertial embeddings in the local window are prepended to the se-

quence of vectors. Ground truth values of translation and rotation parts are quantized

using tokenization proposed in Chronos [5]. The network is trained with next-token

prediction task. During inference, a sampling method is used to determine most likely

token index at each time. Then, using the discrete-to-continuos detokenization trans-

form, real valued pose estimates are obtained.

We use uniform binning in tokenization where real line is splitted to equal sized line

segments and each measurment inside segment is assigned the index of the segment.

In our experiments, we show results with token vocabulary size of 4096 between

values -1 and 1. We do not use any scaling.

3.2 Simulations

In this section we give details about our experimental setting, evaluation metrics, and

show our results.

We evaluate VIFT and our choices in training settings and model selection. We show

transformer based modules are effective in fusion and pose estimation in deep VIO.
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Figure 3.3: High-level depiction of Chronos [5]. (Left) The input time series is scaled

and quantized. (Center) Using a language model, token distribution is modelled by

training with cross entropy loss. (Right) In the inference time, next tokens are pre-

dicted using the tokens in history for time series prediction.

3.2.1 Experimental Setup

We utilize KITTI Odometry Dataset [1] for training and benchmarking in this study.

The dataset is widely used amongst the visual-inertial odometry research community

and consists of 22 sequences where those sequences have stereo-recorded images and

6-Degree-of-Freedom IMU measurements. Following [13, 2], we train our method

with Sequences 00, 01, 02, 04, 06, and 09 while choosing Sequences 05, 07, and 10

for testing. We do not use Sequence 03 as it misses the IMU. The input images and

ground truth poses are recorded at a rate of 10 Hz, whereas IMU data is recorded

at 100 Hz. As the challenge requires monocular images, only left-camera frames

are used throughout the study. For evaluation metric, relative translation errortrel

and relative rotation errorrrel are calculated, indicating the averaged translation and

rotation drift of all subsequences with length of (100 m, ..., 800 m).

We utilize pretrained FlowNet-S [84] based image encoder and 1D CNN based iner-

tial encoder from Yang et al. [2], and keep them �xed during training. Input images

are resized to512� 256resolution. Our training scheduler follows a cosine anneal-

ing learning rate with warm restarts [7], with restarts occurring every 25 epochs. We

employ the AdamW [88] optimizer with a learning rate of1 � 10� 4, we set� 1 = 0:9,
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Figure 3.4: Tested architecture for next token prediction in training. The visual and

inertial embeddings in the local window are prepended to the sequence of tokenized

ground truth poses. Ground truth values of translation and rotation parts are quantized

using tokenization proposed in Chronos. The network is trained with next-token pre-

diction task. During inference, a sampling method is used to determine most likely

token index at each time. Then, using the discrete to continuos detokenization trans-

form, real valued pose estimates are obtained.

� 2 = 0:999. The loss function in Equation 3.4 includes a rotation weight of� = 40

and uses the L1 norm. We use RPMG layer for rotation estimation with� = 1
4 and

� = 0:01. We use a sequence length ofN = 11 during training.

Our transformer model is con�gured with an embedding dimension of 768 and a feed-

forward layer dimension of 128. The embedding dimension is selected to be equal to

the sum of 512 and 256, which are the output dimensions of the image encoder and

inertial encoder, respectively. The model uses Absolute Positional Encodings [14],

consists of 4 transformer encoder layers with 6 attention heads, and employs masked

self-attention with a causal mask. We do not apply dropout in the transformer. The

network is trained for 200 epochs with a batch size of 128, totaling 27k training steps.

Experiments are conducted using an NVIDIA GeForce RTX 4060 Laptop GPU. In
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Table 3.1: Comparison with prior VIO works in translational & rotational error met-

rics of KITTI Odometry Benchmark [1]. The best performances in each block are

marked inbold and overall bests are shown withgreen background. Loop closure is

excluded for VINS-Mono. Results are taken from Yang et al. [2] except ours.

Method
Seq. 05 Seq. 07 Seq. 10

t rel (%) r rel ( � ) t rel (%) r rel ( � ) t rel (%) r rel ( � )

Geo VINS-Mono [9] 11.6 1.26 10.0 1.72 16.5 2.34

Self-

Sup.

VIOLearner [86] 3.00 1.40 3.60 2.06 2.04 1.37

DeepVIO [80] 2.86 2.32 2.71 1.66 0.85 1.03

Sup.

ATVIO [73] 4.93 2.4 3.78 2.59 5.71 2.96

Soft Fusion [13] 4.44 1.69 2.95 1.32 3.41 1.41

Hard Fusion [13] 4.11 1.49 3.44 1.86 1.51 0.91

Yang et al. [2] 2.01 0.75 1.79 0.76 3.41 1.08

(Ours) Baseline 1.93 0.68 1.55 0.91 2.57 0.54

(Ours) w. RPMG 2.02 0.53 1.75 0.47 2.11 0.39

our setup, inference for a frame pair takes approximately 0.008 seconds. In training

stage, single epoch takes approximately 9 seconds when latent vectors are cached

with frozen networks.

3.2.2 Main Results

Table 3.1 compares our method against geometry-based, self-supervised, and super-

vised VIO approaches. Self-supervised methods [86, 82] are trained on KITTI se-

quences00 to 08. We include supervised methods that utilize the same training and

testing splits as our approach [73, 13, 2] on the KITTI dataset [1].

Monocular VIO with geometry-based methods requires excitation of all axes in ini-

tialization to correctly determine IMU biases and scale. Cars in the KITTI dataset

mostly move forward and rotate in the yaw axis. This type of motion makes it hard

to evaluate their performance fairly for VIO methods that require IMU initialization.

ORB-SLAM3 [10] does not initialize in monocular inertial mode, and VINS-Mono
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Table 3.2: Ablation study. Modi�ed parts from VIFT model are shown withgreen

background. Best results are shownbold.

Model Sequence
Criterion

Data
RPMG

Seq. 05 Seq. 07 Seq. 10

Type Length Balancing t rel (%) r rel ( � ) t rel (%) r rel ( � ) t rel (%) r rel ( � )

MLP 2 L1 2.03 0.67 3.04 1.19 3.60 1.14

Ours

11 L2 4.35 1.91 2.97 2.23 3.66 1.92

11 L1 1.93 0.68 1.55 0.91 2.57 0.54

11 L1 X 2.37 0.52 1.55 0.85 2.32 0.75

65 L1 X X 2.37 0.64 1.98 0.58 2.97 0.69

11 L1 X X 1.90 0.53 1.79 0.45 2.40 0.60

11 L1 X 2.02 0.53 1.75 0.47 2.11 0.39

[9] produces high errors even if it can initialize.

As seen in Table 3.1, VIFT obtains state-of-the-art performance compared to learning-

based methods. VIFT, without other additional modules, provides the lowest trans-

lation errors in Sequences05 and07 and the lowest rotation errors in Sequences05

and10 while obtaining comparable performances in other metrics. Moreover, with

RPMG [3], VIFT decreases the rotation error by� 63:8% in test Sequence 10 com-

pared to Yang et al. [2]. Our experiments show transformer-based fusion and pose

estimation surpass the performance of methods that use the same visual and inertial

features with the RNN-based networks.

3.2.3 Ablation Study

In this section, we look at the effect of different modules to understand the perfor-

mance of VIFT. We show the KITTI evaluation metric results in Table 3.2 and plot

the estimated trajectories against ground truth trajectories in Figure 3.5. We mark

trajectories every 5 seconds to obtain intuition about the vehicle's speed along the

trajectory and to make it easy to distinguish results. We emphasize that the camera

and IMU provide 10 FPS and 100 Hz measurements, respectively, which are much

more frequent than marked locations. We show the estimated trajectory in test se-

quences from above in the top row and vertical trajectory versus the bottom row. All

trajectories start from the origin, and relative pose estimates from VIFT are applied

sequentially to obtain absolute pose estimates for each time index.
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Figure 3.5: Proposed transformer based fusion and pose estimation module in VIFT

evaluated under different training settings. We mark trajectories every 5 seconds for

intuition about the vehicle's speed along the trajectory and easy distinction of results.

We emphasize that the camera and IMU provide 10 FPS and 100 Hz measurements,

respectively, which are much more frequent than marked locations. We show the

estimated trajectory in test sequences from above in the top row and vertical trajectory

versus time in the bottom row. All trajectories start from the origin, and relative pose

estimates from VIFT are applied sequentially to obtain absolute pose estimates for

each time index.

3.2.3.1 Model Type

We �rst look at the performance of 4-layer MLP trained on latent visual inertial fea-

ture vectors. From results in rows 1 and 2 of Table 3.2, we observe that the odometry

performance is reasonably good even with a small MLP network. This performance

supports the primary motivation of our architecture. The vectors in latent space al-

ready contain good properties for pose estimation. We use transformer-based fusion
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Table 3.3: Effect Rotation Weight� in Equation 3.4, without RMPG [3] and Data

Balancing [4]. Best results are shownbold.

Model Sequence
Criterion �

Seq. 05 Seq. 07 Seq. 10

Type Length t rel (%) r rel ( � ) t rel (%) r rel ( � ) t rel (%) r rel ( � )

Ours

11 L1 1 5.60 3.01 7.69 4.97 8.96 3.30

11 L1 10 1.93 0.68 1.55 0.91 2.57 0.54

11 L1 40 2.25 0.56 2.15 0.42 2.85 0.57

11 L1 100 2.16 0.51 1.98 0.39 2.92 0.58

to correct these latent vectors with the transformer, based on past measurements, and

a 2-layer MLP is used at the end of the transformer. VIFT utilizes history to improve

pose estimation with transformer-based architecture.

3.2.3.2 Norm Type in Training Criterion

We found that using the L1 loss function resulted in better performance within the

same training steps. As the errors decrease after the initial epochs, the gradients in L2

loss become smaller, leading to slower convergence and requiring more training itera-

tions, according to our observations. Consequently, we observed that training with L2

loss was slower overall. We also tuned each scenario's� parameter in the Equation

3.4. Following previous work [13, 2], we used� = 100 with the L2 criterion. For L1

loss, we found that� = 10 worked better for Euler angles, while� = 40 yielded bet-

ter results in models incorporating the RPMG layer. We experimented with different

� values for each method and reported the results using the values that best balanced

rotational and translational errors. Since the rotation loss is calculated based on the

mean difference between elements of rotation matrices in RPMG [3], we �ne-tuned

the� parameter to identify the optimal balance.
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