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ABSTRACT

IMPLEMENTATION OF BINARY NEURAL NETWORKS IN FPGA-BASED
RECONFIGURABLE SYSTEMS

Atabey, Salih

M.S., Department of Information Systems

Supervisor: Assoc. Prof. Dr. Erdem Akagündüz

July 2025, 63 pages

In embedded and edge computing systems where real-time performance and energy consumption are
critical, binary neural networks are becoming more and more relevant. Computational complexity and
memory requirements are much lower with binarization, a strong compression method that lowers net-
work weights and activations to binary values. However, this compression often leads to information
loss, impacting model accuracy. This study examines advanced binarization methods and applies them
to lightweight architectures such as SqueezeNet, which has not been previously binarized. A binarized
version of SqueezeNet is proposed and optimized with architectural enhancements. A comprehen-
sive survey of artificial intelligence hardware frameworks for FPGAs are presented by categorizing
and evaluating existing platforms based on design philosophy, optimization strategies, and deploy-
ment compatibility. Particular emphasis is placed on two frameworks, FINN and HLS4ML, which are
explored in detail to implement binarized neural networks on FPGA platforms. The study evaluates
performance trade-offs and implementation challenges using datasets of varying complexity, including
MNIST, CIFAR-10, and ImageNet. Comparative analysis of full-precision and binarized models high-
lights the impact of architecture and hardware framework choices on accuracy, resource efficiency, and
performance. While practical deployment outcomes provide valuable insights, this study emphasizes
architectural and hardware-level considerations critical for practical binary neural network applications
in constrained embedded systems.

Keywords: Binary Neural Network, Image Classification, Artificial Intelligence Hardware Framework,
Edge Computing
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ÖZ

FPGA TABANLI YAPILANDIRILABİLİR SİSTEMLERDE İKİLİ SİNİR AĞLARININ
UYGULANMASI

Atabey, Salih

Yüksek Lisans, Bilişim Sistemleri Bölümü

Tez Yöneticisi: Doç. Dr. Erdem Akagündüz

Temmuz 2025, 63 sayfa

Gömülü sistemlerde gerçek zamanlı performans ve enerji verimliliğinin kritik olduğu durumlarda ikili
sinir ağları giderek daha fazla önem kazanmaktadır. Model parametre ve aktivasyon değerlerini ikili
değerlere indirgeyen güçlü bir sıkıştırma yöntemi olan binarizasyon, hesaplama karmaşıklığını ve bel-
lek gereksinimlerini önemli ölçüde azaltır. Ancak bu sıkıştırma yöntemi genellikle bilgi kaybına yol
açarak model doğruluğunu olumsuz etkileyebilir. Bu çalışma, gelişmiş binarizasyon yöntemlerini in-
celemekte ve daha önce binarize edilmemiş olan SqueezeNet gibi hafif mimarilere uygulamaktadır.
Binarize edilmiş bir SqueezeNet sürümü önerilmekte ve mimari iyileştirmelerle optimize edilmek-
tedir. FPGA’lar için yapay zeka donanım geliştirme ortamlarına dair kapsamlı bir literatür taraması
sunularak mevcut platformlar, tasarım felsefesi, optimizasyon stratejileri ve dağıtım uyumluluğu te-
melinde kategorize edilip değerlendirilmektedir. Özellikle FINN ve HLS4ML olmak üzere iki ortama
özel önem verilmekte ve bu ortamların FPGA platformlarında ikili sinir ağlarını uygulamak için nasıl
kullanıldıkları ayrıntılı olarak incelenmektedir. Çalışma, MNIST, CIFAR-10 ve ImageNet gibi farklı
karmaşıklık düzeylerindeki veri kümeleriyle performans değerlendirmesini ve uygulama zorluklarını
ele almaktadır. Tam kesinlik ve ikilenmiş kesinlikteki modellerin karşılaştırmalı analizi, mimari ve
donanım geliştirme ortamı tercihlerinin doğruluk, kaynak verimliliği ve performans üzerindeki etki-
lerini ortaya koymaktadır. Uygulama sonuçları değerli bulgular sağlarken, bu çalışma, kısıtlı gömülü
sistemlerde pratik ikili sinir ağı uygulamaları için kritik olan mimari ve donanım düzeyindeki konulara
dikkat çekmektedir.
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CHAPTER 1

INTRODUCTION

1.1 Problem Definition

One of the main objectives of a neural network (NN) is to make decisions for complex problems that
cannot be solved by solely explicit mathematical and physical laws. This problem-solving capability
enables them to be used in several fields, such as signal processing, computer vision, text analytics,
robotics, and finance [4]. The simplest and core component of an NN is an artificial neuron, also
known as the perceptron, that computes an output from the combination of several inputs. Using
neurons together creates a layer or a block to present a complex mathematical function. The NN is the
repetitive connection between those layers and blocks. After the network is designed, the next step is
training, which transforms it into a functional decision-making model. When the model is ready, it is
deployed on devices for inference.

Neural networks encompass various architectures, such as feedforward, convolutional, recurrent, gen-
erative adversarial networks, and transformer-based models designed for specific tasks and data types.
While different structures of NN architectures emerge, the current research direction follows increas-
ing model size and learning capability. A comprehensive overview of the number of parameters in
various models is provided, categorized by their release dates: LeNet [5] contains 60 thousand pa-
rameters, AlexNet [6] has 60 million, VGG16 [7] comprises 138 million, Inceptionv3 [8] includes
24 million, ResNet [9] features 45 million, and BERT-L [10] encompasses 332 million [11]. At the
end of development, the deployment of NN is another issue. Even if devices’ computing capabilities
increase, they cannot catch up to NN improvements in general. The devices include graphics process-
ing units (GPUs), neural processing units (NPUs), tensor processing units (TPUs), central processing
units (CPUs), field programmable gate arrays (FPGAs), and application-specific integrated circuits
(ASICs), each offering different trade-offs regarding performance, power efficiency, and flexibility
for NN acceleration. Using the NN model itself is not an efficient deployment technique in general.
Before deployment, several compression techniques can be applied to the model to improve resource
allocation. Compression encompasses many techniques, including low-rank factorization, knowledge
distillation, pruning, and quantization [12].

Compression methodologies come with a trade-off. With increasing compression levels, information
loss occurs in the current NN architecture. It is not usual to deploy without compression or develop
algorithms without excessive resource requirements. There are still research directions in edge cases
of compression and how to deploy compressed networks on devices by keeping the balance between
compression and performance. Binarization is the most severe methodology under quantization. Quan-
tization replaces some bits used in any computer algorithm with fewer bits [13, 14]. Most quantization
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strategies likely use the power of twos, with less than 32 bits. On the other hand, binarization uses only
one bit instead of several bits. As a result, the information loss caused by binarization is higher than
that of the traditionally quantized version of the algorithm. There are already use cases of binariza-
tion on NN that result in a binary neural network (BNN). Most studies focus on improving accuracy
performance by keeping the model size comparable and using baseline models similar. The effects of
applied binarization methodologies on baseline models should also be analyzed in other models. In
addition, the deployment process is different for quantized or binarized models because the current
computer architectures usually support 32 or 64 bits. The mixed precision support of FPGAs could
be a considerable solution for deploying BNNs. To conclude, both the effects of improvements over
binarization and the deployment process on embedded devices are analyzed in this study.

1.2 Research Questions

To the best of our knowledge, since there are still unexplored approaches in the binarization and de-
ployment of convolutional encoders that could improve accuracy and computational efficiency, we
seek answers to the given problem definition above in this thesis. The problem definition involves
several research questions and hypotheses. We list some of the primary research questions below:

• How much do binarization methodologies developed initially for architectures such as AlexNet
and ResNet affect the model size and classification accuracy of smaller architectures like
SqueezeNet?

• How can a standardized survey of artificial intelligence hardware frameworks for FPGAs en-
hance the evaluation and selection process regarding performance, compatibility, and design
efficiency?

• How can binary neural networks be efficiently implemented on FPGA platforms, and what chal-
lenges arise in optimizing their inference performance and resource constraints?

1.3 Objectives of the Study

This study aims to cover two different sides of BNN implementation. The first step is researching
existing binarization methodologies and applying the chosen ones to other baseline models. AlexNet
[6], ResNet [9], or MobileNet [15] are the usual baseline models in BNN studies to compare the ef-
fects of proposed binarization methodologies. This study researches most binarization methodologies,
from initial ones to state-of-the-art (SOTA) solutions, and proposes suitable ones to other baseline
models, such as SqueezeNet [16]. SqueezeNet is one of the most lightweight neural network topolo-
gies, making it especially appropriate for implementation on resource-limited hardware systems. To
our knowledge, no previous research has investigated a binarized version of SqueezeNet. Introducing
a binarized variation improves deployment efficiency and demonstrates the generalizability of bina-
rization methods beyond standard systems. These factors are the principal justification for choosing
SqueezeNet as an alternate baseline model in this study. Another objective is to propose a new BNN
model with improved resource allocation and accuracy levels comparable to previous studies. This
approach proposes improvements over binarization, which does not exist in the literature. The second
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step is deploying the proposed BNN architecture on an embedded platform such as an FPGA. Dif-
ferent existing frameworks assist in this process. One of the objectives of this study is to choose a
suitable framework and deploy a model using it. This study considers performance metrics such as
throughput, model size, and accuracy level in decreasing order of importance. Therefore, the primary
deployment strategy is completely pipelined when considering FPGAs. It provides high throughput
with the same architecture. In conclusion, this study aims to evaluate and generalize binarization
methodologies across various models, propose a novel BNN architecture, and implement and optimize
the architecture on an FPGA with a performance-driven approach.

1.4 Contributions of the Study

This study contributes to the literature in several ways. Firstly, we systematically analyzed preexist-
ing binarization methods applied to BNN architectures to understand the impact of each technique on
performance. Since baseline models are usually similar in BNN literature, we highlight the effects
of several binarization methods on different BNN architectures. Also, this architecture is chosen to
compromise high throughput and small model size. SqueezeNet [16] is not binarized in another study,
so it is the first binarization of this architecture with proven methods. Not only are preexisting meth-
ods used, but there are also newly proposed enhancements over binarization in this study. Secondly,
we standardized the artificial intelligence hardware frameworks for FPGAs. This study provides a
selection guide for such frameworks by identifying strengths and trade-offs because each is good at
a different field. Therefore, this study contributes to the literature of FPGAs running in an artificial
intelligence environment. Lastly, we run experiments on deploying a completely pipelined BNN ar-
chitecture. This study covers the advantages and challenges of deploying a BNN architecture. Our
approach differs from previous similar studies because we analyze the frameworks for optimization
strategies as we define and classify them. Also, this is the first time deploying the BNN architecture
running on the ImageNet [17] dataset to an FPGA in a completely pipelined manner.

1.5 Organization of the Thesis

Chapter 1 outlines the scope and objectives of the research and explains its motivation and key contri-
butions. Chapter 2 comprehensively reviews the theoretical foundations, focusing on neural networks,
brief compression methods, binarization, binary neural networks, and artificial intelligence hardware
frameworks. Chapter 3 delineates the study’s methodological framework and details the neural net-
work’s binarization methods and FPGA deployment phase. Chapter 4 elaborates on the experimental
design and specifies the experiments to investigate effects on the proposed binary neural network archi-
tecture. Chapter 5 systematically presents the empirical findings derived from the study and presents
the discussions that arose during the design and experiments. Chapter 6 concludes the overall study.
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CHAPTER 2

RELATED WORK

2.1 Neural Networks in Modern Data Science

The inspiration behind the NN concept is based on the brain’s neural activities. For early models,
Rosenblatt introduces the perceptrons that mimic basic decision-making processes by simulating a
single layer of artificial neurons [18]. However, its inability to solve non-linearly separable problems
significantly limits its practical applicability and leads to a decline in NN research for several years
[19]. Developing multi-layer perceptrons and the backpropagation algorithm enables deeper networks
to be trained effectively [20]. Moreover, the neural networks are shaped by the current situation with
the increasing computational power of devices, access to large datasets, and algorithmic innovations.
The main functionality is not mimicking brain activity, which does not mimic it similarly, but solving
problems not modeled by scientific methods. Every situation modeled by modern computer science
algorithms could be a work area for an NN. Signal processing, computer vision, text analytics, robotics,
and finance are some use cases of NNs.

Neuron or perceptron, the naming can differ among different sources, is the simplest core element of
an NN [18]. The input and output of a perceptron could change according to the application and the
network’s structure. The perceptron generates an output of some mathematical representation of the
inputs. Also, it contains some memory elements, called weights, and memoryless activation functions.
Activation functions can differ according to the requirements. A layer consists of many perceptrons in
parallel dimensions, so the layer’s input becomes an algebraic function. The connection of many layers
in a serial manner creates the simplest form of NN architecture [20]. There are two types of propagation
for NNs: forward and backward. The NN generates a meaningful result from the given input data for
forward propagation. The NN updates the previous weights by calculating the pair of input and output
data loss for backward propagation. The loss function operates on calculated and expected output
data, and the loss result is used in backpropagation. The update depends on the optimization function,
which differs according to the NN requirements. While the training phase covers weight updates and
learning, the inference phase only predicts results from given input data.

The definition given in this section is a simple type of NN. The types of NNs cover a broader appli-
cation area. Feedforward [20], convolutional [5], recurrent [20], long short-term memory [21], gen-
erative adversarial [22], autoencoder [23], spiking [24], and transformer-based [25] are some general
NN types. The requirements define which type of NN should be used in that scenario. This study does
not cover all types except feedforward and convolutional. A feedforward network does not present any
cycles among the layers. It always forwards the result to the next layer. Every perceptron output in a
layer is connected to the next layer, which makes them a dense structure. The usage of the feedforward
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network is widespread, especially at the end of a larger structure to make the final decisions. Convolu-
tional networks are preferred for scanning an input function to extract meaningful features. Therefore,
its use case is image and video processing. This study covers these types from the use cases because
image classification is the primary concern.

With technological innovations, developing an NN from scratch is no longer widespread. Some pro-
gramming languages, libraries, frameworks, and tools exist for NN development. In this section, we
mention the widely preferred technologies. Python is more commonly used as a programming lan-
guage, even if it is not chosen at the deployment stage. At the deployment stage, C-based languages
are used to accelerate computing. This study also covers hardware description language (HDL) for
deployment, which is mentioned in the FPGA and frameworks sections. Some artificial intelligence
(AI) frameworks include Caffe [26], Keras [27], MXNet [28], PyTorch [29], and TensorFlow [30].
The primary usage of an AI framework is to develop, train, and deploy NNs. Various supportive tools
also play critical roles in the end-to-end development lifecycle. ONNX enables models trained in one
framework to be exported and used in another. Scikit-learn, Pandas, and Numpy are assisting tools for
machine learning algorithms, preprocessing, data manipulation, and numerical computation function-
alities. Deployment tools such as TensorFlow Lite, TensorRT, and TorchScript help optimize models
for mobile, embedded, or high-performance inference environments. Other than those deployment
tools, FPGA-oriented deployment tools also exist. The recent exponential growth in the computational
capacity and complexity of AI systems has highlighted a critical issue: the platforms that will host
these advanced algorithms. The majority of AI computations currently occur via cloud computing.
Despite the rapid transformation of the AI landscape by cloud computing, factors such as cost, latency,
privacy concerns, and bandwidth limitations may cause the execution of AI models on cloud platforms
to be problematic. Utilizing AI on edge devices is a possible option. This method improves privacy
by retaining sensitive information on the device, optimizes bandwidth use, and facilitates real-time
applications in offline or low-connectivity settings [31].

This study references several important NN architectures. They are not specifically binarized, but
their approaches are useful in this research. Below is a brief overview of each to contextualize their
relevance and role within the study.

• AlexNet [6] is a breakthrough in computer vision and deep learning. It wins the 2012 ImageNet
competition by a large margin and becomes the first model to achieve a top-5 error rate of less
than 25%. The network has about 60 million parameters and consists of 5 convolutional layers
and 3 fully connected layers. Its performance shows DNN’s capabilities and helps use deep
learning in image recognition tasks.

• ResNet [9] wins the 2015 ImageNet competition by introducing residual connections. Residual
connections help to reduce the vanishing gradient problem in deep networks. ResNet comes
in several variants, such as ResNet-18, ResNet-34, ResNet-50, ResNet-101, and ResNet-152,
where the number refers to the number of layers. The parameters range from around 11 million
to about 60 million.

• MobileNet comprises three distinct versions (v1 [15], v2 [32], v3 [33]) released from 2017 to
2019. MobileNetv1 attains a top-1 accuracy of 70.6%, closely approaching ResNet18’s perfor-
mance of 72.12% on ImageNet, while utilizing 2.78 times less parameters. MobileNet pioneers
an efficient convolutional neural network (CNN) design for devices with limited resources. It
uses an architecture based on depthwise separable convolutions and a pointwise convolution.
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This design reduces the number of parameters and computation. MobileNetV1, for example,
has about 4.2 million parameters. It shows that lightweight models can still perform well while
being fast and efficient.

• SqueezeNet [16] focuses on building a minimal and efficient NN without sacrificing too much
accuracy. Its architecture uses fire modules, which combine squeeze layers (using 1×1 convolu-
tions) and expand layers (using 1×1 and 3×3 convolutions). SqueezeNet avoids fully connected
layers and uses delayed downsampling to maintain higher-resolution activation maps. It has only
about 1.2 million parameters.

2.2 Neural Network Optimization for Edge Computing

Edge devices are computing units located at the periphery of a network, typically close to the source of
data generation, such as sensors, smartphones, routers, or embedded systems. They enable localized
data processing, reducing the need for constant communication with centralized cloud servers. On the
other hand, cloud computing offers computational resources and storage capacity through centralized
data centers.

Edge environments face significant resource constraints that impact the deployment and performance
of computational tasks. Edge devices offer different trade-offs regarding processing speed, power
consumption, and cost. The limited memory capacity in edge devices further complicates the execution
of complex algorithms. Energy efficiency is a critical concern due to their often battery-powered
nature. Storage limitations prevent the local caching of large datasets. Network bandwidth constraints
challenge data transmission between edge devices and central servers.

GPUs, NPUs, TPUs, CPUs, FPGAs, and ASICs are some of the specialized edge devices that optimize
computational tasks. GPUs, originally designed for graphics rendering, excel at parallel processing
and are widely used in machine learning and scientific computing due to their ability to handle large
matrix operations. NPUs and TPUs are custom-designed processors optimized for accelerating AI
workloads. TPUs are developed by Google for TensorFlow applications. CPUs are general-purpose
processors capable of handling a wide range of tasks, but are less efficient for parallel computing.
FPGAs are reconfigurable hardware devices that can be programmed to execute specific tasks. ASICs
are custom-designed chips built for a particular task.

2.2.1 Hardware Acceleration with FPGAs

An FPGA is a computing device that is configured post-manufacturing to execute diverse functions.
FPGAs comprise programmable logic blocks linked by programmable interconnects, enabling users
to realize custom digital circuits [34]. Although both FPGAs and GPUs are parallel architectures,
FPGA designs can integrate synchronous or asynchronous algorithms that differ from those employed
in GPUs. FPGAs typically demonstrate reduced latency in numerous applications because of their
independence from an operating system [35]. The adaptability and low power consumption of FPGAs
make them favored for prototypes, rapid development, and applications necessitating hardware accel-
eration or specific processing roles. They are frequently preferred when adaptability and predictable
performance are required.
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FPGAs’ parallel architecture can be tailored to specific neural network models, leading to optimized
performance for targeted tasks. However, they also have drawbacks: they are generally harder to
program than GPUs, require deep hardware design knowledge, and have longer development cycles.
Additionally, while they excel at inference, they are less suited for training large models due to limited
computational throughput and memory.

HDL is a specific textual instrument employed to delineate and execute algorithms directly on FPGAs.
In contrast to conventional programming languages, HDL does not direct a processor sequentially
but instead delineates the architecture and operating mechanisms of digital systems. Languages such
as Verilog [36] and VHDL [37] enable the design, simulation, and optimization of complex designs.
Functional analysis and verification is another supportive feature of HDL [38].

HLS improves digital design automation by enabling the translation of high-level algorithmic descrip-
tions into efficient hardware implementations. Departing from the conventional, labor-intensive prac-
tice of manual register-transfer level design, HLS empowers developers to express algorithms in high-
level languages such as C, C++, SystemC, or Python. These tools carefully examine and improve the
code, creating RTL or even hardware-ready output that can be used on FPGAs [39].

2.3 Neural Network Compression Strategies

Edge computing necessitates an additional step, model compression, before deploying neural network
models. Compression is critical for improving resource efficiency, as edge devices often operate un-
der strict constraints regarding memory, computational power, and energy consumption. Some com-
pression techniques include pruning, quantization, knowledge distillation, and low-rank factorization.
They operate in different ways to lower the resource allocation. Pruning [40] removes redundant or less
essential parameters from the NN. Magnitude-based, structured, and iterative pruning techniques could
realize pruning. Quantization [41] reduces the numerical precision of weights and activations. Quan-
tization differs in two methods: post-training and quantization-aware training. Quantization-aware
training covers a process done with limited precision, which is different from post-training, which
decreases precision after training. Precisions are usually powers of two bits to support edge devices,
but mixed precision is also applicable for some devices, such as FPGAs. Knowledge distillation [42]
is a different technique from pruning and quantization. Knowledge distillation trains a smaller NN to
mimic larger teacher NNs. Low-rank factorization [43] decomposes weight matrices into smaller ma-
trices to improve throughput and memory efficiency. Singular value, tensor, and Tucker decomposition
are some low-rank factorization methods.

2.3.1 Binarization

Binarization represents an extreme form of quantization, reducing data precision to a mere single
bit [44]. This radical simplification decreases memory usage and delivers significant acceleration in
computation through the use of XNOR and pop-count operations [45]. These operations effectively
mimic the multiply-accumulate function using binary numbers, based on the idea of treating 0 as -1.

Compression algorithms are essential for reducing memory usage, lowering energy consumption, and
enhancing throughput in neural network implementations. Despite their effectiveness, the majority
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of binarization-based methodologies depend on hybrid frameworks that combine binary and floating-
point calculations. The need to mix these calculations comes from a basic reason: regular processors
are designed to handle larger data sizes, such as 32-bit, making it difficult to run binarized networks
efficiently. Efficient processing of 1-bit implementations requires either specialized algorithms, as
outlined in [46], or unique hardware solutions. Computing devices such as FPGAs inherently facilitate
mixed-precision computation, rendering them a possible option for executing BNNs [47].

2.4 Binary Neural Networks

The foundational works in BNNs include Binarized Neural Network [48], XNOR-Net [45], and Bit-
wise Neural Network [49], which collectively established the viability of binarization in deep learning.
Conventional techniques fail to support gradient computation during backpropagation due to the dis-
crete nature of binary values. This limitation is effectively solved using the straight-through estimator
[50], a widely adopted approach that preserves the forward binary operations while replacing their
non-differentiable gradients with a continuous surrogate during the backward pass [51].

Efforts to apply deep learning models to binarization have framed the task as one of image classifica-
tion. Benchmark datasets of varying complexity, such as MNIST [52], CIFAR-10 [53], and ImageNet
[17], serve as the primary grounds for evaluating BNNs. However, recent investigations [54, 55, 56]
reveal a pronounced degradation in accuracy as dataset complexity increases. Beyond classification,
binarization presents notable challenges in object detection, prompting the use of more demanding
datasets like MS-COCO [57] in comparative studies [58]. Recent research has started investigating
binarization techniques in transformers [59, 60]. However, implementing binarized transformers on
edge devices continues to pose considerable difficulties because of their high resource requirements
[61]. Overcoming these obstacles necessitates additional studies focused on enhancing the efficiency
of binarized transformers for deployment on edge devices.

There are several strategies that have been proposed to binarize and optimize neural networks, each tar-
geting specific limitations inherent in low-precision models. A comprehensive review of these methods
is studied, grouping them into five primary categories: minimization of quantization error, refinement
of loss functions, enhancement of gradient approximation, alterations to network architecture, and
advanced training protocols [44]. A major challenge in binarization is information loss. Techniques
aimed at minimizing quantization error tackle this problem head-on by leveraging scaling factors, cus-
tomized quantization functions, and tensor distribution balancing. Studies like [62, 45, 63] use scaling
factors after convolution to make BNNs more accurate. The modification of quantization functions is
re-modified, marking a significant turning point in performance optimization [64]. Weight and activa-
tion distributions play a critical role in effective binarization, as shown in studies like [65, 66, 67, 68].
It is introduced that a tailored loss function aligns BNN outputs with their real-valued counterparts,
preserving operational fidelity [1]. Meanwhile, gradient approximation, particularly addressing the
limitations of the straight-through estimator near binary thresholds, is addressed in [65, 69, 70]. Ar-
chitectural modifications have shown promise in replicating the behavior of high-precision networks,
with [71, 70, 1, 2] demonstrating meaningful improvements through structural redesigns. A diverse
set of additional enhancements under training strategies is classified [44].

This study references several BNN architectures, and two of them are directly related to this research.
Below is a brief overview to contextualize their relevance and role within the study.

9



• ABC-Net [2] modifies the ResNet’s network topology to approximate the weights. The weight
approximation methodology of ABC-Net involves multiplying by scaling factors and accumu-
lating the results across different branches. Moreover, ABC-Net splits the binary activations into
parallel structures with shift parameters to take advantage of the various features of the activa-
tions. Introducing new parallel branches to the original ones and splitting activations shows that
accuracy improves positively.

• ReActNet [1] builds directly on Bi-Real Net [70]. Bi-Real Net replaces the non-differentiable
hard-sign activation with a piecewise differentiable polynomial approximation. ReActNet iden-
tifies that the distribution of activations prior to applying sign and PReLU functions significantly
influences inter-layer feature propagation. To address this, it introduces react operations, which
shift these distributions toward more favorable configurations, mitigating information degra-
dation or redundancy. Additionally, ReActNet incorporates reduction blocks that downsample
tensors while preserving representational fidelity. These blocks use concatenated convolutional
kernels post-average pooling to retain critical information, albeit at the cost of increased model
parameters. ReActNet aligns the behavior of its binary model with a real-valued counterpart by
minimizing their output discrepancy during training.

2.5 Artificial Intelligence Frameworks

AI frameworks serve as indispensable infrastructure for developers building AI systems, drastically
accelerating development timelines and reducing complexity. These frameworks offer strong, ready-
to-use parts that take care of complicated details, so developers can focus on more advanced work like
creating algorithms and solving specific problems. They encompass a broad array of functionalities
while also supporting interoperability and system monitoring. Integration with widely adopted tools
and libraries in the data science ecosystem ensures seamless workflow compatibility. Prominent AI
frameworks include PyTorch [72], TensorFlow [30], Keras [27], ONNX [73], Caffe [26], and MXNet
[28] [74].

2.6 Artificial Intelligence Hardware Frameworks for FPGAs

AI hardware frameworks are essential instruments for translating AI models into forms suitable for
execution on various hardware platforms. These frameworks are tightly coupled with AI frameworks,
serving as the crucial bridge between model design and deployment. Once a model is developed
using an AI framework, AI hardware frameworks enable its deployment across diverse compute en-
vironments, including CPUs, GPUs, TPUs, FPGAs, and DPUs. AI frameworks and AI hardware
frameworks serve distinct but complementary roles. AI frameworks dominate the model development
phase, providing tools for architecture design and training. In contrast, AI hardware frameworks are
specialized for the post-development phase, which includes deployment, conversion, and performance
optimization. Their core function is to translate high-level models into intermediate representations
that are compatible with underlying hardware.

A substantial body of prior work has surveyed optimization techniques and AI hardware frameworks
for FPGAs [75, 76, 77, 78, 79, 80, 81, 82, 83, 84, 85, 86]. For instance, AI hardware frameworks
are classified into two principal categories: dedicated circuit design and overlay-based design [81].
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Figure 1: General Workflow of AI Hardware Frameworks

In contrast, the same work also proposes an alternative classification scheme based on platform type,
model structure, and source availability. The frameworks are categorized into fixed platforms, cus-
tom accelerators, and those supporting high-level languages, with an emphasis on implementation and
deployment strategies [82]. Furthermore, there are studies such as providing benchmarking analyses
across various AI hardware frameworks and devices [82, 77, 79, 78]. Broadly, the literature presents
two main types of reviews: those emphasizing neural network architectural strategies and those con-
centrating on hardware-oriented implementation techniques.

FPGA-based AI hardware frameworks present a flexible and efficient method for deploying AI models
across diverse hardware platforms. Variability in hardware targets typically arises from three sources:
the FPGA development language, synthesis tools, and system-level components or configurations.
While the choice of HDL (e.g., VHDL or Verilog) rarely impacts compatibility due to widespread
toolchain support, the synthesis tools themselves often introduce vendor-specific constraints. These
toolchains, tied to vendors such as AMD [87], Intel [88], and Lattice [89], frequently generate bit-
streams that are not portable across different FPGA families, thus limiting cross-vendor deployment.

Complementing these frameworks, specialized platforms streamline development by integrating high-
level languages and providing user-friendly environments. For instance, the PYNQ project [90] lever-
ages Python to simplify development on AMD’s Zynq SoCs, facilitating rapid prototyping and deploy-
ment in embedded and edge AI applications.

Each AI hardware framework necessitates a modified version of the original AI model due to its in-
ability to support certain layers. Typically, model conversion involves three key stages: pre-analysis,
layer transformation, and post-analysis. These steps may be executed either by the developer or au-
tomatically by the framework, depending on the system. Pre-analysis involves reshaping, renaming,
and pruning or merging layers to ensure compatibility. This stage requires the developer to exam-
ine the model to guarantee alignment with the framework’s capabilities. Next, layer transformation
reconfigures unsupported layers into forms that the hardware can interpret—this may include recal-
culating input/output dimensions or substituting layers with hardware-specific equivalents. Finally,
post-analysis verifies the transformed model, ensuring that all layers conform to the requirements of
the AI hardware framework.
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2.6.1 Optimization Strategies

Efficient and optimized FPGA hardware implementations demand a strategic approach. Key compo-
nents of this process include exploration, parallelization, scheduling, compression, quantization, and
binarization. Understanding of FPGA architecture, assessment of hardware capabilities, and analysis
of compatibility with deep learning frameworks are fundamental to achieving effective deployment.

Exploration

A thorough evaluation of hardware specifications is essential when deploying NNs on FPGAs. This
process demands a detailed understanding of the FPGA architecture, including logic elements, DSP
units, and memory subsystems. Informed deployment decisions hinge on a critical assessment of
device capabilities, supported by development tools, software libraries, and IP cores. Investigating
FPGA-based accelerators and their interoperability with mainstream AI frameworks is crucial for eval-
uating integration efficiency and optimization potential. Furthermore, analyzing factors such as power
efficiency, scalability, and cost in comparison to alternative hardware platforms ensures deployment
strategies are both effective and aligned with performance and budgetary goals.

Parallelism

Parallelism, utilization, and throughput are critical and interdependent factors in FPGA design. Vari-
ous strategies for implementing parallelism are explored in FPGA architectures, there remains potential
for developing new, innovative approaches [91]. The choice of strategy is influenced by the network
architecture, available hardware resources, latency constraints, and scalability objectives. By distribut-
ing computations across multiple processing units, parallelism enhances both computational efficiency
and scalability. However, it is also important to critically evaluate parallelism in the context of other
possible optimization methods.

Scheduling

Task scheduling represents a critical challenge in FPGA-based systems, requiring the decomposition
of network operations into smaller tasks that can be efficiently mapped onto the FPGA’s hardware
resources. Various scheduling strategies have been explored across different hardware platforms [92].
The effectiveness of these strategies plays a pivotal role in distributing workloads evenly across FPGA
components and meeting timing constraints. Optimizing task scheduling is therefore essential for
improving the performance and energy efficiency of neural network implementations on FPGAs.

Compression

NN compression encompasses techniques aimed at reducing the size and computational demands of
trained models without significantly degrading accuracy. These methods are systematically catego-
rized in the literature [12]. Compressed models can be further transformed into hardware-compatible
formats such as HLS projects. This process improves inference efficiency and optimizes resource us-
age, making compression a vital strategy for scalable and high-performance AI deployment across a
wide range of applications.

Quantization
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NN quantization aggressively reduces the precision of weights and activations by converting them
from high-precision floating-point numbers to low-bit integers. This simplification is essential for
decreasing model size, boosting inference speed, and minimizing memory usage. Techniques like
uniform and non-uniform quantization, along with quantization-aware training [93], are strategically
employed to counteract the inevitable accuracy degradation introduced by quantization.

Binarization

NN binarization aggressively compresses model complexity by converting weights or activations into
binary values. This transformation improves memory consumption and computational demands. De-
spite the potential loss of accuracy compared to full-precision models, applications that prioritize per-
formance speed and efficiency often justify this trade-off. During inference, most calculations use
binary operations, while updates based on gradients depend on estimates to change the underlying
real-valued parameters. A comprehensive examination of these methods is provided [94].

Processing Unit

The configurable architecture and interconnects of FPGA logic units enable two primary implemen-
tation strategies. Traditionally, each algorithm is individually mapped onto the FPGA fabric. Alter-
natively, a generic processing unit can be implemented on the FPGA, allowing multiple algorithms
to execute sequentially. This distinction reflects a fundamental trade-off in FPGA design: the first
approach tends to deliver higher throughput, whereas the second is generally more resource-efficient.

2.6.2 Artificial Intelligence Hardware Frameworks

This section presents all publicly available AI hardware frameworks that support FPGA platforms.
This section encompasses both actively maintained frameworks and those that are either in develop-
ment or have undergone deprecation.

HLS4ML

HLS4ML [95] is a hardware-oriented framework tailored for implementing AI models on FPGAs
using HLS. Originally developed in 2018 by the Fast Machine Learning [166], which is composed of
researchers collaborating with CERN’s Large Hadron Collider.

To generate FPGA-compatible code, HLS4ML requires both a Python interpreter and an HLS toolchain
from either AMD [87] or Intel [88]. The output code, produced in standard VHDL or Verilog, can be
deployed on any FPGA platform that supports these HDLs. This vendor-independent approach is
possible because HLS4ML generates standard HDL rather than proprietary IP blocks.

Among supported AI frameworks, Keras [27] enjoys full compatibility with HLS4ML. However, sup-
port for ONNX and PyTorch remains limited. As noted in the official HLS4ML repository [167], the
framework currently supports only sequential and functional models developed using (Q)Keras, ex-
cluding those with parallel architectural components. In this context, a parallel model refers to one
that includes multiple simultaneous processing paths whose outputs converge at a specific point.

HLS4ML also includes resource optimization capabilities through model pruning and compression
techniques. It supports quantization via fixed-point arithmetic, allowing for more efficient FPGA re-
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Table 1: Artificial Intelligence Hardware Frameworks for FPGAs

Name Latest Sup-
port Date

Supported
Input
Format1

Target
Platform

Optimization
Strategy2

Papers

HLS4ML [95] 2024 K VHDL,
Verilog

C, Q, P [96], [97],
[98], [99],
[100], [101],
[102], [103],
[104], [105],
[106], [107],
[108], [109]

LeFlow [110] 2020 T Verilog C [111], [112]
OpenCL [113] 2020 P, T VHDL,

Verilog
* [114], [115],

[116], [117],
[118], [119],
[120], [121],
[122], [123],
[124], [125],
[126], [127],
[119]

Vitis AI [128] 2023 O, P, T AMD C, E, Q, P,
PU, S

[129], [130],
[131], [132],
[133]

FINN [134] 2024 O, P PYNQ B, Q, P [135], [136],
[137], [138],
[139], [140],
[141], [142],
[143], [144],
[145], [146],
[147], [148],
[149], [150],
[151]

TVM/VTA [152] 2022 K, M, O, P,
T

Board with
OS

E, P, PU, S [153], [154],
[155]

OpenVINO [156] 2024 C, M, O, P, T Intel C, E, Q, P,
PU, S

[157], [158],
[159], [160]

MATLAB DLP [161] 2024 O, P, T VHDL,
Verilog

Q, PU, S [162], [163],
[164]

SensAI [165] 2024 C, K, T Lattice B, Q, PU, S
1 C: Caffe, K: Keras, M: MXNet, O: ONNX, P: PyTorch, T: TensorFlow
2 B: Binarization:, C: Compression, E: Exploration, Q: Quantization, P: Parallelism, PU: Processing
Unit, S: Scheduling, *: User Defined
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source utilization. Moreover, its reuse factor feature enables DSP sharing across operations, promoting
a form of hardware-level parallelism. Although some studies [98] suggest that BNNs can be imple-
mented using HLS4ML, explicit support for binarization is not yet integrated into the framework.

LeFlow

LeFlow [110] is a framework that integrates TensorFlow [30], Google’s XLA [168], and LegUp [169]
to facilitate the generation of Verilog code from TensorFlow models. XLA serves as a domain-specific
compiler tailored for linear algebra operations, while LegUp is an open-source HLS tool capable of
translating C code into FPGA-compatible hardware components. Initially released in 2018, LeFlow
received active development support until 2020. Notably, it exclusively supports TensorFlow as its
input AI framework and Verilog as its output HDL, thereby restricting its applicability to specific
environments. Nonetheless, any FPGA platform compatible with Verilog can potentially serve as a de-
ployment target. XLA contributes to model optimization through techniques such as operation fusion
and memory optimization—strategies that can be broadly categorized as model compression. While
XLA incorporates hardware-aware optimization mechanisms, these are not utilized within LeFlow due
to its abstraction level, which targets a language rather than specific hardware. Consequently, LeFlow
does not fall within the scope of exploratory optimization tools.

OpenCL

OpenCL [113] is a standardized, general-purpose framework designed to support heterogeneous com-
puting across platforms such as GPUs, DSPs, FPGAs, and CPUs which utilize single instruction mul-
tiple data (SIMD), enables simultaneous processing of multiple data points using a single instruction.
Unlike many other AI hardware frameworks, OpenCL is primarily a standard for writing portable
code. It is included in this paper to account for current deployment techniques across multiple hard-
ware types. OpenCL code is often cross-platform compatible. However, the deployment process varies
significantly by platform, as the compiler generates platform-specific executables [170]. In this study,
we focus exclusively on its application to FPGAs.

OpenCL provides a high-level abstraction that allows developers to program FPGAs without requiring
expertise in HDLs. The most recent and final version, OpenCL 3.0, was released in 2020 [171], and no
further updates are expected. The typical OpenCL development workflow involves generating C code,
which is then translated into Verilog or VHDL using HLS tools [172, 173]. This paper does not assign
OpenCL to any specific optimization category, as performance enhancements are highly dependent on
the developer’s coding proficiency. The OpenCL framework and associated HLS tools serve primarily
as enablers rather than direct contributors to optimization strategies.

Vitis AI

The Vitis AI [128] hardware framework, initiated by AMD in 2020, has undergone continuous evolu-
tion, with the latest iteration released in 2023, and remains under active development. This framework
serves as an integrated ecosystem that consolidates both compilation and deployment pipelines. Com-
prehensive tutorials and detailed documentation have been disseminated by AMD as well as third-party
contributors [174, 175].

The Vitis AI development lifecycle has two principal branches: platform creation [175] and AI model
deployment [174]. Platform creation encompasses the configuration and generation of the hardware
bitstream alongside files essential for FPGA operation. Model execution is supported on two primary
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runtime environments: PYNQ and PetaLinux [176]. Following the platform generation or utilization
of prebuilt images, the model can be instantiated on either of these targets. The deployment phase
provides the use of a dedicated Docker container tailored to the Vitis AI ecosystem [128], encapsulating
all requisite dependencies. This containerized environment facilitates compilation of neural network
models originating from frameworks such as PyTorch [177], TensorFlow [30], or ONNX [73]. The
framework’s compatibility is restricted to select AMD FPGA devices [178] due to its dependency on
a proprietary DPU IP core.

During platform creation, the Vitis AI toolchain integrates the DPU IP core within the FPGA design
fabric, enabling deployed models to leverage this tightly coupled processing unit. The DPU supports
configurable data precisions of 4, 8, or 16 bits, dependent on architecture [179], although it lacks sup-
port for binary neural network acceleration. The framework includes a dedicated optimizer module
that applies model pruning and fine-tuning to facilitate compression. Complementary to this is a quan-
tizer module that performs precision scaling via bit-width quantization [179]. Vitis AI employs an
exploration-based optimization paradigm predicated on the DPU’s specialized instruction set architec-
ture, which orchestrates the FPGA’s heterogeneous resources for efficient utilization. This architectural
design markedly reduces deployment complexity. Furthermore, parallelism is enhanced by bit-width
configurability in the ALU and matrix arithmetic units [175], while a sophisticated scheduling mech-
anism orders instructions to maximize throughput.

FINN

FINN [134] is an AI hardware framework initiated by AMD in 2016 and remains under active de-
velopment. Unlike Vitis AI, which relies on a parallel processor architecture, FINN adopts a distinct
approach by reconfiguring FPGA resources specifically for each AI model. FINN produces three core
components: two direct memory access (DMA) modules, handling input and output, and a model
module dedicated to deploying AI workloads. DMAs facilitate communication with the processor,
thus necessitating a ZYNQ processor alongside a PYNQ interface. The model module alone may
be deployed on other AMD FPGAs that lack PYNQ support which outlines methods to utilize FINN
independently of PYNQ-compatible boards [79].

Although FINN documentation references PyTorch [177] and Brevitas [180], our source code analysis
[181] reveals that ONNX and its quantized variant QONNX are actually employed post-PyTorch model
generation. The development pipeline encompasses three key phases: model creation, transformation,
and FPGA implementation. Initial model construction occurs via PyTorch and ONNX workflows.
Subsequently, the model undergoes multiple transformations to prepare it for FPGA deployment, cul-
minating in the generation of a bitstream for hardware configuration.

FINN incorporates XNOR popcount optimizations and specialized operations tailored for binary ma-
trix multiplication, leveraging binarization as a primary optimization strategy. Quantization support
is integral to the framework, enabled by PyTorch and Brevitas, with the information that PyTorch de-
faults to 8-bit integer quantization, whereas Brevitas extends support to fixed-point quantization [180].
Parallelism is configurable through processing element and SIMD parameters [181]. However, FINN
does not provide additional optimization techniques such as compression, design space exploration, or
scheduling.

TVM/VTA
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TVM/VTA [152] represents an integrated AI hardware framework that unites Apache TVM (Ten-
sor Virtual Machine) and VTA (Versatile Tensor Accelerator) specifically targeting FPGA platforms.
Originally developed by the Apache Foundation in 2016 and 2020 respectively, TVM continues to
receive active development as evidenced by its ongoing updates on the official GitHub repository,
whereas VTA development was discontinued in 2022. Installation prerequisites for TVM/VTA include
a Linux-based environment, Python, and Intel/AMD-specific Python development tools, as detailed in
the official documentation.

TVM functions as a machine learning compiler that translates models into deployable modules com-
patible with embedded systems. It supports a broad range of popular frameworks such as Keras [27],
MXNet [28], ONNX [73], PyTorch [177], and TensorFlow [30]. These compiled modules subse-
quently execute on the VTA, which maintains a uniform architectural design regardless of the under-
lying model topology.

The intended deployment targets comprise Intel [88] and AMD [178] FPGA boards running operat-
ing systems. These OS platforms are critical for provisioning the VTA processor with requisite data
and instructions sourced from distributed RAM. However, this data pipeline introduces throughput
constraints relative to designs relying solely on FPGA fabric, due to intermediary data handling.

Crucially, TVM/VTA employs a model-agnostic FPGA design paradigm, prioritizing processing unit
optimization over AI model-specific customization. There remains an absence of research on bina-
rization or compression techniques within the TVM/VTA framework. The design process emphasizes
optimization of the VTA core processor [182], where FPGA components undergo meticulous tun-
ing despite static utilization across configurations. This reflects an exploration-driven optimization
strategy. Although varying bit widths are supported [183], quantization is notably omitted during
deployment. VTA’s Tensor ALU architecture inherently enables parallel computation, while TVM’s
operational fusion and partial evaluation mechanisms embody a scheduling-focused optimization ap-
proach.

OpenVINO

OpenVINO [156] represents a sophisticated AI hardware framework engineered to facilitate the con-
version and deployment of AI models across designated target platforms. Since its inception in 2018,
OpenVINO has maintained active development as an open-source solution, prioritizing efficient infer-
ence execution on target hardware.

The official OpenVINO documentation provides comprehensive guidance for environment installa-
tion, explicitly supporting Windows, macOS, and Linux operating systems. The framework boasts
compatibility with multiple prominent AI ecosystems, including Caffe [26], MXNet [28], ONNX
[73], PyTorch [177], and TensorFlow [30]. OpenVINO itself accommodates a broad spectrum of In-
tel’s hardware platforms, encompassing CPUs, GPUs, NPUs, and FPGAs. Notably, except for FPGA
deployments, no additional tools are required to operationalize models on supported platforms. Con-
versely, FPGA-based deployments mandate the auxiliary use of the Intel FPGA AI Suite [184], which
leverages architecture files generated by OpenVINO to produce requisite bitstreams and execution
scripts.

The Intel FPGA AI Suite documentation [184] defines a generalized architecture tailored to diverse
model types. OpenVINO’s Neural Network Compression Framework [156] introduces advanced op-
timization techniques, including quantization, weight compression, pruning, and model distillation.
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These compression-oriented strategies are well supported; however, binarization remains unimple-
mented due to its dependency on specialized hardware configurations. The FPGA bitstream generation
process, informed by OpenVINO’s architecture files, evidences the application of exploration-based
optimization strategies [184]. Specifically, the resulting bitstream incorporates processing element
array vectorization, effectively exploiting parallelism to enhance performance [184]. Upon synthesiz-
ing the core processor within the FPGA, OpenVINO proceeds to load the model’s instruction set into
FPGA memory [184]. While not explicitly detailed in the documentation, it is inferred that a schedul-
ing optimization strategy is integral during instruction set generation, further underscoring the design
considerations embedded in the deployment workflow.

MATLAB DLP

MATLAB is a versatile programming language and software environment widely utilized for numeri-
cal computation, data analysis, algorithm development, and visualization [185]. Among its specialized
toolsets is the MATLAB Deep Learning HDL Toolbox [161], which facilitates the deployment of AI
models onto FPGA platforms. This framework produces an intellectual property (IP) core, referred to
as the MATLAB Deep Learning Processor IP (MATLAB DLP). Both MATLAB and MATLAB DLP
are developed and maintained by MathWorks, with the latter being introduced in 2021 and undergoing
continuous refinement.

MATLAB enables seamless integration with external AI frameworks such as ONNX [73], PyTorch
[177], and TensorFlow [30] [186], allowing models from these ecosystems to be imported and utilized
within MATLAB’s environment. Consequently, MATLAB DLP inherently supports these frameworks.
Targeting any FPGA supporting VHDL or Verilog, MATLAB DLP outputs the final design files in
these HDLs.

The MATLAB DLP employs a processing unit optimization strategy, generating a flexible processor
IP compatible with diverse model architectures. Prior to FPGA deployment, models may undergo 8-
bit integer quantization to optimize resource utilization [161], reflecting the framework’s emphasis on
quantization-based optimization. During operation, MATLAB DLP reads instructions and data from
memory and writes results back to the same location [161], necessitating a scheduling mechanism
prior to deployment. Notably, this AI hardware framework does not currently implement additional
optimization strategies such as binarization, compression, exploration, or parallelism.

SensAI

The SensAI stack [165], developed by Lattice Semiconductor [89], constitutes a comprehensive AI
hardware framework specifically engineered for FPGA deployment. This stack integrates multiple
components: Lattice SensAI Studio for model training, alongside the Lattice Neural Network Compiler
and Lattice Radiant/Diamond Software responsible for model compilation and deployment on FPGA
platforms. Originally introduced in 2018, the SensAI stack remains under active development.

According to the official documentation [165], the SensAI stack is fully compatible with prominent
AI frameworks including Keras [27], Caffe [26], and TensorFlow [30]. While all targeted platforms
correspond to Lattice FPGA devices, compatibility is contingent upon the specific NN architectures
employed. The documentation explicitly details the mapping between supported device families and
model architectures. Devices such as the iCE40 UltraPlus, CrossLink-NX, CertusPro-NX, and Avant
FPGA families are confirmed as supported hardware targets [165].
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The SensAI stack further enables the generation of multiple IP cores, which are CNN Compact Ac-
celerator, CNN Accelerator, and CNN Plus Accelerator, facilitating efficient model deployment on
FPGA hardware. These IP cores operate independently of the underlying model architectures, thereby
adhering to a processing unit-centric optimization paradigm. This architectural choice necessitates
the implementation of instruction scheduling optimization strategies to maximize performance. Ad-
ditionally, the SensAI stack leverages quantization optimizations inherent to the supported AI frame-
works. High-level support for binarization algorithms, particularly those available within Caffe [26]
and TensorFlow [30], is selectively integrated during the compilation and deployment phases on FPGA
devices.
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CHAPTER 3

METHODOLOGY

3.1 Research Overview

This research explores the efficient deployment of NNs on resource-constrained embedded systems,
particularly on FPGAs. This objective addresses the significant computational and power demands typ-
ically associated with deep learning models and enables their application in edge computing scenarios
where such resources are limited. The study begins with selecting and preparing suitable datasets for
model training and evaluation. A full-precision baseline NN model is then developed as a perfor-
mance benchmark. Techniques for NN binarization are applied to convert the baseline model into a
BNN. The subsequent stage focuses on deploying this binarized model onto FPGA platforms. Two
distinct artificial intelligence hardware frameworks, FINN and HLS4ML, are utilized for this purpose.
The research concludes by evaluating the feasibility and performance of BNN deployment on FPGAs.
This systematic approach will provide insights into the practicalities and effectiveness of deploying
BNNs on FPGAs for real-world applications.

3.2 Dataset Selection and Preparation

The binarized model’s performance is evaluated across three benchmark datasets of varying complex-
ity, which are MNIST [52], CIFAR-10 [53], and ImageNet [17], to rigorously assess its scalability
and effectiveness in low-feature domains while maintaining high computational efficiency. Among
the datasets, ImageNet [17] serves as the primary dataset for training and evaluation. Standard data
augmentation techniques, random resized cropping, lighting variations, and horizontal flipping, are
applied during training, while validation data undergoes only resized cropping. Both datasets are sub-
sequently normalized. The ImageNet training set is a curated subset of the original ImageNet corpus,
containing 1.2 million labeled images across 1,000 categories. The validation and test sets consist of
150,000 manually annotated images collected from sources such as Flickr and various search engines.
The validation split includes 50,000 labeled images, while the remainder is reserved for testing with-
out annotations. Evaluation metrics rely on the alignment between predicted and ground truth labels,
where error is defined as the average minimum distance between the two sets per image and then aver-
aged across the test set. ImageNet was conceived to address the scarcity of large-scale image datasets
for training and benchmarking. Its extensive use in prior binarization studies provides a solid basis
for comparative analysis. Adopting ImageNet ensures methodological continuity and facilitates direct
comparison with SOTA binarized models.
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Figure 2: Modified General SqueezeNet Architecture for Binarization

3.3 Baseline Neural Network Model

SqueezeNet [16] achieves similar performance with AlexNet [6] while offering significantly reduced
resource consumption and improved computational efficiency. Its micro-architectural design facilitates
implicit low-rank factorization during training. These advantages motivate the selection of SqueezeNet
as the baseline neural network in this work. The complete, modified SqueezeNet architecture is illus-
trated in Figure 2. Two key adjustments are introduced: first, the squeeze ratio of the fifth fire module
is reduced from 8 to 6; second, batch normalization is inserted after each activation layer. The original
resulting size of the squeeze layer is 48, which does not fit the narrowed residual strategy proposed in
this study. Therefore, the size of the squeeze layer is increased to 64. A batch normalization layer is
appended after every activation to avoid vanishing gradients.

3.4 Binarization Approach

Activations in Backpropagation

Binarization is generally used in all convolutional layers, excluding the first and last, since these bound-
ary layers are essential for preserving fundamental characteristics [45]. We use binarization on both
weights and activations to optimize computing performance through XNOR and pop-count procedures.
The straight-through estimator [50], the initial method for activation binarization, computes gradients
during backpropagation without conveying sign information. Due to the non-differentiability of the
sign function utilized in the straight-through estimator, the ApproxSign function, which integrates
sign information into the gradient by constraining activations between -1 and 1 and employing a dif-
ferentiable approximation within this interval, is proposed [70]. The experimental findings indicate
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Figure 3: Expanded Residual Connection. The
illustration corresponds to only a 1x1 tensor with
multiple channels, and the expand ratio is 3. The
operation repeats each value side by side to re-
flect expansion.

Figure 4: Narrowed Residual Connection. The
illustration corresponds to only a 1x1 tensor with
multiple channels, and the narrow ratio is 3. The
operation applies a function (maximum or aver-
age) to each ratio-defined group.

that ApproxSign improves training efficacy by promoting superior gradient flow [70]. Furthermore,
it is introduced a weight binarization method that employs magnitude-aware gradients, which also
constrains weights to the [-1, 1] interval during training, whereas binary weights are utilized during
inference [70]. ApproxSign and magnitude-aware gradients are utilized to binarize the convolutional
layers of SqueezeNet, facilitating gradient-based optimization despite all intermediate computations
being binary. During the forward pass, the non-differentiable sign function, which outputs only -1
or +1, substitutes conventional activation functions, allowing binary convolutions to generate outputs
with integer precision.

Scaling Factor

Information degradation is an unavoidable consequence of the inherently coarse quantization in BNNs,
despite the significant reduction in resource consumption afforded by binarization. To address this, it
is introduced a post-convolution scaling factor, applied after binary convolution, which partially mit-
igates this degradation [45]. Their empirical results demonstrate a substantial accuracy boost from
27.9% [48] to 44.2% on the ImageNet dataset [17]. It is found that computing the scaling factors via
the channelwise mean of weights yields results that closely approximate full-precision baselines [45].
Building on this, we adopted the same scaling factor mechanism to enhance binarized SqueezeNet per-
formance. Specifically, we multiplied the binary convolution output by the computed scaling factor to
obtain the final predictions. While this adjustment preserves the numerical precision in floating-point
form and brings the outputs closer to their full-precision counterparts, it falls short of fully bridging
the performance gap: top-1 accuracy declines from 56.6% [6] to 44.2%, indicating that scaling factors,
while beneficial, cannot wholly compensate for the expressiveness lost through binarization.

React Operations

The primary contributor to information loss in BNNs is the binarization process itself. If the reference
point used for binarization is not appropriately chosen, it can lead to the disappearance of important
features or the introduction of irrelevant noise [1]. Specifically, using zero as a fixed reference point
is not an ideal strategy for activation binarization. Consequently, BNNs may be forced to learn from
incomplete or noisy feature representations. To address this, the react operation is introduced, a learn-
able, channel-wise parameter that shifts input values prior to activation, thereby effectively modifying
the reference point [1]. Their findings indicate that applying the react operation to various activa-
tion functions, including the parametrized rectified linear unit, improves model performance. Notably,
their experiments report a 6.9% increase in top-1 accuracy on the ImageNet dataset [17]. These re-
sults suggest that modifying features before they are subjected to binarization is a promising approach.
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Figure 5: bFire Block. It contains bSqueeze and bExpand blocks with N and M numbers of branching.
Inspired methods from [1] are expressed in green, and inspired methods from [2] are expressed in
blue, while modifications from this study are expressed in red. Prefix b on operation names is to define
binary operations, such as bConv, bSqueeze, bExpand, and bFire.

Following this insight, we incorporate react operations in our binarization of SqueezeNet. It is worth
noting that this strategy introduces additional complexity to the BNN due to the inclusion of learnable
bias parameters and floating-point computations.

Narrowed & Expanded Residuals

ResNet [9] incorporates residual connections to alleviate the loss of essential features along network
levels. These connections enable deeper layers to utilize features and outputs produced by convo-
lutional operations collectively. In BNNs, vanishing features are increased by the cumulative loss
of information during convolution and quantization. Even in more profound layers, binary convolu-
tions necessitate access to prominent input features. Nonetheless, implementing residual connections
following each convolutional layer is problematic due to discrepancies in input and output channel
dimensions. A 1×1 convolution could rectify this discrepancy; nevertheless, it introduces significant
complexity and elevates the quantity of learnable parameters, which is unfavorable in the context of
BNNs. To mitigate these restrictions, expanded and narrowed residual connections are proposed. The
residuals preserve a constant ratio determined by the channel configuration of the convolutional layer.
The expanded residual replicates values to scale a 1×1 tensor, whereas the narrowed residual employs
maximum or average pooling to condense a 1×1 tensor. Figure 3 and figure 4 illustrate the tensor
distribution channelwise of expanded and narrowed residuals, respectively. As shown in these figures
??, the size of tensors should be divisible between the source and destination layers. These approaches
provide adaptable tensor dimensions, rendering them appropriate for diverse batch sizes and spatial
resolutions, contingent upon the channel ratios being integer-divisible.

Parallel Branching

Distributing inputs among various convolutional layers can more effectively emphasize distinct as-
pects. ABC-Net [2] presents a branching approach that distributes input using shift parameters and
multipliers among concurrent branches. The shift parameter, analogous to the react operation [1],
modifies the tensor before convolution. The multiplier, originating from the linear divergence between
real-valued and binary weights, adjusts the convolutional output before summation. Each branch au-
tonomously implements a shift and multiplier, with the outputs consolidated before proceeding to the

24



subsequent layer. This method is utilized to ascertain activations and calculate the final convolution
outputs, theoretically permitting up to M×N branching within a BNN. It is found that this method
improves accuracy by enabling the model to utilize varied feature representations [2]. Transitioning to
a 5×5 design demonstrates a significant decrease in accuracy deterioration when comparing BNNs to
their full-precision equivalents. This approach is modified by adjusting the nesting configuration and
the function of multipliers. Rather than use nested binary convolutions within approximated ones, we
adopt a more straightforward configuration of fundamental parallel branches, effectively considering
the total number of binary activations as a single entity. The result of original branching is expressed
in Equation 1.

R =

M∑
i=0

N∑
j=0

minj (Ai ∗Wij) (1)

Here, mi is a approximation multiplier, nj is binary activation multiplier, Ai is shifted tensor matrix,
and Wij corresponds to convolution layer weight matrix. R is the final accumulated tensor of parallel
branch results. Both main and nested branch results are multiplied by some constants before final
accumulation. The Equation 1 can be simplified by taking the number of binary multipliers as one and
the approximation multipliers as identity parameters to Equation 2.

R =

M∑
i=0

mi (Ai ∗Wi) (2)

The multiplier mi is replaced with an identity parameter to facilitate the procedure. The improved
technique is then implemented to improve the accuracy of the binarized SqueezeNet. The branch
counts in the squeeze and expand nodes are stored separately.

Model Training and Optimization

The final output tensor denotes the categorization scores for each category. Training a BNN with one-
hot encoded labels does not completely emulate the functionality of a traditional NN. To rectify this
inconsistency, a knowledge distillation architecture, wherein a full-precision neural network functions
as the instructor model and the binary neural network operates as the student, is proposed [1]. This
method and a distributional loss function are said to improve model performance. ReactNet utilizes a
two-phase training process: initially binarizing the activations, followed by the convolutional weights.
While ReActNet lacks quantitative proof for the effectiveness of this sequential training technique,
the authors propose that it enhances outcomes [1]. Their knowledge distillation trials result in a 1.4%
improvement in top-1 accuracy on the ImageNet dataset [17]. In contrast to ReActNet, which com-
mences both training stages from the outset, moving the real-valued weights acquired in the first phase
to the second phase by binarization. This weight shift facilitates a more robust initialization for the
subsequent phase, accelerating convergence and perhaps enhancing performance.

Implementing binary weight and operations is frequently unfeasible on traditional computing systems,
requiring specific algorithmic methods. Conversely, FPGAs are intrinsically advantageous for binary
deployment because they can simultaneously store and compute fixed and floating-point values in par-
allel. FPGA architectures inherently facilitate binary operations, providing a structural benefit. The
deep compression strategy [187], utilized in the original SqueezeNet model [16], seeks to diminish
computational and memory requirements. This approach depends on look-up tables that associate
integers with their floating-point equivalents, a complicated mechanism for FPGAs since each map-
ping requires distinct hardware resources, unlike general-purpose processors. To tackle this issue, our
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methodology preserves specific weights and activations of SqueezeNet in floating-point format, intro-
ducing a more efficient solution: quantization utilizing mixed fixed-point precision. This technique
permits the representation of disparate weights within a single network at varied levels of precision,
facilitating enhanced compression of the BNN. To achieve this, we implement a third phase in training
focused on post-training quantization. The procedure for determining fixed-point precision is delin-
eated in Equations 3, 4, and 5. There are two separate parts of fixed point notation: the number of
integers and the number of fractions. To calculate the number of integers, we take the log2 and ceil
of the maximum value presented in the weight matrix of that layer. Then, we add the sign bit to the
integer part. Similarly, to find the number of fractions, we take the log2 and floor of the minimum
value presented in the weight matrix of that layer.

nints = ⌈log2 (max |Xfloat|)⌉+ Isigned (3)

Isigned =

{
1 if min(Xfloat) < 0

0 if min(Xfloat) ≥ 0
(4)

nfracs = |⌊log2 (min |Xfloat|)⌋| (5)

Transforming floating-point values into fixed-point format requires an algorithm to handle overflow.
Values that surpass the representable range are truncated to adhere to the limits established by the
fixed-point precision. The conversion procedure is explicitly delineated by Equations 6 and 7. While
recalculating the fixed-point presentation of weights, we expand each number in the matrix by two
powers of fractions and round the resulting value. Then, the rounded value is redivided by the number
of fractions to see the fixed point equivalent. Also, a clip operation is applied to prevent the overflow
of the integer limits of fixed-point representation.

Xq = round(Xfloat · 2nfracs) · 2−nfracs (6)

Xfixed = clip(Xq,−2nints−1, 2nints−1 − 2−nfracs) (7)

Initially, the ideal fixed-point representations for the floating-point weights are calculated. Subse-
quently, the BNN is re-trained. Finally, mixed fixed-point precisions are evaluated for each layer and
archived as metadata for FPGA deployment. Consequently, the BNN attains compression via mixed
precision while maintaining performance integrity.

3.5 FPGA Deployment Strategy

Binarization deployment is a different challenge for the current devices used for AI inference. The AI
inference devices primarily support integer 4-8-16 bits or floating point operations. Binary encoding is
not usually the case for these devices. There are two different approaches to support binary operations.
The first approach is to pack weights or activations into integer presentations, which is realized in
for ARM assembly devices [46]. The second approach is to develop device architectures that support
binary operations, but it is not an efficient solution because most algorithms do not depend on binary
operations in the current era.

On the other hand, FPGAs are great solutions for binarization. FPGAs can support mixed-bit preci-
sions as much as needed. The nature of registers and look-up tables supports this feature, meaning that
combining multiple instances of these components results in various bits of precision.
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Another reason the FPGA is chosen as a deployment device is its latency and throughput efficiency.
The independence of the operating system of the FPGA allows it to spend less time on decisions.
Similarly, the connection and independence of cells of an FPGA make it operate with a pipelined
architecture, so the throughput increases accordingly.

The deployment on an FPGA is another challenge because the usual development methodologies re-
quire lots of effort for an algorithm. The reason is that an FPGA is needed to define every algorithm at
the bit level in HDLs. The NN deployment is another challenge. There are possible solutions that make
the development stage quicker. One of the solutions is the fundamental development done by HDLs,
but it requires lots of effort and time. The second solution is a high-level synthesis methodology that
enables defining algorithms in a more abstract programming language and lets the program convert it
to an HDL. Even though this method requires less effort than the classic one, it still does not support
model conversions repetitively. The last solution is an AI hardware framework that enables the NN
models’ conversion directly from their definition to HDL.

AI hardware frameworks differ from each other in several ways. This study aims to deploy a BNN with
a fully pipelined architecture and general applicability for each device so that the framework is chosen
according to these requirements. Quantization or binarization optimization strategy is a must for our
study. Fully pipelined architecture makes the processing unit optimization strategy unpreferred. As a
result, HLS4ML [167] and FINN [134] are the options for this study. Since FINN supports binarization
directly, unlike HLS4ML, FINN is preferred in the first trial. Then, HLS4ML is used for deployment.
While FINN supports the PyTorch framework, HLS4ML supports the Keras framework. Therefore,
two different framework implementations are used in this study.

There are general steps for deploying an NN using AI hardware frameworks. First, an NN with a
developed required framework (ONNX, PyTorch, etc.) is necessary. Then, some transformation must
be applied to the model to make it applicable to hardware conversion. At some milestones or the end
of the conversion, the generated model can be tested by simulation tools to evaluate its similarity to the
original model. Insufficient resource management or unsupported layers are well-known challenges
during this deployment type. Although the frameworks for insufficiency offer some solutions, the
user is responsible for developing the unsupported layers. Another challenge could be converting the
NN connections into the definition. The binarized SqueezeNet NN model includes custom layers that
are not commonly used in current architectures. The missing layers are expanded/narrowed connec-
tions, binary activation, learnable bias, hard binary convolution, and the undefined blocks are squeeze,
expand, and fire. This is a common concern for both FINN and HLS4ML implementations.

3.5.1 FINN Implementation

FINN covers PyTorch and QONNX (quantized ONNX) as AI frameworks. Therefore, the binarized
SqueezeNet NN model should be realized with PyTorch first. Binarized SqueezeNet has custom layers,
meaning they are not directly converted to the HDL side. Besides the custom layers that require custom
algorithm implementations in FINN, some transformation operations and algorithms are also missing.
One of the differences between PyTorch and FINN is the order of matrices. While PyTorch follows
batch-channel-height-width order, FINN follows batch-height-width-channel order. This difference
comes from the implementation convenience between GPUs and FPGAs. Therefore, implemented
layers also require a conversion tool. The second difference is that FINN only supports the integer cal-
culations defined by the converter software. Quantization-aware training or post-training quantization
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Figure 6: Model Transformation Flow of FINN Hardware Framework [3]

is supported initially with only 8-bit integer precision, meaning mixed bit precision is not supported.
Other algorithms requiring more bits must be developed with floating-point precision, so some of the
algorithms’ floating-point implementation is also necessary.

The implementation process is realized with the ONNX models after the PyTorch implementation is
complete, so there is a model conversion step from PyTorch to ONNX. Then, several transformations
are applied to make the model convenient for FPGA implementation with the FINN framework. Infer-
ence tests are also performed using selected images, and the results are compared against the expected
outcomes at the end of some transformation steps.

FINN transformations consist of six steps: ONNX transformation, streamlining transformations, con-
verting to hardware layers, dataflow partitioning, creating FPGA modules, synthesis, and implemen-
tation. Figure 6 shows the FINN deployment steps flow diagram. ONNX transformation converts the
PyTorch model to an ONNX model to work on and develop hardware layers. Streamlining cleans and
organizes the model’s network to make it suitable for FPGA deployment, and it consists of different
types of operations: absorb, collapse repeated, re-order, and threshold conversions. There are several
transformations for each streamlining step [181].

• AbsorbSignBiasIntoMultiThreshold: Absorbs sign and bias operations into MultiThreshold
nodes, reducing computation overhead by combining operations.

• AbsorbAddIntoMultiThreshold: Merges addition operations into MultiThreshold nodes by ad-
justing threshold values, simplifying the network graph.

• AbsorbMulIntoMultiThreshold: Incorporates multiplication operations into MultiThreshold
nodes by scaling threshold values appropriately.

• FactorOutMulSignMagnitude: Separates multiplication operations into sign and magnitude
components for more efficient processing.

• Absorb1BitMulIntoMatMul: Integrates 1-bit multiplication operations into matrix multiplication
operations to reduce computational complexity.

• Absorb1BitMulIntoConv: Merges 1-bit multiplication operations into convolution operations for
more efficient hardware implementation.
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• AbsorbTransposeIntoMultiThreshold: Combines transpose operations with MultiThreshold
nodes to eliminate separate transpose operations.

• AbsorbTransposeIntoFlatten: Integrates transpose operations into flatten operations, removing
unnecessary computation steps.

• AbsorbScalarMulAddIntoTopK: Incorporates scalar multiplication and addition into TopK oper-
ations by adjusting the internal calculations.

• AbsorbConsecutiveTransposes: Eliminates redundant consecutive transpose operations by com-
bining or canceling them.

• AbsorbTransposeIntoResize: Merges transpose operations into resize operations to simplify the
computation graph.

• CollapseRepeatedAdd: Combines consecutive addition operations into a single operation to re-
duce computational steps.

• CollapseRepeatedMul: Merges consecutive multiplication operations into a single operation for
more efficient execution.

• MoveAddPastMul: Reorders addition and multiplication operations to optimize computation
based on algebraic properties.

• MoveScalarMulPastMatMul: Repositions scalar multiplication to occur after matrix multiplica-
tion for better computational efficiency.

• MoveScalarAddPastMatMul: Moves scalar addition operations past matrix multiplication to op-
timize the operation sequence.

• MoveAddPastConv: Repositions addition operations to occur after convolution operations for
more efficient processing.

• MoveScalarMulPastConv: Moves scalar multiplication past convolution operations to improve
computational efficiency.

• MoveScalarMulPastConvTranspose: Repositions scalar multiplication to occur after transpose
convolution for optimized execution.

• MoveMulPastDWConv: Optimizes performance by moving multiplication operations past depth-
wise convolutions.

• MoveMulPastMaxPool: Repositions multiplication operations to occur after max pooling oper-
ations for better efficiency.

• MoveLinearPastEltwiseAdd: Moves linear operations past element-wise addition to optimize
the operation sequence.

• MoveScalarLinearPastInvariants: Repositions scalar linear operations past operations invariant
to such transformations.

• MakeMaxPoolNHWC: Transforms max pooling operations to use NHWC (batch, height, width,
channel) data format for hardware optimization.
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• MakeScaleResizeNHWC: Converts scale and resize operations to use NHWC data format for
better hardware compatibility.

• MoveOpPastFork: Repositions operations to occur after fork points in the computation graph
for more efficient execution.

• MoveAddPastFork: Moves addition operations past fork points in the network graph to reduce
redundant computations.

• MoveMulPastFork: Repositions multiplication operations past fork points to optimize the com-
putation flow.

• MoveLinearPastFork: Moves linear operations past fork points for more efficient network exe-
cution.

• MoveTransposePastFork: Repositions transpose operations past fork points to reduce computa-
tional overhead.

• MoveMaxPoolPastMultiThreshold: Moves max pooling operations past MultiThreshold nodes
to optimize the operation sequence.

• MoveFlattenPastTopK: Repositions will flatten operations after TopK operations for more effi-
cient processing.

• MoveFlattenPastAffine: Moves flatten operations past affine transformations to optimize net-
work execution.

• MoveTransposePastScalarMul: Repositions transpose operations to occur after scalar multipli-
cation for improved computational efficiency.

• MoveIdenticalOpPastJoinOp: Moves identical operations past join operations to reduce redun-
dant computations.

• MoveTransposePastJoinAdd: Repositions transpose operations to occur after join-add opera-
tions for more optimized execution.

• RoundAndClipThresholds: Rounds and clips threshold values to specified precision to enable
more efficient hardware implementation.

• ConvertSignToThres: Converts sign operations to threshold operations for more uniform net-
work representation and optimized execution.

• MakeAveragePoolNHWC: (Ours) Creates an average pooling layer for tensors in NHWC format.
Reduces spatial dimensions through mean calculation.

• MakePReluNHWC: (Ours) Constructs a Parametric ReLU activation layer for NHWC tensors.

• MakeReluNHWC: (Ours) Builds a ReLU activation layer for NHWC tensors.

• MakeConcatNHWC: (Ours) Creates a concatenation layer for NHWC tensors.

The next step is to convert streamlined ONNX model layers into hardware layers applicable for the
FPGA. There are also several steps in hardware conversion.
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• InferConvInpGen: Creates specialized input generation nodes for convolution operations to op-
timize streaming implementations.

• InferThresholdingLayer: Automatically infers and inserts appropriate thresholding layers based
on quantization requirements.

• InferUpsample: Detects and optimizes upsampling operations for more efficient hardware im-
plementation.

• InferStreamingMaxPool: Transforms standard max pooling operations into streaming-
compatible implementations for FPGA acceleration.

• InferAddStreamsLayer: Identifies opportunities to add parallel data streams and inserts opti-
mized addition layers.

• InferDuplicateStreamsLayer: Creates optimized nodes for duplicating data streams across mul-
tiple computational paths.

• InferChannelwiseLinearLayer: Detects and transforms operations into optimized channelwise
linear implementations.

• InferLabelSelectLayer: Inserts specialized layers for efficient label selection in classification
networks.

• InferGlobalAccPoolLayer: Creates global accumulation and pooling layers for efficient feature
aggregation.

• InferPool: Automatically detects and optimizes various pooling operations for hardware accel-
eration.

• InferLookupLayer: Transforms operations into lookup-based implementations for improved
computational efficiency.

• InferConcatLayer: Optimizes concatenation operations for streaming hardware architectures.

• InferStreamingEltwise: Converts standard element-wise operations into streaming-compatible
implementations.

• InferBinaryMatrixVectorActivation: Creates specialized nodes for binary matrix-vector opera-
tions with activation functions.

• InferQuantizedMatrixVectorActivation: Optimizes matrix-vector operations with quantized val-
ues and activations for hardware acceleration.

• InferVectorVectorActivation: Detects and transforms vector-vector operations with activations
into hardware-efficient implementations.

• InferConvInpGen – Float: (Ours) Generates inputs for convolution layers using floating-point
arithmetic. Prepares data with appropriate padding and formatting.

• InferThresholdingLayer – Float: (Ours) Applies threshold operation using floating-point values.

• InferStreamingAveragePool: (Ours) Performs streaming average pooling operations.
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• InferStreamingPRelu: (Ours) Executes parametric ReLU activation in a streaming fashion.

• InferStreamingRelu: (Ours) Performs ReLU activation in a streaming fashion.

• InferAddStreamsFloatLayer: (Ours) Adds multiple floating-point data streams element-wise,
supporting stream fusion.

• InferDuplicateStreamsLayer – Float: (Ours) Creates identical copies of floating-point input
streams for parallel processing branches.

• InferChannelwiseLinearLayer – Float: (Ours) Applies per-channel linear transformations with
floating-point precision.

• InferLabelSelectLayer – Float: (Ours) Selects output labels based on floating-point values, typ-
ically used in classification networks.

• InferGlobalAccPoolLayer – Float: (Ours) Performs global accumulative pooling on floating-
point tensors, reducing spatial dimensions to single values.

• InferConcatLayer – Float: (Ours) Concatenates multiple floating-point tensors along the speci-
fied dimension during inference.

• InferFloatMatrixVectorActivation: (Ours) Executes matrix-vector multiplication followed by
activation functions using floating-point arithmetic.

After hardware layer conversion, some layers may remain in a non-hardware (software) form. These
remaining layers are connected to the hardware layers, and complete hardware conversion is achieved
through dataflow partitioning. Each layer’s module (Vivado IP) is realized using the HLS tools with
the help of the FINN framework. After the module conversion, the completed hardware project is
ready for synthesis and implementation to generate an FPGA bitstream.

Specific FINN layers are initially unimplemented during the development process and require custom
realization. Implementing a missing layer typically involves coordinated modifications across multiple
components of the framework: dataflow definitions, Python-based HLS descriptions, and C-based HLS
implementations. Each of these files plays a specific role in enabling full support for the new layer.
Dataflow definition includes the input and output width relations, stream implementations, and Python
executable descriptions. After creating a Python node with a dataflow operation, the algorithm imple-
mentation of the new node is required. Python and C-based HLS implementations are the next steps
for implementation. There is also a reference algorithm to bound the Python model definition and HLS
node implementations. According to the analysis and implementation process, unsupported layers of
binarized SqueezeNet from the FINN framework are found. For re-ordering streamlining transforma-
tions, MakeAveragePoolNHWC, MakePReluNHWC, MakeReluNHWC, MakeConcatNHWC are our
implementations in the FINN framework. InferConvInpGenFloat, InferThresholdingLayerFloat, Infer-
StreamingAveragePool, InferStreamingPRelu, InferStreamingRelu, InferAddStreamsFloatLayer, In-
ferDuplicateStreamsLayerFloat, InferChannelwiseLinearLayerFloat, InferLabelSelectLayerFloat, In-
ferGlobalAccPoolLayerFloat, InferConcatLayerFloat, InferFloatMatrixVectorActivation are our im-
plementations for FINN framework’s hardware conversion layers.

In addition to the layer-specific development, several adjustments were necessary within the core FINN
infrastructure to ensure integration and compatibility across the toolchain. The first change is to lower
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the maximum variable range from 8192 to 4096 because Vivado or HLS tools do not support that range.
The second change is to add dynamic shape support because the number of frames in the inference can
change according to requirements.

The transformations of the NN model can cause distortions in the algorithm, so it is necessary to check
that every algorithm transformation gives correct inference results with the main model. The FINN
framework provides inference results at each step of the transformations.

The HLS codes and HDL conversion codes developed by the HLS tools are the resulting FPGA imple-
mentation of the NN model with the FINN framework. Each algorithm consumes some resources in
the FPGA, unlike the processor implementations. In the processors, the algorithm consumes memory
space, and the operational part is fixed during inference. On the other hand, an FPGA’s algorithm
depends on the hardware utilization. If the algorithm is too large to fit in an FPGA, it becomes im-
possible to deploy the algorithm in an FPGA. Predicting algorithm utilization before deploying is also
practically impossible because the FPGA tool optimizations behave differently for each algorithm.
Therefore, it is also applicable for the FINN framework deployment. Our results show that utilizing,
even excluding some layers, consumes 64 BRAM, 2280 DSPs, 492228 FFs, and 1030863 LUTs in the
FPGA. It makes it impractical to deploy the NN model to ordinary FPGAs. Therefore, the tests on the
hardware are not performed for this study with the FINN framework.

3.5.2 HLS4ML Implementation

This study’s modified version of HLS4ML is based on v0.8.1, so some tools, such as PyTorch and
Vitis HLS, are not supported yet. This is why we continue with the Keras packages of HLS4ML. The
model developed in PyTorch is converted to Keras layers with a similar naming architecture to be used
in that AI hardware framework. Similarly, HLS4ML does not support custom layer implementations,
and there are some connectivity issues while defining the NN architecture. Both HLS4ML and Keras
follow batch-height-width-channel order in their implementations. Different from FINN, Keras, and
HLS4ML cover the fixed-point numerical representations. Therefore, the operations other than binary
can be utilized by fixed-point utilization.

The process of transforming the NN model to an FPGA definition consists of four steps: config re-
trieval, converting the Keras model to an HLS4ML model, compiling, and building. The config re-
trieval step defines the model and FPGA-specific parameters for conversion. Converting changes the
model definitions to HLS definitions with the Python programming language. The compiling and
building steps convert and optimize the Python definitions into HDL ones using HLS tools. Com-
piling and building have three flows: convert, fix, and optimize. Convert flow prepares the model
for hardware conversion by applying several transformations. Fix flow addresses structural issues in
the model, and it is implemented for this study to fix the binarized SqueezeNet network connection
mistakes. Optimize flow applies optimizations to improve performance and resource utilization.

• Convert / Channels Last Converter: Ensures that all layers use the channels last data format,
which is standard in TensorFlow and expected by HLS4ML.

• Convert / Fuse Bias Add: Merges separate bias addition operations into preceding layers (like
Dense or Conv2D) to simplify the model.
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• Convert / Remove Useless Transpose: Eliminates redundant transpose operations that do not
affect the model’s output, reducing complexity.

• Convert / Expand Layer Group: Breaks down grouped layers into individual layers to facilitate
further optimizations and hardware mapping.

• Convert / Output Rounding Saturation Mode: Sets the rounding and saturation modes for layer
outputs, aligning with hardware constraints.

• Convert / Qkeras Factorize Alpha: Decomposes QKeras-specific parameters (like alpha in quan-
tized activations) into forms compatible with HLS4ML.

• Convert / Extract Ternary Threshold: Identifies and extracts thresholds used in ternary quanti-
zation, enabling efficient hardware implementation.

• Convert / Fuse Consecutive Batch Normalization: Combines consecutive batch normalization
layers into a single layer to streamline the model.

• Fix / Fix Connectivity: Resolves connectivity problems, such as disconnected layers or incorrect
data flow, ensuring the model is structurally sound for hardware conversion.

• Optimize / Eliminate Linear Activation: Removes linear (identity) activation functions that do
not alter the output, simplifying the model.

• Optimize / Fuse Consecutive Batch Normalization: As in the convert flow, consecutive batch
normalization layers are merged to reduce redundancy.

• Optimize / Fuse Batch Normalization: Integrates batch normalization parameters into preceding
layers (like Conv2D or Dense), reducing the number of operations.

• Optimize / Replace Multidimensional Dense With Conv: Replaces Dense layers that process
multi-dimensional data with equivalent Conv1D layers, which are more efficient on hardware.

• Optimize / Set Precision Concat: Ensures concatenated layers have consistent precision settings,
preventing data type mismatches.

The custom layers of binarized SqueezeNet are ReLU, react operations, binary convolution, expanded
residuals, and narrowed residuals. Implementing a new layer consists of several files and algorithms:
FPGA and synthesis tool backend, Python template, HLS template, and model converters. Converters
are implemented first to introduce model layers to the given templates. Python and HLS templates
are the second step of the implementation. Python templates replace the model definition with one
that is representable for an FPGA. HLS template is for the HLS tools to replace the codes for HDL
ones. Other than the layer implementations, some parts of the binarized SqueezeNet architecture are
missing. The missing parts are XNOR (binary) precision type, cloning a tensor more than three, and
tensor accumulation (add and pop-count). Also, modified algorithms of HLS4ML insert nodes and
expand layer groups.

Before testing the resulting model in the FPGA, simulation checks are implemented in the software
environment using C-based (HLS) algorithms. It is essential because testing in the FPGA environ-
ment makes the error less explainable and testing slower. Figure 7 compares the results of a Keras
tensor and an HLS4ML tensor in an intermediate layer (the result of the 3rd feature layer of binarized
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Figure 7: HLS4ML Converted Layer Evaluation on Provided Image Characteristics. In this test, the
depth of the tensor is averaged to present in a readable format. The leftmost image is the result of a
Keras layer. The second image is the converted HLS results. The rightmost image is the difference of
two tensors.

Table 2: The Utilization of Some Layers of Binarized SqueezeNet with HLS4ML Implementation

Layer Name BRAM DSP FF LUT

Features 0-1-2 3 4 19497 38722
Features 8 0 0 85534 106995
Features 9 34 184 299679 2163875

Features 10 28 240 311825 2166991
Features 11 38 256 389071 2712453

SqueezeNet). The illustration is based on the 2-dimensional projection of multi-dimensional shaped
tensor results. This method is applied for every layer of the NN model to test the final evaluation,
and the missing and wrong parts of the AI hardware framework are debugged. When there is a error
in the numerical value of projections, it means that there are some implementation problems in the
AI hardware framework, which is HLS4ML. If there are, the implementation is revised to resolve the
issue.

Since the AI hardware framework does not have processing unit optimization, each algorithm cor-
responds to a dedicated hardware component on the FPGA, much like how HLS4ML maps model
elements to hardware blocks. Similarly, in FINN, HLS4ML does not provide prior knowledge about
utilization before implementing the NN model. The implementation flow is divided into layers to ac-
celerate the implementation process. There are feature and classifier layers of binarized SqueezeNet.
Table 2 shows the utilization of some layers by HLS4ML. It makes it impractical to deploy the NN
model to ordinary FPGAs. Therefore, the hardware tests are not performed for this study.
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CHAPTER 4

EXPERIMENTS

4.1 Experimental Settings

The total training duration for all studies totaled around 650 hours, with each training run lasting about
40 hours. The trials utilized two NVIDIA Tesla V100 GPUs, each with 32GB of RAM. This sum
encompasses the duration designated for ablation studies, excluding the time devoted to architectural
exploration.

ImageNet [17] functioned as the principal dataset for model training. To enhance the training data,
random resized cropping, illumination variations, and random horizontal flipping are implemented.
Only resized cropping is utilized for validation. Normalization is implemented on both the training
and validation datasets as the concluding preparation measure. We implemented the two-phase training
methodology [1]. Initially, binarization is exclusively done to the activations, while the weights retain
their real-valued form. During the second phase, both activations and weights are binarized. In contrast
to ReActNet, which initializes weights in the second phase, the weights acquired in the first phase are
preserved to maintain valuable information. This transfer resulted in an estimated 3% enhancement
in top-1 accuracy. Hyperparameters were uniform across both periods. The SGD optimizer with
polynomial learning rate decay, a weight decay of 2e-4, momentum of 0.9, an initial learning rate
of 0.04, and a batch size of 256 is employed. Every model is trained for 40 epochs. To facilitate
training, a distributional loss between the logits of the teacher and student models is calculated during
backpropagation. The distributional loss is based on the KL divergence between the softmax output
of a floating-point valued network and the result of a binary valued network. This method, derived
from the results of ReActNet, which indicated a 1.4% improvement in top-1 accuracy, is integrated to
augment performance.

A default binarized architecture of 4×2 Squeeze-and-Expand branch configuration for benchmarking
is proposed with react ReLU activations and minimal skip connections. This design functions as the
reference point for comparisons with alternative model variants. The model’s generalizability is evalu-
ated on MNIST [52], CIFAR-10 [53], and ImageNet [17] to comprehend performance across datasets
of differing complexity. This is essential, as the binarized model is designed for high-efficiency infer-
ence in resource-limited settings. The model attains a top-1 accuracy of 99.25% on MNIST, 85.10%
on CIFAR-10, and 45.10% on ImageNet. The model attains a top-5 accuracy of 99.25% on CIFAR-10
and 69.51% on ImageNet.
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Table 3: Comparison of performances and efficiencies for different number of branches. # Squeeze
corresponds number of branches for binarized Squeeze layers, and # Expand corresponds number of
branches for binarized Expand layers. The bold line, including 4x2 branches, is for common reference.
The efficiency metric is calculated by the ratio between top-1 accuracy and the number of parameters.

# Squeeze # Expand Top-1 Top-5 Efficiency

1 1 32.6% 56.7% 4.7

2 1 36.8% 61.1% 4.6
2 2 43.1% 67.8% 3.1

4 1 45.4% 69.4% 4.5
4 2 45.1% 69.5% 2.8
4 4 47.7% 71.9% 1.7

8 2 43.8% 68.0% 2.2

Full Precision 60.4% 82.5% -

4.2 Parallel Branching Experiments

The branching technique utilized in this work exhibits significant performance improvements as the
quantity of parameters and operations increases. This experiment assesses the efficacy of the branching
method through an efficiency metric defined as the ratio of top-1 accuracy to the total parameter count.
The expanded branch comprises six times more parameters than the squeezed branch. Equation 8
delineates the procedure employed to calculate branching efficiency. The expanded blocks are 6 times
larger than the squeeze blocks when the squeeze ratios are predefined, so there is a multiplier in the
efficiency equation. Larger top-1 accuracy means better efficiency, while lower utilization means
better efficiency. A 12.5% enhancement in top-1 accuracy on the ImageNet dataset [17] is noted
when contrasting a simple, non-branching model (1x1) with a reference model employing branching
(4x2). Although performance improvements persist with expanded branching, the efficiency metric
significantly decreases. The results are encapsulated in Table 3. The 4x1 branching configuration
provides an advantageous equilibrium between performance and efficiency for the entire model.

Efficiency =
Top1 Accuracy

#Squeeze + 6×#Expand
(8)

In ABC-Net [2], the authors present multiplier parameters subsequent to each branch. This study ex-
amines the impact of these multipliers on model performance. Instead of obtaining them directly from
calculated values, allocating unique learnable multipliers to each branch is proposed. Equation 9 de-
lineates the formulation of these multipliers. The parameters Base, Scale, and Unique are all optimized
during training, with Base and Scale being shared among parallel branches. All three of them have
single learnable parameters for each different layer. After calculating multipliers, it is used to enhance
the results of branches before accumulation. This architecture guarantees a uniform baseline and al-
lows for suitable modifications across branches, promoting expedited convergence. Upon assessment
against the reference model, our approach attained a top-1 accuracy of 44.53%, suggesting that the
incorporation of learnable multipliers did not markedly affect overall performance.
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Table 4: Comparison of performances for different types of residuals. The bold line, including maxi-
mum + expand, is for common reference.

Residual Type Top-1 Top-5

Without 27.3% 49.9%
Normal 25.2% 47.0%

Maximum + Expand 45.1% 69.5%
Average + Expand 43.7% 67.9%

Multiplier = exp(Base)(Scale+Uniquebranch) (9)

4.3 Residual Connections Study

This experiment assesses model performance with and without residual connections. Standard residual
connections, which interconnect the input and output of bFire modules with corresponding dimensions,
provide performance similar to setups without residuals. This study’s new approach improves the
information flow between layers, leading to better performance for connections that reduce dimensions
and those that increase them.

In SqueezeNet topologies, conventional residuals are inapplicable to bSqueeze or bExpand modules
because of fundamental input and output dimension discrepancies. To tackle this issue, the imple-
mentation of narrowed and expanded residual connections is investigated as a feasible option. An
alternative technique entails convolutional residual connections. However, these add extra parameters
and elevate model complexity. Regarding computational efficiency, narrowed residual connections em-
ploying a maximum operation show reduced resource consumption relative to those utilizing averaging
while exhibiting enhanced empirical performance.

4.4 Distribution of Reacts Analysis

To examine the function of learnable bias, following the methodology of ReActNet [1], an extra ex-
periment is conducted to assess the distribution of learnable bias layers inside the model. The results
demonstrate that learnable biases placed before activation functions are distributed throughout the in-
terval of (-2, +2), exhibiting a mean approximating zero. Conversely, learnable biases positioned after
activation functions continuously diminish to zero, hence becoming non-contributory to the model’s
behavior. We further investigate this tendency by employing the React PReLU activation instead of
React ReLU and observe that post-activation biases persist at zero. This observation corroborates the
decision to remove learnable bias layers after activation functions. Experimental findings indicate that
the model employing React PReLU attains a final accuracy of 46.0%.
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Figure 8: Comparison of resource utilization and performance of different binary neural network mod-
els. The left graph illustrates the number of parameter bits in megabits versus top-1 accuracy, and the
right graph illustrates the number of operations versus top-1 accuracy.

4.5 Comparison with State-of-the-Art

In edge classification tasks, resource utilization and inference latency are as vital as model accuracy be-
cause of strict memory and throughput limitations. Figure 8 demonstrates that our method is evaluated
against a range of BNN models [45, 188, 48, 70, 1, 189, 190] for resource use, throughput, and accu-
racy. We employ the operational counting methodology [45], which encompasses both floating-point
and binary operations. Under recent studies [1, 189], operation count is restricted to multiplications
and convolutions, excluding other computations. Figure 8 shows the general trend of BNNs according
to the performances of accuracy, size, and throughput. Our implementation lies outside of the usual
slope of the previous BNN models, so it contributes to the common literature.

During training, XNOR weights are preserved in floating-point format; however, binary weights and
their associated scaling factors are saved separately for optimal resource management during inference.
Figure 8 illustrates two variants: a BNN enhanced with floating-point data and another with mixed
fixed-point precision. A study by layer indicates that the final layer, preserved in floating-point format,
comprises 92% of the total parameters. Efforts to quantize this layer lead to significant information
loss, suggesting that its binarization requires further examination.

This approach achieves the accuracy of top models while utilizing significantly fewer parameters.
However, it incurs a 22–33% rise in operational count. Conversely, cutting-edge alternatives impose
a parameter overhead of 240–253% during deployment. In comparison to the baseline model [16],
which attains 57.5% top-1 accuracy on ImageNet [17], the binarized model of this study considerably
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reduces the accuracy disparity while achieving a 52–72% decrease in resource use. Subsequent efforts
will focus on enhancing precision.
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CHAPTER 5

RESULTS AND DISCUSSION

5.1 Classification and Other Performance Metrics

Deep learning methodologies for binarization have predominantly regarded image classification as the
primary issue. Benchmarks like MNIST [52], CIFAR-10 [53], and ImageNet [17] have functioned as
leading platforms for assessing the performance and efficiency of BNNs. Recent studies [54, 55, 56]
indicate that BNNs experience more significant accuracy drops on datasets characterized by increased
complexity. Binarization in the realm of object detection continues to be a substantial concern. The
MS-COCO dataset [57] has been extensively utilized for a comparative study of binarization algo-
rithms [58]. Transformers have attained cutting-edge results in natural language processing and vi-
sual tasks, encompassing classification and detection [191]. An increasing number of studies explore
binarization algorithms specifically designed for these structures [59, 60]. However, implementing
binarized transformers on edge devices poses significant challenges due to their substantial resource
requirements [61]. Surmounting these challenges necessitates ongoing research into developing effi-
cient, edge-optimized binarized transformer models.

5.2 Compression Importance at the Edge

AI at edge devices is a different concept from the data center solutions. Edge computing requires more
tightly integrated architectures to deploy because edge devices have computational power, memory,
and energy constraints. Data center solutions provide enormous resources compared to edge ones.
Therefore, the running algorithms are more flexible at the centers. While data center solutions excel at
processing massive datasets, they require continuous data transmission between end users and remote
servers. It introduces unpredictable network delays and bandwidth dependencies. Edge-deployed mod-
els eliminate this bottleneck by performing inference locally. Local inference makes them particularly
advantageous for latency-sensitive applications [192].

On the contrary, machine learning algorithms require compression methodologies before being de-
ployed on edge devices. This compression imperative creates an inherent tension between model
accuracy and operational efficiency, as reducing model complexity inevitably leads to information loss
and potential degradation in performance metrics. The strategic importance of model compression ex-
tends beyond resource optimization to encompass critical performance advantages that define the edge
computing value proposition [193].
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5.3 AI Hardware Framework Standardization

This section provides a comprehensive analysis and selection criteria for AI hardware frameworks
suited to particular deployment requirements. It encompasses optimization methodologies based on
theoretical principles, performance metrics, algorithms and layer support, target deployment platforms,
and framework documentation.

Optimization tactics profoundly affect model loss, latency, throughput, resource use, and energy effi-
ciency. Performance metrics are not compared across frameworks because differing implementation
methodologies create intrinsic trade-offs based on project requirements.

Optimization solutions for processing units are especially significant when implementing models on
FPGAs. These necessitate meticulous scheduling, as instructional management fundamentally di-
verges from conventional ways [194]. Performance trade-offs are contingent upon the selected strategy.
The processing unit technique utilizes reusable processor cores across many models, hence diminishing
synthesis and compilation duration [195]. In contrast, conventional methods customize hardware for
specific models, necessitating distinct synthesis while achieving greater throughput through pipelined
execution [196].

The selection of a framework must correspond with deployment specifications. If frequent model up-
dates are expected, the processing unit technique is advantageous due to diminished synthesis require-
ments. It is also appropriate for extensive models or constrained hardware resources [81]. Conversely,
conventional methods are more effective for high-throughput applications. The existing research is
deficient in comparative data about latency and power usage between the two.

Binarization and quantization both seek to optimize models; however, binarization necessitates sup-
plementary techniques [93]. Compression techniques, including pruning and knowledge distillation,
typically enhance performance metrics by diminishing computational complexity [197].

Exploration (special to FPGA) and parallelism (unique to the framework) enhance latency and through-
put without affecting model loss [198]. Their impact on resource distribution and authority remains
little studied.

OpenCL is distinguished as a versatile alternative that accommodates various platforms in addition to
FPGAs. Nonetheless, as a language specification rather than a framework, it is devoid of integrated
optimization tools, hence imposing the responsibility on the developer.

Despite assertions of extensive compatibility, one must acknowledge the constraints of the framework
regarding algorithm and layer support. A comprehensive examination of the documentation for each
framework, such as those referenced in [199, 175, 3, 200, 156, 201, 202], is essential prior to selec-
tion. When frameworks lack support, alternatives are available: hybrid FPGA-CPU configurations can
transfer unsupported layers to the CPU (resulting in increased latency), or developers may enhance
open-source frameworks independently.

Platform compatibility further restricts framework options. This article generally covers target systems
according to HDL language support, FPGA vendor, and deployment tools. HDL support typically
guarantees broader board compatibility. Frameworks based on processing units, with the exception of
MATLAB DLP [161], necessitate operating system support. Conventional frameworks, with the ex-
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ception of FINN, predominantly facilitate pure HDL, hence improving hardware compatibility. FINN
can be modified for HDL by implementing specified alterations, including the substitution of DMAs
[79].

Finally, documentation of the framework and community engagement are essential. Although all the
aforementioned frameworks are functional, HLS4ML, OpenCL, and FINN possess more robust aca-
demic support. The frequency of updates may reflect long-term sustainability, as diminished activity
could suggest declining support.

5.4 The Generalization of Binarization on Neural Networks

There are some preferred architectures in terms of the binarization of NNs. AlexNet [6], ResNet [9],
and MobileNet [32] are some of the preferred architectures. Although this approach makes the com-
parison of algorithms more suitable for that architecture, there are missing experiments of binarization
algorithms on different NNs. The reason is that the structure and algorithms differ from one NN to an-
other, so the fit of binarization on different architectures is an open question. We propose the binarized
SqueezeNet architecture to observe that binarization is also applicable to different architectures. While
the results show that the improvements over binarizations make the BNN achieve better performance,
there is a slight difference between real and binary valued networks.

Another open question is the deployability of the binary models, as deployment requires special atten-
tion to hardware or the algorithm due to the lack of support for binary operations on current processors.
We propose that binarization is compatible with FPGA devices and simulate the effects and results of
deployment.

5.5 Binarization and FPGA Compatibility

Deploying BNNs on FPGAs presents unique opportunities and challenges that distinguish it from con-
ventional quantization approaches. While most quantized architectures demand specialized comput-
ing hardware or sophisticated memory management algorithms for efficient deployment, binarization’s
extreme reduction to 1-bit representations creates a particularly compelling case for FPGA implemen-
tation.

Other computing architectures are fundamentally designed around fixed register sizes, typically 32-bit
or 64-bit operations, which can lead to inefficient utilization when deploying quantized models. In
contrast, FPGA architectures offer inherent flexibility through their configurable logic blocks, where
memory components such as flip-flops and block RAMs can be dynamically concatenated or par-
titioned according to specific application requirements. This architectural flexibility fundamentally
aligns with the demands of quantized neural network deployment, where memory precision require-
ments vary significantly across different layers and operations [203].

The compatibility between BNNs and FPGAs becomes particularly evident when considering the com-
putational simplicity of binarized operations. Since binarization reduces all weights and activations to
single-bit values, the resulting operations can be implemented using simple XNOR gates and bit-
counting operations, which map efficiently onto FPGA logic elements. This natural alignment elim-
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inates the computational overhead typically associated with floating-point arithmetic units, allowing
for massively parallel processing arrays tailored to specific network architectures.

Furthermore, the mixed fixed-point implementation proposed in this study exemplifies another dimen-
sion of FPGA suitability for quantized neural networks. The ability to allocate variable bit widths
across different network layers, maintaining higher precision for sensitive operations while applying
aggressive quantization elsewhere. This heterogeneous precision approach would be significantly more
challenging to implement efficiently on fixed-architecture processors [204].

5.6 Limitations of Complete Pipelined Architecture

While complete pipelined architectures offer significant advantages in throughput optimization, their
implementation faces fundamental resource constraints. Each algorithmic component within the pipeline
requires dedicated hardware resources. As the pipeline depth increases, the cumulative resource de-
mands can quickly exceed the available hardware capacity of the target platform. This resource in-
sufficiency exists in resource-constrained environments such as finite FPGA fabrics. The overhead
associated with pipeline control, data routing, and synchronization mechanisms introduces additional
resource consumption. The control logic required to manage data flow, handle pipeline stalls, and
coordinate between stages represents a non-trivial portion of the total resource budget. When com-
bined with the need for adequate buffering and the potential requirement for error handling and recov-
ery mechanisms, these auxiliary components can significantly impact the feasibility of implementing
deeply pipelined architectures when operating under strict resource limitations or cost constraints.
Hardware resource limitations and associated overheads constrain the viability of complete pipelined
architectures.
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CHAPTER 6

CONCLUSION AND FUTURE WORK

This thesis investigates the implementation of BNNs on embedded systems, with a focus on FPGA-
based deployment. While BNNs have been widely studied in the context of conventional NN architec-
tures, their integration into resource-constrained hardware environments remains a relatively underex-
plored area. This study addresses that gap by evaluating the performance and feasibility of deploying
binarized models on FPGA platforms using established and custom-designed binarization methods.

Several SOTA binarization techniques are examined and applied to a lightweight architecture,
SqueezeNet, which had not previously been explored in binarized form. As a result, a BNN design
is proposed for hardware efficiency, balancing performance metrics such as accuracy, throughput, and
memory footprint. When carefully integrated into the network design, the experiments revealed that
even aggressive binarization can yield competitive performance suitable for edge computing scenarios.

In addition to model-level innovations, this thesis presents a detailed survey study of AI hardware
frameworks for FPGA platforms. It compares their input formats, target platforms, optimization ca-
pabilities, and applicability to BNNs. This component is a valuable resource for researchers and de-
velopers aiming to select appropriate tools for deploying NNs on embedded hardware. The study also
identifies gaps in current frameworks, such as limited native support for BNNs and a lack of flexibility
in quantization granularity.

The deployment of BNN models on FPGA platforms is being explored using two widely used frame-
works, FINN and HLS4ML. Although complete implementation has not yet been completed, simula-
tions and resource utilization experiments are being conducted to assess the feasibility and compatibil-
ity of FPGA-based deployment. A critical finding of this study is the significance of architecture-aware
binarization and the value of selecting or modifying models based on the target hardware constraints.
This thesis is a benchmark for future studies aiming to bring BNNs closer to real-time embedded
applications.

Looking ahead, this research can be expanded in multiple directions. Future work could explore adap-
tive or mixed-precision quantization strategies, the binarization of transformer-based models, or real-
time deployment on heterogeneous FPGA-CPU systems. Moreover, automated co-design tools that
simultaneously optimize network architecture and hardware deployment flow would further enhance
the practicality of BNNs in edge AI applications.
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