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ABSTRACT

PREDICTING PEDESTRIAN CROSSING BEHAVIOR WITH
ATTENTION-BASED ENCODINGS OF VEHICLE AND PEDESTRIAN
STATES

Kumral, Mehmet Ali
M.S., Department of Electrical and Electronics Engineering

Supervisor: Prof. Dr. Klaus Werner Schmidt

August 2025, 65 pages

This thesis proposes a new method to predict the road-crossing intention of pedes-
trians with the aim of increasing the driving safety of autonomous vehicles. The
developed method offers a architecture with the consideration of modularly integrat-
able pedestrian action states, vehicular motion states, and pedestrian positioning to
improve the prediction performance. Information hidden in the change of states is
extracted by utilizing temporal self-attention and combined with the pedestrian po-
sitioning features to form a method that is both lightweight and fast. A comparison
to existing methods shows notable improvements, especially in accuracy, recall, area

under the receiver operating characteristic curve, and computational resource usage.

Keywords: autonomous vehicles, pedestrian intention prediction, machine learning,

attention networks, feature fusion
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DIKKAT MEKANIZMASIYLA KODLANMIS ARAC VE YAYA
BILGILERIYLE YAYA GECI$ DAVRANISININ ONGORULMESI

Kumral, Mehmet Ali
Yiiksek Lisans, Elektrik ve Elektronik Miihendisligi Boliimii
Tez Yoneticisi: Prof. Dr. Klaus Werner Schmidt

Agustos 2025 , 65 sayfa

Bu tez, otonom araglarin siiriis giivenligini artirmak amaciyla yayalarin yol gecis
niyetini tahmin etmek i¢in yeni bir yontem onermektedir. Gelistirilen yontem, tah-
min performansini artirmak amaciyla modiiler olarak entegre edilebilir yaya eylem
durumlari, ara¢ hareket durumlar1 ve yaya konumlandirmasinin dikkate alindig1 bir
mimari sunmaktadir. Durum degisimlerinde gizli olan bilgiler, zamansal 6z-dikkat
(temporal self-attention) mekanizmasi kullanilarak ¢ikarilmakta ve yaya konum 6zel-
likleriyle birlestirilerek hem hafif hem de hizli bir yontem elde edilmektedir. Mevcut
yontemlerle yapilan kargilagtirmalar, 6zellikle dogruluk, duyarlilik (recall), ROC eg-
risi altinda kalan alan (AUC) ve hesaplama kaynag1 kullanimi acisindan kayda deger

tyilesmeler gostermektedir.

Anahtar Kelimeler: otonom araglar, yaya niyet tahmini, makine 6grenmesi, dikkat

aglari, 6znitelik fiizyonu.
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road accident.

vii



ACKNOWLEDGMENTS

First of all, I would like to express my deepest gratitude to my advisor, Prof. Dr. Klaus
Werner Schmidt, for their invaluable guidance, and insightful feedback throughout the
course of this research. Furthermore I would like to thank my family and loved ones

for their endless support, encouragement and love.

viii



TABLE OF CONTENTS

ABSTRACT . . . . . \
OZ . . vi
ACKNOWLEDGMENTS . . . . . . . e viii
TABLE OF CONTENTS . . . . . . . . e ix
LISTOFTABLES . . . . . . . s xii
LISTOFFIGURES . . . . . . . . e Xiii
LIST OF ABBREVIATIONS . . . . . . . . ... . .. . XV
CHAPTERS
I INTRODUCTION . . . . . ... e 1
2 BACKGROUND. . . .. . e 5
2.1 History of Autonomous Driving . . . . ... ... ... .. ... .. 5
2.2 Stages of Autonomous Vehicle Operation . . . . . ... ... .... 6
22.1  Perception . . . . ... ... ... 7
222 Planning . . . . . ... e e 8
223 Control . . . . . ... 9
2.3 Pedestrian Crossing Intention Prediction . . . . . . . ... ... ... 9
24 Available Datasets . . . . . ... ... . o 10
241 JAAD ... 11

X



242  PIE. . . . o 11

2.5 Transformer Architecture and Attention Networks . . . . . . . . .. 12
25.1 Self-Attention . . . . . . ... ... Lo 13
2.5.2  Cross-Attention . . . . . . . ... ... 13

2.6 Auxiliary Layers . . . . . . . . ... ... 13
2.6.1  Fully Connected Layers . . . . . ... ... .......... 14
2.6.2  Convolutional Layers . . . .. ... ... ........... 14
2.63 GatedRecurrent Units . . . . . ... ... .. ... ...... 14
2.6.4  Batch and Layer Normalization . . . . . . . .. ... ..... 15
2.6.5  Activation Functions . . . ... ... ... ... ... ... . 15

3 METHODOLOGY . ... . . . . e 17

3.1 Overview . . ... e 17

3.2 UsedInformation . . . . . . .. ... ... .. oo 19
3.2.1 Pedestrian Bounding Box . . . . .. ... ... ... .. 20
322  Pedestrian State . . . . . . ... ... L. 20

3221 Pedestrian Action . . . . . ... ..o L 21
3222 Pedestrian Gaze . . .. ... ... ... ........ 21
323 VehicleState . . . . ... ... ... 22
324  ObservationLength . . ... ... ... .. .......... 23

3.3 Feature Extraction . . .. .. ... ... ... ... ... .. ... 23
3.3.1  Pedestrian Bounding Box Encoder . . . . .. ... ... ... 23
3.3.2  Pedestrian and Vehicle State Encoders . . . . . ... ... .. 24

34 FusionandOutput . . . . .. ... ... ... ... ... 27



4 EXPERIMENT SETUP . . . . ... ... ... ... ... ... ..., 29

4.1 Action Prediction Benchmark . . . . . ... ... ... ... ... 29
4.2 Intention Estimation Analysis . . . . . ... .. ... ... ..... 30

43 Training Setup . . . . . . ... 31

4.4 Evaluationmetrics . . . . . . . .. ... 32
4.4.1 Classification Metrics . . . . . . . .. .. .. ... ... ... 32

442 Resource Metrics . . . . . . . .. .. ..o 33

5 RESULTS ANDDISCUSSION . . . . . . ... . oo 35
5.1 BaseMetricResults . . . .. ... ... ... ... . 35
52 TTEAnalysis . . . . . . . . . e 37

5.3 Feature Ablation Study . . . . . . ... ... ... oL 41
5.4 Effectof Sequence Usage . . .. ... ... ............. 43

5.5 Cross-Dataset Analysis . . . . . . . .. ... ... .. 43

5.6 Comparison with Previous Work . . . . . .. ... ... .. ... .. 44
5.7 Feature Extraction Method Study . . . . . .. .. ... ... .... 45

5.8 Intention Estimation Analysis Results . . . . . . ... ... ... .. 47

59 Resource Study . . . . .. ..o 48
5.10 Discussion of the Findings . . . . . .. .. ... ... ........ 49

6 CONCLUSIONS . . . . . 53
APPENDICES . . . . . . e 63
A JAADpep, Annotations . . . . . . ... 63

B PIE Annotations . . . . . . . .. ... L 65

xi



TABLES

Table 4.1

Table 4.2

Table 5.1

Table 5.2

Table 5.3

Table 5.4

Table 5.5

Table 5.6

Table 5.7

Table 5.8

LIST OF TABLES

Sample Counts for the Action Prediction Benchmark . . . . . . .. 31
Sample Counts for the Intention Estimation Analysis . . . . . . . . 32
Our Results on Different Datasets . . . . . . .. ... ... ..... 36
AblationResults . . . . ... ..o Lo 42
Sequence Usage Results . . . . . . .. ... .. ... .. ...... 43
Cross-Dataset AnalysisResults . . . . .. ... ... ... ..... 44
Comparison Results for the Action Prediction Benchmark . . . . . . 45
Feature Extraction Method Comparison on the PIE Dataset . . . . . 46
Comparison Results for the Intention Estimation Analysis . . . . . . 47
Resource Usage Results . . . . . . ... .. ... ... ....... 49

xii



FIGURES

Figure 2.1

Figure 2.2

Figure 2.3

Figure 2.4

Figure 3.1

LIST OF FIGURES

Stages of Autonomous Driving. . . . . . .. .. ... ... ... 7
Setup for the task of pedestrian intention prediction. . . . . . . . 10
Example pedestrians from the JAAD dataset. . . . . . . ... .. 12

An example of 2D convolution operation.

The visualization of our general idea to use a classification pipeline

like Figure 3.1b, instead of Figure 3.1a. The details of our proposed

lightweight classification model in the pipeline are shown in Figure 3.1c. 18

Figure 3.2
Figure 3.3
Figure 3.4
Figure 3.5
Figure 3.6

Figure 3.7

Figure 3.8

Figure 5.1

dataset.

General architecture of the model we propose. . . . . . ... .. 19
The array of pedestrian states. . . . . . . . .. .. ... ..... 21
The array of vehicle states.
Feature encoder architecture for the pedestrian bounding box input. 24
Attention-based feature encoder architecture for the state inputs. 26

2D convolution-based feature encoder architecture for the state

.................................... 27
Fusion of the extracted features and the final decision layer. . . . 28
Receiver operating characteristic curve of our method on the PIE

.................................. 36



Figure 5.2

Receiver operating characteristic curve of our method on the

JAADy, dataset. . . . .. L e
Figure 5.3  Change in recall with respect to TTE on the PIE dataset. . . . . .
Figure 5.4 Change in recall with respect to TTE on the JAADy,, dataset. . .
Figure 5.5 Change in sample count with respect to TTE on the PIE dataset. .
Figure 5.6 Change in sample count with respect to TTE on the JAADy,

dataset. . . . . ... L.
Figure 5.7  Receiver operating characteristic curve of the Ours;. configura-

tion on the JAADy, dataset. . . . . . . . . .. ... ... .. ... ..

Figure 5.8

Comparison of the intention estimation abilities of the Lite and

Full configurations with yellow meaning the pedestrian was predicted

to have an intention to cross and green meaning otherwise. . . . . . . .

X1V



ABBREVIATIONS

2D
3D
Acc
AUC
bAcc
BN
CI
CMU
CNN
CPU
DARPA
FCL
FN
FP
FPR
FPS
GCN
GPS
GRU
JAAD
LiDAR

LLM

LIST OF ABBREVIATIONS

2 Dimensional

3 Dimensional

Accuracy

Area Under the Curve
Balanced Accuracy

Batch Normalization

Crossing Intention

Carnegie Mellon University
Convolutional Neural Network

Central Processing Unit

The Defense Advanced Research Projects Agency

Fully Connected Layer

False Negative

False Positive

False Positive Rate

Frames per Second

Graph Convolutional Networks

Global Positioning System

Gated Recurrent Unit

Joint Attention in Autonomous Driving
Light Detection and Ranging

Large Language Model

XV



LN
LR
mAP

NCI

PIE

RCA
RNN
ROC
SAE
SLAM
TN

TP
TPR
TTE
Ul

VRU

Layer Normalization

Learning Rate

Mean Average Precision

No-Crossing Intention

Precision

Pedestrian Intention Estimation

Recall

Radio Corporation of America
Recurrent Neural Network

Receiver Operating Characteristic Curve
The Society of Automotive Engineers
Simultaneous Localization and Mapping
True Negative

True Positive

True Positive Rate

Time-To-Event

Unsure Intention

Vulnerable Road User

Xvi



CHAPTER 1

INTRODUCTION

Pedestrian safety is a critical concern in modern traffic environments, as they make up
a considerable percentage of vulnerable road users (VRUs) [1]. Every year, thousands
of pedestrians lose their lives, and many more are injured in traffic accidents. In 2023
alone, an estimated 68,244 pedestrians were injured and 7,314 lost their lives in traffic
crashes in the United States, making up 18% of all traffic fatalities [2]. With 84%
of these fatalities occurring in urban areas, it can be observed that this risk is even
higher in dense urban areas, where roads are shared by a mix of vehicles, cyclists,
and pedestrians, all moving with different intentions and at different speeds. The lack
of clear rules that dictate pedestrian and vehicle actions also results in an increase
in accidents, with 74% of those pedestrian fatalities occurring at locations without
intersections. With the emergence of autonomous vehicles , which have the potential
to significantly enhance traffic safety by reducing or eliminating many human errors,

ensuring the safety of VRUs has become a crucial task in autonomous driving [3].

Understanding the intentions of pedestrians gives autonomous vehicles the chance to
react in time and avoid dangerous situations. Being able to read and predict these
intentions like crossing is essential if self-driving cars are going to fit safely into the
traffic systems. This is clearly supported by the aforementioned statistics, showing
that pedestrian fatalities happen mostly at places where the actions are less dictated
by clear rules. Despite major advancements, matching the social awareness of human
drivers in autonomous vehicles remains challenging, especially when anticipating the
complex and often unpredictable behavior of VRUs like pedestrians, making it essen-
tial to develop robust methods to quantify and manage this uncertainty [4, 5]. Fur-

thermore, smooth and proactive driving depends on having long prediction horizons,



and to reduce false system reactions, behavior planning must account for prediction

uncertainties [6].

Pedestrian crossing intention prediction has been explored in the literature using var-
ious types of sensors. For instance, [7] employed a roadside LiDAR sensor, [8] used
an in-vehicle stereo camera, and [9] relied on an in-vehicle monocular camera. More-
over, recent studies are dominated by methods that use the fusion of multiple modali-
ties. These modalities include but are not limited to, scene images [10-20], bounding
boxes [10, 11, 14-23], poses [10-16, 18, 21-23], vehicle speed [10-12, 14-17, 19,
21-23], segmentation masks [11, 12, 14, 16, 21], road categories [15, 17, 19, 22],
traffic information [15, 17, 19, 20, 22], optical flows [16, 17] and depth maps [16].
Recent works like [17, 19] use vision-language models and prompt engineering to

achieve the task of pedestrian intention predictions.

While the usage of multiple modalities can help with making more precise decisions.
It should not be forgotten that each modality comes with its own pre-processing and
feature extraction requirements. In addition, larger machine learning models designed
to accommodate for many feature extractors would require more intensive training
with generally larger datasets to generalize. Furthermore, such models would be more
prone to having a high inference time. Also, reliance on roadside sensors and external
communications data would subject the prediction method to communication delays

as well as reduce the robustness.

This thesis proposes a modularly integratable method that uses sequences of vehicle
and pedestrian states that can be acquired using in-vehicle sensors combined with
algorithms and/or networks, which are separately optimizable and trainable on dif-
ferent datasets. Since our method does not have the need to process low-level data,
we can use less complex, more lightweight architectures for our pedestrian cross-
ing intention prediction method, which displays better generalization. We utilize an
attention-based encoder architecture to employ states, combined with a gated recur-
rent unit (GRU)-based encoder to include pedestrian bounding box information. With

this work, our main contributions are listed as follows:

e Suggestion of a lightweight pedestrian intention prediction method that per-

forms well when compared with other work,
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e Assessment of the usefulness of pedestrian states, which in our work corre-
spond to whether the pedestrian is currently standing or walking and whether

they are looking or not looking at the traffic,

e Comparison of the effect of the used pedestrian intention dataset on generaliza-

tion and the usefulness of modalities,

e Discussion of the possible trade-offs between faster decision making and de-

tection quality.

The rest of this thesis is organized as follows. In Chapter 2, we present the back-
ground necessary to understand our work, starting with the history and stages of
autonomous driving, followed by an overview of pedestrian crossing intention pre-
diction, then the datasets and machine learning methods used in our experiments.
Chapter 3 describes our proposed methodology in detail, including the choice of in-
put features, the design of the feature encoders, and the fusion strategy. In Chapter 4,
we outline the experimental setup, benchmark configuration, and evaluation metrics.
Chapter 5 presents the results of our experiments, including comparisons with ex-
isting approaches, ablation studies, and discussions on performance, robustness, and
resource requirements. Finally, Chapter 6 summarizes our findings, discusses poten-

tial limitations, and outlines directions for future work.






CHAPTER 2

BACKGROUND

This chapter provides the necessary background for understanding the context and
methods used in this thesis. We begin in Section 2.1 with a brief history of au-
tonomous driving, tracing its development from early prototypes to modern systems.
Section 2.2 then outlines the main operational stages of autonomous vehicles: per-
ception, planning, and control, emphasizing where pedestrian crossing intention pre-
diction fits into this pipeline. In Section 2.3, we focus specifically on the pedestrian
crossing intention prediction task, describing its role within the planning stage and
its importance for safety in urban environments. The datasets used in this work are
presented in Section 2.4, where we discuss the JAADy., and PIE datasets and the
relevant annotations they provide. We then move in Section 2.5 to an overview of
transformer architecture and attention mechanisms, which form part of our model de-
sign. Finally, Section 2.6 covers additional neural network components used in our
method, including convolutional and recurrent layers, normalization techniques, and

activation functions.

2.1 History of Autonomous Driving

The emergence of autonomous driving technologies occurred in the early 1900s.
In 1921, a radio-controlled car was successfully showcased in the United States.
In 1953, the Radio Corporation of America (RCA) Laboratories developed a wire-
guided miniature vehicle. Nevertheless, these initial intelligent vehicles were re-

stricted to basic and unreliable functionalities due to technological constraints [24].

Significant advancements occurred in the 1980s due to improvements in computer
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technology. In 1983, DARPA initiated the Autonomous Land Vehicle project with
assistance from institutions such as Carnegie Mellon University (CMU) and Stanford
University. This event happened to be a pivotal moment. This project marked the
inaugural integration of LiDAR, computer vision, and autonomous driving control
in vehicle design. By 1989, CMU had employed neural networks to assist vehicles
in navigation, which was an important step toward contemporary intelligent control

systems [24].

Numerous competitions in the early 2000s generated significant global interest in au-
tonomous driving technology. The Grand Challenges initiated by DARPA in 2004
assessed the capabilities of autonomous vehicles in challenging terrains. Stanford’s
2005 proposal, equipped with cameras, LiDAR, radar, GPS, and an Intel CPU, se-
cured first place. In 2009, China conducted its Intelligent Vehicles Future Challenge

Program, with participation from numerous prestigious universities [24].

During the 2010s, advancements in deep learning and accelerated hardware facili-
tated the transition of autonomous vehicles from controlled environments to actual
urban streets. These enhancements were demonstrated in initiatives such as VIsLab’s
transcontinental journey from Parma to Shanghai and Drive.ai’s trials in California
in 2016. In that year, nuTonomy of Singapore deployed a test fleet of autonomous

taxis [24].

The Society of Automotive Engineers (SAE) established a classification scale ranging
from Level O (no automation) to Level 5 (full autonomy). Estimates suggest that by
2030, over 80 million Level 4 and 5 vehicles might be operational across the U.S.,
Europe, and China. Despite technological progress, significant challenges remain,

particularly around legal culpability in events involving autonomous systems [24].

2.2 Stages of Autonomous Vehicle Operation

When we talk about how autonomous vehicles operate, it’s helpful to break things
down into three main stages: perception, planning, and control as visualized in Fig-
ure 2.1. These stages closely mirror how a human driver operates as well. First, we

observe our surroundings: the road, the other vehicles, and the traffic elements; then
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we decide on what to do next; and finally, we act on those decisions by steering, ac-
celerating, or braking. The following sections provide a more detailed examination

of these stages.

Perception Planning Control

Figure 2.1: Stages of Autonomous Driving.

2.2.1 Perception

Like human drivers, autonomous vehicles must continuously monitor their environ-
ment and precisely determine their position on both a local (relative to curbs, obstruc-
tions, crossroads, etc.) and global (specific street, neighborhood, city, etc.) scale.
Sensors are put in and around the vehicle to provide autonomous vehicles with these

capabilities [25].

In autonomous vehicle systems, the perception stage includes a broad range of sens-
ing capabilities that are commonly divided into three functional categories: self-
sensing, localization, and surrounding sensing. Self-sensing uses internal sensors
like IMUs, odometers, and CAN bus data to track the vehicle’s own state, including
speed, acceleration, and orientation. On the other hand, localization uses technologies
like GPS, camera-based SLAM, and sensor fusion with inertial data to estimate the
vehicle’s position both locally and globally. In order to identify components of the
driving environment, such as road infrastructure, other drivers, and even driver con-
dition, the third category, known as surrounding sensing, depends on external sensors

such as cameras, LiDAR, and radar [25].

Radars perform object detection through radio waves by assessing the duration re-
quired for the waves to reflect off the target object. Likewise, LIDAR executes object
detection and ranging with laser-based techniques. Cameras are susceptible to degra-

dation in performance under adverse weather conditions such as fog, rain, or low
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