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ABSTRACT

NOWCASTING SECTORAL REVENUE GROWTH USING COPULA
ENHANCED LATENT SPACES AND QUARTERLY FILINGS

KAVRUK, Mehmet
Ph.D., Department of Financial Mathematics
Supervisor : Prof. Dr. Ceylan Yozgatligil
Co-Supervisor : Assoc. Prof. Dr. Alev Atak

April 2026, [129| pages

Traditional financial modeling faces challenges in managing the rise of high-dimen-
sional, often unstructured data. This thesis proposes a robust nowcasting frame-
work that moves beyond single indicator models by leveraging uncertainty-aware
generative networks. To address the common but unrealistic assumption of indepen-
dence in latent spaces obtained by variational autoencoders, this research integrates
copula-based functions to model complex interdependencies between latent variables,
resulting in more realistic representations of economic activity.

Furthermore, the framework incorporates large language models (LLMs) to extract
sentiment indices from unstructured official reports, bridging the gap between quali-
tative human analysis and quantitative mathematical modeling. The proposed model
is evaluated by nowcasting revenue growth across five U.S. manufacturing-linked sec-
tors, and by combining macroeconomic factor models with LLM-derived sentiment,
the results demonstrate significantly improved accuracy and robustness compared to
traditional modeling approaches.

Keywords: Sequential Representation Learning, Time-Varying Copula Dependence,
Financial Text Sentiment
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Oz

KOPULA-GELISTIRILMIS GIZIL UZAYLAR VE CEYREKSEL RAPORLAR
KULLANARAK SEKTOREL GELIR BUYUMESININ TAHMIN EDILMESI

KAVRUK, Mehmet
Doktora, Finansal Matematik Boliimii
Tez Yoneticisi : Prof. Dr. Ceylan Yozgathigil
Ortak Tez Yoneticisi : Dog. Dr. Alev Atak

Nisan 2026, sayfa

Geleneksel finansal modelleme, yiiksek boyutlu ve cogu zaman yapilandirilmamais ve-
rilerin artistyla basa ¢ikmakta zorlanmaktadir. Bu tez, belirsizlik farkindaligina sahip
tiretici aglardan yararlanarak tek gostergeli modellere dayanan yaklagimlarin Gtesine
gecen saglam bir nowcasting cercevesi sunmaktadir. Varyasyonel otomatik kodlayi-
cilardan elde edilen latent uzaylarda bagimsizlik varsayiminin yaygin ancak gercekci
olmayan dogasini ele almak i¢in, ¢alisma latent degiskenler arasindaki karmagik ba-
gimliliklar1 modelleyen kopula tabanli fonksiyonlar1 entegre ederek ekonomik aktivi-
tenin daha gercekgi temsillerini tiretmektedir.

Ayrica cerceve, yapilandirilmamis resmi raporlardan duyarlilik endeksleri ¢ikarmak
amaciyla biiyiik dil modellerini (LLM’ler) kullanarak niteliksel insan analizleri ile ni-
celiksel matematiksel modelleme arasindaki boslugu kapatmaktadir. Onerilen model,
cesitli ABD sektorlerinde gelir biiyiimesini nowcast ederek degerlendirilmis ve mak-
roekonomik faktor modelleri ile LLM kaynakli duyarliligin birlestirilmesi, geleneksel
yaklagimlara kiyasla dogruluk ve saglamlikta belirgin iyilesmeler saglamisgtir.

Anahtar Kelimeler: Sirali Temsil Ogrenimi, Zamana Bagh Bagimlilik Modellemesi,
Finansal Metin Duyarlilig1
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CHAPTER 1

INTRODUCTION

This chapter introduces the importance of revenue estimation in nancial analysis and
highlights the key challenges associated with accurate prediction of the nancial data.
It provides a comprehensive survey of the literature relevant to the proposed frame-
work and discusses the limitations of traditional approaches. The chapter concludes

by outlining the main contributions of this study in addressing these challenges.

1.1 Background and Motivation

Accurate estimation of corporate operational performance is essential for nancial
analysis, equity valuation, risk assessment, and asset allocation. Consequently, mar-
ket participants devote substantial resources to improving forecast precision. How-
ever, as nancial systems become increasingly complex, generating reliable forecasts
remains a signi cant challenge. Since corporate decisions and investor actions are
often aligned with analysts' projections, inaccurate revenue estimates may lead to
substantial mispricing, inef cient capital allocation, and nancial losses for market

participants.

Analyst forecasts lack standardized methodologies and are often in uenced by be-
havioral biases, rm relationships, and strategic incentives. While some analysts
underreact to new information, others may overreact, re ecting inconsistencies in
incorporating available information. In addition, analyst coverage is typically con-
centrated on large-cap rms, making it dif cult to obtain reliable forecasts for many

companies or sectors.



At the same time, the volume of available nancial data has grown substantially. Fi-
nancial data is typically high-dimensional, nonlinear, and strongly correlated, making
it dif cult for traditional regression-based approaches to extract meaningful patterns.
As a result, conventional econometric models that rely on a limited set of historical
and accounting variables often fail to fully utilize the available information and may
underperform relative to professional analysts who incorporate both structured and

unstructured data sources.

Traditional parametric approaches rely on restrictive assumptions such as normality,
linearity, and independence, which are often violated in nancial data characterized
by heavy tails, nonlinear dynamics, and complex dependence structures. In contrast,
nonparametric methods, particularly neural networks, provide exible frameworks
capable of capturing such nonlinearities without imposing strong distributional con-
straints. Although this exibility may come at the cost of reduced interpretability,
these models offer substantial advantages in representing the inherent complexity of

nancial systems.

Factor models can extract low-dimensional latent variables to isolate systematic com-
ponents from noisy data. This approach helps reduce noise in high-dimensional fea-
ture space by ltering less informative components and focusing on the informative
ones. Therefore, it is widely used in high-dimensional nancial applications. Among
these, models based on principal component analysis (PCA) are common. Although
PCA is a robust and powerful tool for extracting latent variables, it relies on linear
transformations, which limits its ability to capture complex nonlinear dependencies
inherent in nancial markets. In contrast, more exible latent representations can

improve performance in nancial systems.

Recent developments have introduced novel methods for extracting meaningful la-
tent variables from complex datasets. Gu, Kelly and Xiu (2020) propose a nonlinear
framework for estimating latent factors in asset pricing [26]. Their approach is based
on autoencoders and demonstrates superior performance relative to traditional factor
models. The model extracts latent variables from high-dimensional rm-level char-
acteristics to identify price-relevant factors. Empirical results show that autoencoders

deliver substantially lower pricing errors than traditional asset pricing models such



as PCA and Fama-French. This study highlights the importance of high-dimensional

information over reliance on a limited set of principal components.

Although autoencoders allow nonlinear mappings for dimensionality reduction, they
lack a probabilistic framework, resulting in deterministic latent representations that
cannot capture uncertainty. In contrast, Variational Autoencoders (VAES) provide a
probabilistic framework for learning continuous latent variables, enabling uncertainty
aware representations. Within this context, VAEs offer a natural extension to tradi-
tional factor models by capturing the stochastic nature of nancial data while learning

low-dimensional latent structures that summarize high-dimensional inputs.

A key limitation of standard VAEs is the mean- eld assumption, which enforces in-
dependence across latent dimensions. While this assumption simpli es optimization,
it is often unrealistic in nancial settings characterized by nonlinear, asymmetric, and
tail-dependent relationships. Ignoring these dependencies may lead to incomplete

representations and reduced predictive performance.

A large proportion of data in modern economies is unstructured, and this trend is
accelerating due to the proliferation of data sources. Although incorporating such
data remains challenging, leveraging unstructured information can provide substan-
tial improvements in forecasting performance. However, analyzing this data is often

subjective and time-consuming for market participants.

Natural language processing (NLP) methods have emerged as an effective tool for
incorporating textual information into nancial models. In this study, sentiment is
extracted from quarterly corporate lings such as 10-Q and 10-K reports and aggre-
gated to construct a meaningful indicator of future rm performance. The resulting
sentiment measure provides complementary information that can enhance model ac-

curacy.

While models are generally effective in processing numerical data, a key advantage
of analysts lies in their ability to interpret unstructured information. In practice, fore-

casts rarely rely on a single type of data stream. Therefore, combining this unstruc-
tured information provides a more comprehensive representation of underlying con-

ditions and can improve the accuracy.



Accordingly, this thesis addresses the problem of jointly modeling macroeconomic la-
tent representations, time-varying nonlinear dependence structures, and unstructured
textual signals for accurate revenue nowcasting, motivated by the limitations of ex-
isting nancial models that rely on restrictive linearity and distributional assumptions
and struggle to handle high-dimensional, mixed-frequency data in small-sample set-

tings.

To address these challenges, this study develops a framework that captures nonlinear
relationships in a data-rich environment through an autoregressive VAE-based neural

network for dimensionality reduction.

A key limitation of standard VAE frameworks is the assumption of independent Gaus-
sian latent representations. To overcome this restriction, copulas are integrated into
the VAE optimization in order to capture asymmetric and tail-dependent structures in

the latent space.

In addition to structured macroeconomic information, the proposed framework in-
corporates unstructured data by extracting sentiment from quarterly corporate lings
(10-Q and 10-K), providing complementary signals that enhance forecasting perfor-

mance.

1.2 Copulain Finance

Traditional econometric models rely on linearity assumptions and normality of mul-
tivariate distributions. However, nancial and economic data frequently violate these
assumptions particularly in the tail events and asymmetric dependencies. It is well-
documented that econometric parameters tend to display high correlation and stronger

co-movements during market extremes.

This pattern is illustrated in Figure 1.1 for the 2013-2024 sample used in this study,
where global minimum values are largely concentrated within the same period due to
the Covid-19 shock. The dataset includes approximately 100 macroeconomic indica-
tors, listed in Appendix A, and 47 out of 100 indicators reach their minimum values
in June 2020.



Figure 1.1: The Number of Indicators at Their Minimum Values Over Time.

A similar pattern is also observed in the maximum values, as shown in Figure 1.2, re-
ecting the base effects of the Covid-19 recovery. Nearly half of the indicators reach
their maximum values in April 2021. This clustering indicates strong and asym-
metric dependence across macroeconomic variables. In such an environment, the
independent Gaussian assumption is violated, and copula-based approaches become

necessary to model complex relationships among macroeconomic variables.

There are various publications discussing the limitations of traditional correlation ap-
proaches. Ang & Chen (2002) and Longin & Solnik (2001) investigate equity returns
during the bear markets [39, 1]. Both studies support that correlations are higher in
down and up markets, and they support asymmetric conditional correlation, reject
multivariate normality, particularly in the negative tails. Although copula approach
was not used directly in these publications, their results supported asymmetric condi-
tional dependence in the nancial variables. Empirical evidence has highlighted that
more sophisticated dependence techniques were required to capture the dynamics of

nancial markets.

Cherubini et al. (2004) investigate different copula structures in option pricing and
risk management techniques for more realistic simulation in nancial markets [11].

They move beyond the normality and linear correlation methods, and focus on Gaus-

5



Figure 1.2: The Number of Indicators Reaching Their Maximum Values Over Time.

sian, asymmetric and t-copula families in nancial applications. Estimation and cal-
ibration of the copula parameters are analyzed. Then, Patton (2006) develops time-
varying copulas to capture asymmetry in the exchange rates [45]. He analyzes behav-
iors of the central banks that lead to regime shifts and develops a time-varying copula
structure, which allows the model to capture regime shifts in nancial markets. These
models are shown to be dynamic and asymmetric, which establishes a clear link be-
tween mathematical theory of copulas and their practical application. This makes

copulas a useful technique for more realistic modeling in nancial markets.

Time variation in the copula parameters has been analyzed in greater detail in the
literature. Creal & Tsay (2015) develop dynamic copula models to capture evolving
dependence across large nancial panels by allowing copula parameters to change
over time [14]. In addition to capturing complex dependence structure, time-varying
parameters enhance the model to adapt changing market conditions in risk analysis

and portfolio optimization.

Copula theory is also used in macroeconomic modeling to uncover complex depen-
dencies between the main economic indicators. Loaiza-Maya & Smith (2020) in-
troduce a dynamic copula-based approach to real time forecasting of U.S macroeco-

nomic variables by explicitly modeling serial and cross-sectional dependencies [38].
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Their results highlight the model's superior performance over the traditional models.
Similar to other nancial series, the dependence between quarterly economic vari-
ables (such as in ation, unemployment and GDP) is highly asymmetric and this is

often missed by traditional models.

In conclusion, copula-based models provide a exible framework for capturing asym-
metric and nonlinear dependencies in nancial and macroeconomic data. In contrast,
traditional dependence measures such as Pearson correlation are limited to linear re-
lationships and fail to capture asymmetric and tail-dependent structures commonly
observed in nancial variables. Time-varying speci cations further enable the mod-
eling of regime shifts and evolving dependence structures. However, most existing
approaches are applied to observed variables and are not integrated into latent variable
frameworks, which motivates their incorporation into the latent space of the proposed
model.

1.3 Literature Overview

Estimating the operational metrics of companies has long been a cornerstone of -
nancial analysis, investment strategy and corporate decisions. Therefore, there are
different approaches from traditional to more comprehensive ones leveraging various
data sources. This survey aims to provide a comprehensive review of the method-
ological developments and empirical ndings in the eld, highlighting both classical

approaches and more recent innovations in the forecasting.

Dechow and Skinner (2000) discuss how reported earnings can be in uenced by man-
agerial discretion and accounting practices, raising concerns about the credibility of
nancial statements [16]. Richardson et al. (2004) extend this line of research by
showing that accounting distortions and growth-related accruals contribute to the ac-
crual anomaly, whereby rms with high accruals tend to exhibit lower subsequent
pro tability [48]. These publications investigates the utilization of the earnings g-

ures as a company performance, highlighting their unreliable nature.

Lim (2001) explains the systematic optimism in analyst forecasts, often attributed

to career incentives, media attention, and access to information [36]. These studies

7



highlight concerns around the objectivity and reliability of analyst estimates, pointing
to potential mispricing and negative investor outcomes. This early skepticism toward
analyst predictions laid the groundwork for models seeking more objective estimates
of company performance. Although there are lots of foundational studies highlighting
the limitations of the earnings as a reliable metric, earnings are widely used parameter

in nancial literature, and there are lots of models to predict this measure.

Mclinnis (2012) investigates how investor sentiment affects analyst optimism in the

forecasts [29]. They demonstrate that analysts are more optimistic during elevated
market sentiment periods especially for the companies whose future is uncertain.
They show that analysts are in uenced by the market mood rather than the underlying
economic fundamentals. Therefore, analysts are less reliable during high sentiment
periods. The positive bias in the future earnings growth may lead signi cant losses for

the market participants. This is the main reason for constructing an accurate model

relying on economic conditions to predict future growth of the companies.

Kamp et al. (2014) introduce a fully automated linear regression model based on a
feature space derived from publicly available stock price movements to nowcast the
company earnings of S&P 100 companies from 2008 to 2012 [33]. It is important
study relying on publicly available data, and the proposed method outperforms ana-
lyst estimates on average in the related period, suggesting that data-driven techniques
can outperform human judgment in nancial series. An interesting direction for the
future literature is to extend the feature space to enhance performance of the model

which is the main objective of this study.

Lorek and Pagach (2014) revisit the long-standing assumption that analysts outper-
form simple ARIMA models [40]. They nd that ARIMA has superiority over the
analysts for small rms, high-tech rms and negative growth periods. Although an-
alysts have an informational advantage over these basic models, this contradiction
raises concerns about the objectivity of analysts. This result was consistent with the
previous studies that analysts generally behave with market sentiment rather than fun-
damentals. The small rms generally outside of scope of analysts, and they tend to
overestimate performance of the trend industries such as high tech. Moreover, they

are generally more optimistic than prevailing economic conditions which leads to



greater estimation errors during negative EPS periods.

Nagpal et al. (2022) propose a more sophisticated approach relying on Variational
Inference (VI) to enhance the nancial forecasts [43]. He uses three different ex-
planatory variables to identify market regimes before the forecast. It is concluded

that they provide useful insights and improve the model.

Babii et al. (2021) make a signi cant contribution by using a high-dimensional space
with sparse-group LASSO regularization to integrate macroeconomic events into the
forecast [4]. The researcher claims that analysts tend to miss macro information and
uses 26 predictors, including traditional macroeconomic series and textual analysis of
nancial news. Furthermore, Babii et al. (2024) uses a similar technique to nowcast
price to earnings ratios in a similar data-rich environment [3]. This publication claims
that the MSE for the random walk model and analyst' consensus are quite similar. The

regression model provides low MSE values thanks to a macro-aware dataset.

Cao et al. (2021) explore the role of arti cial intelligence in nance by comparing
the forecasting performance of human analysts, Al models, and hybrid approaches
in stock price prediction [8]. They nd that the Al outperforms up to 50% of the
test cases, especially in the high-dimensional feature space. However, rather than
focusing solely on performance comparisons, the authors suggest a hybrid model

combining Al and human expertise may produce more accurate and robust forecasts.

Chen et al. (2022) presents a cutting-edge approach to nancial forecasting using
machine learning and detailed market data [10]. Rather than predicting the nominal
values, this work estimates the direction of the changes by Random Forest algorithms
and various nancial ratios obtained from nancial lings of the companies. The
model achieves an AUC approximately 15 - 20% larger than the random walk model
i.e. 50%. The successful result is attributed to rich nancial data and nonlinearity in
the ML algorithm.

Jones et al. (2023) and Hunt (2022) similarly demonstrate the advantages of tree-
based models for direction of economic activity, further validating the power of non-
linearity and data abundance in modern forecasting techniques [30, 32].

Similarly, Van Binsbergen, Han & Lopez-Lira et. al (2023) construct an unbiased ML



algorithm using random forests to measure a real-time conditional bias [57]. Their
model uses cross-sectional information including balance sheet and macroeconomic
variables. The study documents that analysts have upward bias in the forecasts, es-
pecially in the long-term predictions. It is also shown that incorporating nonlinear
relationships among variables improves forecasting performance. In addition, analyst
forecasts exhibit systematic optimism, which may lead to unrealistic expectations and
subsequent negative returns due to base effects. As a result, analyst expectations can

in uence asset prices and contribute to potential losses for market participants.

Sharpe and Gil de Rubio Cruz (2024) investigate whether the forecasts are consistent
with macroeconomic conditions and demonstrate that a simple macroeconomic model
incorporating GDP, in ation and the USD exchange rate can explain the variation of
errors in the analyst forecasts [50]. The regression model with a few macroeconomic
variables can predict 50% of analysts' forecast errors for the current quarter and about
40% percent of their errors for the next quarter. This publication is against the market
ef ciency assumption that analysts incorporate all macroeconomic variables into their

forecast and claim that there are inef ciencies in the markets.

Easton et al. (2024) introduce a machine learning approach that challenges traditional
forecasting models [20]. The model is based on k-nearest neighbor algorithm (k-NN)
to match rms based on earnings history, and claims that rms with similar past per-
formance are more likely to perform similar in the future. The forecast is the median

of the lead earnings of the similar companies. Although the model underperforms
in one-year ahead EPS, it outperforms analysts' estimates and regression based ap-
proaches in the two, three year horizons. Despite its simplicity, the non-parametric
approach has superiority over the linear regression models. In addition, this study

underscores the importance of the rm similarity in the earnings prediction.

Cao and You (2024) further demonstrates ML models using nonlinearities includ-
ing random forests or neural networks show consistent out-performance over random
walk and auto-regressive frameworks [9]. Campell et al. (2023) conclude that while
90% of ML models did not outperform analysts' forecast the top-performing ML
models are consistently more successful than the analysts [7]. Therefore, recent ad-

vancements rede ned nancial forecasts and related studies support the shift toward
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data-driven non-linear forecasting frameworks from the traditional models.

Sipelyte and Metaxa (2025) conduct an experiment to determine future revenue in
the pharma industry. Their aim is to identify the most predictive factors driving the
future revenue growth of the companies [52]. Ergenc¢ and Aktas (2025) examine
nonlinear models, including tree-based approaches, to predict sectoral revenues using
fundamental variables. Their study demonstrates the superiority of these models over

linear regression in nancial forecasting [21].

Up to this point in the literature survey, it can be concluded that analysts often align
with the market sentiments rather than fundamental data, and they are too optimistic
for the future outlook especially during favorable conditions. This causes market in-
ef ciency and can undermine the investments of the market participants. In contrast,
systematic nonlinear models which are capable of processing high-dimensional data

tend to demonstrate superior performance compared to analysts in nancial forecast-
ing.

Factor analysis has long been employed in nancial modeling to nd latent drivers un-
derlying correlated nancial variables. However, traditional models lack of stability
and rely on linearity assumptions. The Variational Factor Analysis (VFA) offers more
ef cientand exible nancial modeling addressing to these limitations. VFA can nd
hidden drivers, i.e., latent variables of all series. By integrating both dimensionality
reduction and uncertainty quanti cation, VFA enhances the forecasting performances
and understanding of dynamics of the high dimensional space. Building on this fea-
ture, the VAEs have emerged as a powerful method for compressing nancial series

into interpretable low-dimension latent spaces.

Gu et al. (2020) propose a Conditional Autoencoder (CAE) framework to estimate la-
tent factors from rm characteristics for asset pricing applications [26], showing that
CAE-based models reduce pricing errors and improve risk-adjusted performance rel-
ative to benchmark methods. This highlights the importance of exible and nonlinear
latent representations in nancial modeling. In contrast, VAEs adopt a probabilistic
framework that explicitly captures uncertainty in the latent space, which is particu-

larly relevant in nancial applications.
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Gunduz (2021) presents an LSTM based model for predicting hourly movements of
banking stocks [27]. There are different feature spaces in this publication which
are raw data, VAE reduced data and combination of both. The purpose is to reduce
dimensionality while preserving the predictive power for the stocks. He nds that the
performances of the model are similar with either raw or VAE reduced dataset. This

demonstrates the success of VAE-based dimension reduction in nancial series.

Chung et al. (2015) introduce a Variational Recurrent Neural Networks (VRNN) as
a generative framework for sequential data modeling in their study [12]. VRNN aug-
ments hidden state with latent variables at each time step, where these latent variables
are conditioned on the hidden state to capture temporal dynamics of the series. This
design provides to model stochastic processes in sequential data which is an advan-

tage in nancial series.

Desai et al. (2021) propose a TimeVAE with an interpretable decoder that explicitly
models level, trend, and seasonality—components highly relevant to nancial data
exhibiting cyclical and structural patterns [17]. Stock prices are among the benchmark
in the study. The model integrates convolution networks into the VAE to capture
multivariate time series dynamics. The results show that VAE based model produce
high quality synthetic multivariate series and its performance is superior to the other

methods.

Van den Oever & Borovkova (2022) presents a robust extension of VAEs gener-
ated for nancial risk modeling [58]. Instead of standard Gaussian assumption, the
Student-t distribution is used for capturing heavy tails in the latent space. The model
compresses asset returns into a few latent factors while effectively modeling the non-
linear dependencies and tail risks. It is mentioned that the Student-t assumption im-

proves the overall return distributions which often deviate from normality.

In this survey, it is concluded that nonlinear and dynamic models tend to outperform
analysts in nancial forecasting. Furthermore, the reviewed studies demonstrate that
VAEs are effective for dimensionality reduction while preserving the predictive struc-

ture of high-dimensional data.

Despite these advances, existing approaches typically fail to jointly model nonlinear
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latent representations, asymmetric dependence structures, and unstructured textual
information within a probabilistic framework. In particular, the dependence structure
in latent variable models is commonly assumed to be independent or Gaussian, which

limits their ability to capture realistic nancial dependencies.

1.4 Thesis Overview and Research Signi cance

This research addresses a gap in quantitative nance by developing a stochastic pre-
diction model that links macroeconomic conditions to sector-level corporate perfor-
mance. Existing models typically rely on a limited set of key indicators, such as
interest rates or in ation. However, nancial variables are highly correlated and mul-
tidimensional, and incorporating a broader set of macroeconomic indicators tailored
to speci c contexts is expected to improve both accuracy and robustness by capturing

complementary information.

This study focuses on predicting the average sector-level revenue rather than earn-
ings. Although net earnings are key gures for market participants, their susceptibil-
ity to managerial decisions, combined with volatility arising from non-operating and
accrual-based adjustments, introduces signi cant non-Gaussian noise, as discussed
in the literature review section. This low signal-to-noise ratio makes pro tability less

tractable for mathematical modeling.

On the other hand, revenue is a top-line measure that more directly re ects operational
performance and macroeconomic conditions, making it more robust than earnings.
As a result, it exhibits greater temporal stability and a cleaner empirical distribution.

Moreover, revenue constitutes a primary component of net earnings, making it a more

reliable target for estimation.

The proposed model employs monthly macroeconomic variables as primary inputs
for quarterly revenue estimation. The dataset comprises high-dimensional nancial
variables observed within each quarter, while the target variable is de ned as the
revenue growth of the selected sectors over the same period. Since of cial revenue
gures are released one or two months after the end of the respective quarter, accu-

rate estimation of these values is critical for market participants. In addition, under-
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standing the relationship between macroeconomic indicators and sectoral revenue is

essential for anticipating future revenue growth.

A key innovation of this study lies in its ability to handle mixed-frequency data by

leveraging high-frequency (monthly) macroeconomic variables to generate timely
nowcasts of low-frequency (quarterly) revenue. Rather than relying on a limited set
of aggregate indicators, a wide range of macroeconomic variables is incorporated to

capture economic conditions from multiple perspectives.

This setting naturally leads to a lar§e; small-T problem, where the number of
input variables exceeds the available time observations. To address this challenge,
the model employs low-dimensional latent representations that reduce dimensionality

while preserving temporal dynamics and relevant economic information.

To leverage unstructured nancial data, sentiment extracted from quarterly corporate
lings is incorporated into the latent representation to enhance forecasting perfor-
mance. The objective is to detect and quantify shifts in the tone of company disclo-
sures and integrate this information into the predictive framework. This component
re ects a key advantage of human analysts, who are able to process unstructured in-

formation typically ignored by traditional mathematical models.

To manage the high-dimensional input space and capture sequential dynamics, an
RNN-based VAE is employed to learn a smooth and informative latent representation

that enables interpolation across diverse economic conditions.

Another innovation of this study is the integration of asymmetric dependence struc-
tures into the VAE optimization framework, relaxing the standard assumption of inde-
pendent Gaussian latent variables. This extension enables the latent space to capture
non-Gaussian, heavy-tailed, and asymmetric dependencies inherent in nancial data.
The proposed model is evaluated across different copula families to assess the im-
pact of alternative dependence structures, and its performance is benchmarked against

standard models.

This study differs from prior literature by leveraging a comprehensive input dataset
that integrates both structured and unstructured data sources. The proposed model

captures nonlinear dependencies among variables through neural network-based rep-

14



resentations, moving beyond the limitations of traditional linear approaches.

Furthermore, the integration of time-varying copula-based dependence structures pro-
vides a more exible modeling framework, allowing the latent space to capture asym-
metric and dynamic relationships. Although the primary objective is to estimate cor-
porate revenues, the proposed framework also offers a statistically rigorous and inter-
pretable toolkit applicable to broader nancial applications such as portfolio and risk

management.
This study makes three main contributions to the literature.

First, it proposes a stochastic representation learning framework that integrates high-
dimensional macroeconomic information into a low-dimensional latent space using
an autoregressive VAE architecture, enabling ef cient modeling in a |argemall-T

setting.

Second, it extends standard VAE framework by incorporating copula-based depen-
dence structures into the latent space, relaxing the conventional independent Gaussian

assumption and allowing for asymmetric and tail-dependent relationships.

Third, it integrates unstructured textual information extracted from corporate lings
into the predictive framework, providing economically meaningful complementary

signals to macroeconomic variables and enhancing forecasting performance.

The results demonstrate the contribution of high-dimensional inputs, nonlinear and
asymmetric dependence modeling, and NLP-based sentiment integration to predic-

tion performance.
The remainder of this thesis is organized as follows:

Chapter 2 begins by introducing various dependence measures for understanding
complex relationships in multivariate data. It then presents the fundamental proper-
ties and limitations of VAES, including a detailed ELBO derivation and the restric-
tions imposed by Gaussian assumptions. To address these limitations, this chapter
also introduces the copula framework, with a particular focus on Archimedean cop-
ula families used in the model to capture asymmetric dependencies in the latent space.

Additionally, it reviews quarterly corporate lings and LLM-based methods for ex-
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tracting sentiment to enrich the model inputs.

Chapter 3 presents the full architecture of the proposed model and explains each
component in detail. The concepts and methodologies introduced in Chapter 2 are
applied to nancial data in this chapter. Data integration, latent space construction,

modi ed optimization procedures, and parameter selection are described in detail.

Chapter 4 describes the dataset and presents the empirical results. Model perfor-
mance is compared with traditional statistical methods and alternative machine learn-
ing approaches. A comparative analysis across different copula families is conducted,
and the impact of sentiment information is evaluated. The contribution of different
modalities is also analyzed. Forward validation is employed to mitigate over tting.
Finally, the performance of an alternative LLM-based approach and its application to

stock market prediction are brie y discussed.

Chapter 5 concludes the thesis by summarizing the main ndings and highlighting
the strengths and limitations of the proposed framework. Potential directions for

future research are also outlined.
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CHAPTER 2

METHODOLOGICAL FRAMEWORK

This chapter outlines the theoretical foundations and structural components of the
proposed nowcasting model. The overall architecture, which integrates high-dimen-
sional structured data with unstructured textual signals, is rst summarized to provide

a clear roadmap of the predictive process. Following this overview, the chapter details
the mathematical foundations of each stage, beginning with dependence measures
and parametric copula families used to model complex interdependencies in nancial
data. It further examines the transition from traditional factor models to uncertainty-
aware VAEs. Finally, the framework for extracting sentiment indices from quarterly
corporate lings (10-K and 10-Q) using LLMs is introduced as a source of unstruc-
tured information.

2.1 Dependence Measures

Financial time series often exhibit a low signal-to-noise ratio, which makes uncer-
tainty aware models useful for quantifying noise components. In addition, nancial
time series are highly dependent on each other. Therefore, analyzing the dependence
between random variables is a crucial topic in nance, both from theoretical and prac-
tical perspectives. Various methods have been developed in the literature to measure
dependence relationships.

The most widely known and used measure is Pearson's linear correlation,
De nition 2.1.1. Pearson's correlation coef cient between two random variables
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(X;Y) isde ned as
- CVXY).

XYy —

(2.1.1)
X Y

wherecov denotes covariance andg,, v are the standard deviations Xf andY
[13].

Although Pearson's correlation is widely used, it has several limitations in nancial
applications. It is sensitive to outliers, captures only linear relationships, and fails to
represent extreme co-movements such as tail dependence. As a result, nonlinear or

tail-dependent relationships may not be re ected in the correlation coef cient.

De nition 2.1.2. Kendall's tau is a non-parametric measure of ordinal association
between two random variables. L@t;y;) and(X;;y;) denote thé™ andj ™ obser-
vations of the random variablés andY . These pairs are said to be concordant if the
ordering of(x;; Xj) and(yi;y;) is the same; that is, eithet < x; andy; <y;, or

Xj > X andy; >y;. Otherwise, they are discordant. Kendall's tau is de ned as

2(C D)
= —>= 2.1.2
n(n 1) ( )
wheren is the number of observationS, is the number of concordant pairs, abd
is the number of discordant pairs. The denominator corresponds to the total number

of distinct observation pairs [24].

Rank-based correlation measures provide several advantages over Pearson's corre-
lation in detecting co-movements among time series, independent of their scale. In
particular, they are invariant under monotonic transformations, such as logarithmic

scaling, which is commonly applied in this study.

De nition 2.1.3. Tail dependence refers to the clustering of extreme events and it is
independent of marginal distributions. It is a measure of co-movements in the tails of

distributions. Upper and lower tail behaviors can be described mathematically as,

c
I

lim P(X2>F, Q)] X1 > F, (@) (2.1.3)

(![Wg) P(X> FY@)jX: Fyia) (2.1.4)

whereX ; X, are two random variable§;; F, are inverse distribution functions of

X1;X5. The measure ranges from 0 (no tail dependence) to 1 (perfect tail depen-
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dence). For independent random variables and Gaussian copula distributions, the tail

dependence coef cient is zero. They do not exhibit any tail dependence [44].

Correlation coef cients are useful for describing dependence between variables; how-
ever, they do not fully characterize the joint dependence structure and are therefore
insuf cient for capturing tail dependence. In such cases, more exible distributional
frameworks, such as copula models, are required to capture complex co-movements

in nancial data.

In this study, dependence measures are also employed at the preprocessing stage to
identify and Iter informative relationships among high-dimensional variables before

constructing the latent representation.

2.2 Copula Theory

Copula theory is based on tisklar's Theorenwhich states that any multivariate cu-
mulative distribution can be decomposed into its marginal distributions and a copula

function that captures the dependence among the variables [53].

De nition 2.2.1. A copula is a mathematical function that maps from uni-variate

marginal distributions to multivariate joint distributions.
C(F1(X1);Fa(x2);::iFa(Xq)) = P(X1 X135 X2 Xgiiii;Xg  Xq)  (2.2.1)

whereX; is a random variabld;; is the corresponding marginal cumulative distribu-
tion function, andy; = Fi(x;) are uniformly distributed of0; 1] under the probability

integral transform.

According to Sklar's Theorem, there exists a functidor every multivariate distri-

butionF, so Eq. 2.2.1 can be written as the joint distributiorXof
F(X) = F(X1;X2;::::X%q) = C(F1(X1); Fa(X2);::1; Fa(Xq)) (2.2.2)

wherex is ad dimensional vector whosé' dimension isx;. C : [0;1 ! [0;1]
is a copula function which calculates joint distribution in terms of marginals. If the
random variables are independent, the copula function reduces to product copula.

However, when dependencies ex{Stbecomes a more complex structure.
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The copula density is de ned as the mixed partial derivative of the copula function,

(2.2.3)

@u @u

whereu; = F;(x;) denotes the marginal probability level obtained via the probability

integral transform, withy; 2 [0; 1].
The joint probability density function can be written as
f (X1 X250 Xg) = O(F1(X1); 0 Fa(Xq)) F1(X1)  fa(Xa); (2.2.4)

whereF; andf; denote the marginal CDFs and PDFs, respectively. There are no re-
strictions that marginal and joint distributions belong to the same family. In addition,
the copula functiorC can be any valid multivariate dependence structure as long as

it satis es the properties of CDF. This structure provides the researcher a substantial
exibility in constructing multivariate models. As a result, copula based dependence
measures can accommodate symmetric or asymmetric structures, as well as fat or thin
tailed joint distributions, which are more appropriate to risk exposure and portfolio

dynamics.

The upper and lower tail probabilities in Egs. 2.1.3 and 2.1.4 can be expressed us-
ing copula functions to gain deeper insight into the dependence structure of extreme
events. By using conditional probability equations and copula functions, the upper

and lower tail dependencieg and | are easily written as,

.1 2u+ C(u;u)
S B T 225)
L= fim S (2.2.6)
u! o+ u

whereC(u; u) is the copula evaluated at the tail lewel

2.2.1 Copula Families

There exist various copula families designed to capture dependence structures in mul-
tivariate distributions. Among these, the Gaussian copula is widely used due to its
simplicity and tractability, although it is limited in capturing complex and asymmet-

ric dependence structures.
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Archimedean copulas provide a more exible alternative, particularly in modeling
asymmetric and tail-dependent relationships. In contrast to the Gaussian copula, cer-
tain Archimedean families are capable of capturing upper or lower tail dependence,

which is often observed in nancial data.

In this study, the analysis is restricted to Gaussian and Archimedean copulas. Among
the Archimedean class, Clayton, Gumbel, and Frank copulas are considered due to
their ability to represent different types of dependence structures, including lower-tail,

upper-tail, and symmetric dependence.

Most Archimedean copulas are governed by a single parameter that controls the
strength and type of dependence, allowing them to emphasize speci ¢ dependence

characteristics such as tail behavior or symmetric nonlinear relationships.

2.2.1.1 Gaussian Copula

The Gaussian copula is constructed from a multivariate normal distribution with cor-

relation matrixR and arbitrary marginal distributions. It is de ned as
Coaus{U1;:115Ug) = r M(uy)iiii; H(ug) ; (2.2.7)

where g denotes the joint cumulative distribution function of a standard multivariate
normal distribution with correlation matri®, and is the univariate standard normal

cumulative distribution function.

The Gaussian copula captures symmetric dependence structures and is fully charac-
terized by the linear correlation matrix. However, it does not exhibit tail dependence,
i.e., y = L =0, which limits its ability to represent extreme co-movements in the

joint distribution.

2.2.1.2 Clayton Copula
The Clayton copula captures asymmetric dependence with emphasis on lower-tail
dependence. Itis de ned as

Cuv= u +v 1 7 uwv2 (1] (2.2.8)
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whereu = Fyx (x) andv = Fy (y) denote marginal probabilities.

The Clayton copula exhibits lower-tail dependence with coef cient= 2 ¥ and
no upper-tail dependence, i.e.y = 0. The parameter controls the strength of

dependence, with larger values corresponding to stronger lower-tail association.

2.2.1.3 Gumbel Copula

The Gumbel copula captures asymmetric dependence with emphasis on upper-tail

dependence. Itis de ned as

n )
C(uv)=exp  ( Inu) +( Inv) 7 (2.2.9)

whereu = Fx (x) andv = Fy (y) denote marginal probabilities and [1;1 ).

The Gumbel copula exhibits upper-tail dependence with coef cignt= 2 2%
and no lower-tail dependence, i.e,, = 0. Larger values of correspond to stronger

upper-tail dependence.

2.2.1.4 Frank Copula

The Frank copula captures symmetric dependence without tail dependence. It is de-
ned as
(e " 1)eVvV 1)

1
Cuvy= -In 1+ 5 I :

(2.2.10)

where 2 Rnf0g.

The Frank copula does not exhibit tail dependence, iie5 ¢ = 0, and represents

symmetric nonlinear dependence structures.

Archimedean copula structures are illustrated in Figure 2.1 to provide a visual repre-
sentation of their dependence patterns. Clayton and Gumbel copulas exhibit lower-
and upper-tail dependence, respectively, whereas the Frank copula captures symmet-

ric dependence without tail concentration.

In this study, Archimedean copulas are employed to model the underlying depen-

dence structure of the data. Owing to their exible functional forms and ability to
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(a) Clayton Copula (b) Gumbel Copula

(c) Frank Copula
Figure 2.1: Generated Archimedean Copulas by Conditional Sampling.

capture asymmetric and tail-dependent relationships, they provide a comprehensive
and tractable framework for representing complex dependencies in high-dimensional
nancial data.

2.3 Factor Analysis

In the beginning of modern nance, the expected excess return of a company is ex-
plained by value in Capital Asset Pricing Model (CAPM),

ERn] re = no(E[RM] r1) (2.3.1)

wherer; is a risk-free rateRy, andR,, are returns of the market and' asset respec-
tively [51]. In the subsequent years, a well-known multi-factor model was introduced
and additional factors were included into the model.

Ri Rr= im(Ru Rf)+ isms SMB + e HML (2.3.2)
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whereSMB andHML represent size and value factors, respectively [22]. The ob-
jective of factor-based models is to explain asset returns through a set of observable
predictors, allowing a exible incorporation of multiple sources of information. How-
ever, each additional predictor introduces an associated parameter, increasing model

complexity and complicating statistical estimation.

In modern nancial applications, the number of available time series has expanded
substantially. These variables often exhibit strong cross-sectional dependence while
re ecting different aspects of economic activity. As a result, empirical settings fre-
quently satisfyn > T , wheren denotes the number of predictors ahdhe number

of observations. Thikigh-dimensionategime may lead to unstable parameter esti-

mates, over tting, and weak out-of-sample performance.

The problem is particularly severe for low-frequency target variables such as GDP
or revenue growth, where the available sample size is inherently limited. In addi-
tion, many nancial variables lack suf ciently long and consistent historical records,
further constraining reliable statistical inference. The issue becomes even more pro-
nounced when incorporating unstructured data, which are typically available only

over relatively short time spans in electronic form.

Consequently, empirical analyses often rely on a restricted subset of indicators, po-

tentially discarding valuable information contained in high-dimensional datasets.

2.3.1 Static and Dynamic Factor Models

Financial time series typically exhibit strong cross-sectional dependence, suggesting
that their variation can be represented by a smaller number of unobserved common
factors. In this framework, each observed variable is expressed as a linear combi-
nation of latent factors. This approach, known as factor analysis, provides a natural
way to address high-dimensional settings by reducing the effective dimensionality of
the problem and alleviating limitations arising from restricted degrees of freedom in

nancial applications.

Let F 2 RY denote the vector of factors, and bet2 RN denote the observation

vector, wherg] < N. The observation vector can be written as a linear combination
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of factors
Xt = F t T € (233)

where isN qga coef cient matrix,e, is an error vector. Time dimensidncan also
be incorporated int®, and the equation can be adjusted to re ect the new dimension.
If the high-dimensional observational space can be generated by a low-dimensional

latent variables without a serious error, it is reasonable td-y$e the models.

Latent variables obtained from factor models can be effectively used for forecasting
within a two-step framework. In the rst step, the latent factor series are estimated
from high-dimensional observed data, providing a low-dimensional representation
of the underlying economic conditions. In the second step, these factors are used as
predictors in the model, allowing the high-dimensional information to be incorporated

in a parsimonious and statistically tractable manner.
The forecasting problem can be expressed as
Yien = Fet ten; (2.3.4)

wherey,., denotes the target variable at horizon is a vector of coef cients, and

t+h IS @n error term.

Although F; 2 RY has substantially lower dimensionality than the original obser-
vation space, it captures the underlying common variation in the data. Therefore,
the latent factors provide a compact and informative representation that can be used
in place of high-dimensional inputs for forecasting purposes. This dimensionality
reduction mitigates multicollinearity, reduces noise, and leads to more stable and in-

terpretable forecasting models.

A common approach for estimating latent factors in static factor models is principal
component analysis (PCA). The factors and loadings are obtained by solving

1 X
min ——  (x¢ F )% F ) (2.3.5)

whereN denotes the cross-sectional dimension &nd the number of time periods.

Financial time series exhibit time-varying dynamics, with statistical properties that

evolve over time. Dynamic factor models (DFMs) extend static factor models by
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explicitly incorporating temporal variation in the latent factors. In this framework,
the latent variables follow an autoregressive process, allowing the model to capture

persistent and time-varying economic conditions.

In addition to the observation equation linking latent factors to observed variables,
DFMs introduce a transition equation that governs the temporal evolution of the fac-

tors:

Xt = F t + € (236)
Fe=F ¢ 1+ U (2.3.7)

wheree; andu, are error terms, and is the autoregressive transition matrix govern-

ing the factor dynamics.

Equations 2.3.6 and 2.3.7 de ne a state-space representation, where Eq. 2.3.6 is the
measurement equation linking the latent factBgsto the observed variables,

and Eq. 2.3.7 is the transition equation governing the temporal evolution of the la-
tent states. This system is typically estimated using the Kalman Iter and Expecta-

tion—Maximization (EM) algorithms under Gaussian assumptions.

Dynamic factor models are widely used for real-time monitoring and forecasting, as
they extract low-dimensional latent factors from high-dimensional and noisy data,

providing a concise representation of underlying economic conditions.

As aresult, DFMs have been extensively applied in forecasting and nowcasting (Stock
and Watson, 2002) [55]. These latent factors are commonly used as predictors within

regression frameworks.

Crone and Clayton-Matthews (2005) extend this approach by constructing monthly
coincident economic indices for U.S. states using DFMs and Kalman ltering [15].

The resulting indices remain widely used measures of regional economic activity.

Central banks widely employ dynamic factor models to construct real-time indica-
tors of economic activity, such as CFNAI and EuroCOIN, which summarize high-

dimensional macroeconomic data into a small number of latent factors.

Despite their practical relevance, standard DFMs rely on constant factor loadings and

linear relationships, limiting their ability to capture structural changes and nonlinear
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dynamics. Extensions incorporating time-varying parameters and regime-switching
mechanisms partially address these issues (e.g., [6]), but remain constrained by con-

ventional unrealistic parametric assumptions.

In contrast, modern machine learning approaches provide more exible, data-driven
frameworks for extracting latent representations. This motivates the use of nonlin-
ear latent factor models to better capture complex dependence structures in high-

dimensional nancial data.

2.4 Autoencoders

Autoencoders are neural network architectures designed to learn low-dimensional
representations of high-dimensional data by reconstructing the input through a com-
pressed latent space. As unsupervised models, they do not require any labeled data
and are trained to capture the underlying structure of the data while reducing dimen-

sionality.

In contrast to traditional factor models, autoencoders provide a exible, data-driven
framework that can learn latent representations directly from high-dimensional in-
puts. Unlike linear factor models, they are capable of capturing nonlinear relation-
ships between variables, allowing for more expressive representations. This exibil-
ity enables the model to extract richer latent features and better represent complex

structures in nancial data.

Figure 2.2 illustrates the standard autoencoder architecture, which consists of an en-
coder and a decoder. The encoder maps the input variables to a low-dimensional
latent space, while the decoder reconstructs the original inputs from this representa-
tion. The bottleneck structure forces the network to learn a compact representation,
making autoencoders effective for dimensionality reduction and noise Itering in -

nancial data.

Autoencoders are closely related to PCA in the linear case; however, with nonlinear
activation functions and deeper architectures, they can capture more comprehensive

dependencies beyond the scope of traditional linear methods.
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Figure 2.2: The Architecture of Autoencoders

Letf denote the encoder function mapping inputs to the latent spacey dredde-
coder function reconstructing the inputs from the latent representation. The autoen-

coder is trained by minimizing the reconstruction loss,

“recons= E KX Rk? = E kx g(f (X))k2 : (2.4.1)

wheref :RP ! RY g:RY! RP,andd D.

This objective can be interpreted as maximum likelihood estimation under a Gaus-
sian noise assumption, where minimizing the reconstruction error corresponds to
maximizing the likelihood of the observed data. As a result, autoencoders implicitly
adopt a probabilistic perspective while producing deterministic latent representations,
thereby bridging classical reconstruction-based learning with an underlying statistical
interpretation of the data-generating process.

Standard autoencoders are designed for cross-sectional data and do not explicitly
model temporal dependencies, although they can be extended with sequential struc-
tures to capture temporal dynamics. However, their deterministic latent representa-
tions do not allow explicit modeling of uncertainty or complex dependence structures.
This limitation motivates the use of probabilistic latent variable models, introduced

in the next section.
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2.5 Variational Inference

Variational inference (VI) is a Bayesian framework used to approximate the posterior
distribution when exact inference is intractable. In Bayesian inference, the posterior

distribution is given by

p(z;x) .
p(x)

wherex andz denote the observed and latent variables, respectively. The denomina-

p(zjx) = (2.5.1)

tor involves the marginal likelihood, which is typically dif cult to compute due to the
absence of a closed-form expression. Variational inference addresses this challenge
by approximating the posterior within a tractable family of distributions [23].

De nition 2.5.1 The Kullback—Leibler (KL) divergence is a measure of discrepancy
between two probability distributior® andQ, de ned as

£ P(x)
Dw(PkQ)= P(x)log W dx: (2.5.2)

KL divergence is used to approximate the latent posterior distribution by selecting the
closest member from a tractable family of candidate distributions Q.éenote the

family of distributions, withq 2 Q. The optimal approximation is obtained by

q =argmin Dy (azix) kp(z ] X)) : (2.5.3)

whereq represents the best approximation to the true posterior within the f&nily
[34].

There is a trade-off between the expressiveness of the distribution family and the
tractability of the optimization problem. While complex families can better approx-
imate the true posterior, they often lead to intractable computations and increased
estimation complexity. In contrast, simpler families are computationally ef cient but

may fail to capture important structural characteristics of the posterior distribution.

The expectation is taken with respecifajx), and Eq. 2.5.3 can be expanded as
D (a(zjx) k p(zjx)) = E[loga(zjx)] E[logp(zjx)] (2.5.4)

D (9(zjx) k p(zjx)) = Eflogq(zjx)] Ellogp(z;x)] +log p(x):  (2.5.5)
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Sincelogp(x) does not depend anor g, minimizing the KL divergence is equivalent
to maximizing an alternative objective function known as the Evidence Lower Bound
(ELBO),

ELBO(qg) = E[logp(z;x)] E[logqg(zjx)]: (2.5.6)

Maximization of the ELBO is therefore equivalent to minimizing the KL divergence
between the approximate and true posterior distributions. By factorizing the joint
distribution, the ELBO can be rewritten as

ELBO(q) = E[logp(xjz)] + E[logp(z)]  E[logq(zjx)]; (2.5.7)

which can be further expressed as

ELBO(g) = Eflogp(xjz)] Dk (a(zjx) k p(2)) : (2.5.8)

Eqg. 2.5.8 consists of two components. The rstterm is the reconstruction term, which
encourages the model to generate outgutsat are close to the observed datdal his

term plays a role analogous to the reconstruction loss in standard autoencoders.

The second term is the KL divergence between the approximate posterior and prior,
which acts as a regularization term by constraining the latent distribution. Therefore,
variational inference differs from standard autoencoders by explicitly modeling and

regularizing the latent space as a probability distribution, rather than treating it as a

deterministic encoding.

Another interpretation of the ELBO can be obtained by combining Eqg. 2.5.5 and
Eqg. 2.5.6,

logp(x) = Dk (a(zjx) k p(zjx)) + ELBO(0): (2.5.9)

Since the KL divergence is non-negative, it follows tlegp(x) ELBO(Q), indi-
cating that the ELBO provides a lower bound on the log evidence.

Variational inference (V1) approximates the posterior distribution by searching within
a tractable family of distribution®, as illustrated in Figure 2.3, where a simpli ed

candidate family is considered. However, the true posterior distribution may lie out-
side this restricted family, leading to an approximation gap. While more expressive
families can provide better approximations to the true posterior, they often resultin in-

tractable ELBO optimization. To address this trade-off, standard variational inference
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Figure 2.3: Posterior Approximation Within a Restricted Variational FaQily

adopts simplifying assumptions on the latent variables. In particular, the mean- eld
approximation assumes that the latent variables are mutually independent, which sig-

ni cantly reduces computational complexity at the cost of restricting the distribution
family Q.

De nition 2.5.2 The mean- eld approximation is a technique used to simplify varia-
tional inference by assuming that the latent variables are mutually independent.

Yj

az)=  a(z) (2.5.10)

i=1
whereqg denotes the marginal distribution of tH& component. Under this assump-
tion, dependencies between latent variables are ignored in order to obtain a tractable
approximation [34].

The mean- eld approximation restricts the variational fan@yto independent dis-
tributions, thereby excluding correlated joint densities. In practice, however, the true
posteriorp(zjx) often exhibits strong dependencies among latent variables. As illus-
trated in Figure 2.4, the mean- eld approximation replaces a correlated joint distribu-
tion with a factorized representation, leading to a distorted approximation of the true
posterior. While this assumption simpli es optimization, it prevents the variational
family from accurately capturing cross-dimensional dependence structures. This lim-
itation motivates the use of more exible dependence modeling frameworks, such as
copula-based approaches, which will be integrated into the latent space representation

in Chapter 3.
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In nancial applications, latent variables often exhibit strong and nonlinear dependen-
cies. Ignoring such dependencies can lead to non-ideal representations of the underly-
ing data structure and reduce the effectiveness of the model. Therefore, more exible
approaches that explicitty model dependence structures within the latent space are

required.

Figure 2.4: Joint PDF Contours of Latent Variables: Red Indicates the Actual Depen-
dent Structure, Blue the Mean-Field Independence Approximation.

VI provides a tractable lower bound for the posterior distribution, avoiding the need
for exact inference, which is often computationally intractable for complex models.
Similar to autoencoders, it maps high-dimensional data to a low-dimensional latent
space. However, unlike standard autoencoders, VI constructs a continuous probabilis-

tic latent space, enabling uncertainty quanti cation.

While standard autoencoders produce deterministic latent representations, VI models
the latent variables as distributions. This probabilistic formulation allows for smooth

interpolation, sampling, and improved generalization.

2.5.1 \Variational Autoencoder

To address the limitations of deterministic autoencoders and to enable probabilistic

modeling of the latent space, VAEs extend the variational inference framework by
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integrating neural network architectures with latent variable models.

Figure 2.5: Encoder and Decoder Structure of a VAE

As illustrated in Figure 2.5, the encoder maps the input to an approximate posterior
distribution, while a prede ned prior distribution is imposed over the latent space.
Latent variables are sampled from the posterior and passed through the decoder to
reconstruct the input, ensuring that the learned representations remain consistent with

the prior structure.

As a result, each input is mapped to a region rather than a single point, as illustrated
in Figure 2.6. While standard autoencoders map each observation to a deterministic
point in the latent space, variational autoencoders represent each input as a distribu-
tion, allowing it to occupy a region. This leads to a continuous and smooth latent
space that supports interpolation and generalization, which is particularly useful in
nancial applications.

In contrast, standard autoencoders generate deterministic latent representations, wh-
ich may lead to poorly structured latent spaces with gaps, reducing their ability to
interpolate between observations.

The encoder outputs the parameters of the approximate posterior distribution. In

practice, it produces the mean and variance of a Gaussian distribution,
q(zjx)= N(i; ) (2.5.11)
where ; and ; denote the mean and standard deviation of the latent vazglded
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Figure 2.6: lllustration of the Fundamental Difference in Latent Space Representation
Between Standard Autoencoders and Variational Autoencoders.

represents the encoder parameters.

Standard VAEs adopt the mean- eld assumption, implying independence across la-
tent dimensions. As a result, the approximate posterior is modeled as a factorized
Gaussian distribution,

q(zjx) = N ( ;diag 2)): (2.5.12)

Once the latent variables are sampled from the approximate posterior, the decoder

maps them to the reconstructed data. The parameters of the decoder are denoted by

The loss function of a VAE is derived from the ELBO in Eq. 2.5.8. Minimizing
the negative ELBO is equivalent to maximizing the ELBO, leading to the following

objective:

(s )= Ez gk [logp (Xij2)]+ Dke(a (zj xi) kp(2)) : (2.5.13)

where’; denotes the loss for th& observation. The rst term corresponds to the
reconstruction likelihood, encouraging the decoder to accurately reconstruct the input
data. The second term is the KL divergence between the approximate posterior and

the prior, acting as a regularization term that constrains the latent space.

The latent variables are sampled from the approximate posterior distribution parame-
terized by the encoder. However, direct sampling breaks differentiability and prevents

gradient-based optimization. To address this issue, the reparameterization trick is em-
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ployed. The latent variables are expressed as

zi= it i, (2.5.14)

where N (0;1)is independent noise.

Using this formulation, the stochastic sampling process is separated from the network
parameters, allowing gradients to propagate througéind ; during training. This

enables ef cient optimization of the VAE using standard backpropagation.

However, the standard VAE framework relies on the mean- eld assumption, which re-
stricts the latent variables to be independent. This limitation is particularly restrictive
in nancial applications, where latent factors often exhibit strong and asymmetric de-
pendencies. This motivates the incorporation of exible dependence structures within

the latent space, as developed in Chapter 3.

2.6 Financial LLMs and Sentiment Analysis

One of the central objectives in nancial research is to assess whether unstructured
textual data can improve forecasting performance. Financial markets generate large
volumes of such data, including corporate disclosures, earnings call transcripts, news,
and social media content. However, this data lacks a standardized structure and often
has limited historical depth, making statistical analysis challenging. As a result, there
is no consensus on how to effectively incorporate unstructured data into nancial

models.

Among the available approaches, sentiment analysis is one of the most widely used
methods for integrating textual information into nancial analysis. Financial reports
and news contain forward-looking statements and qualitative assessments that are not
captured by traditional numerical indicators. Consequently, sentiment extracted from

these sources can provide additional predictive signals for forecasting models.

One of the most critical challenges in sentiment analysis is adapting to domain-
speci ¢ language. Early approaches relied on general-purpose sentiment dictionar-
ies, which often misclassify nancial sentences. Some nancial terms with strong

positive or negative implications, such as liability or pro t, may be classi ed as neu-
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tral under general-purpose dictionaries. Therefore, domain-speci ¢ dictionaries are

required for more accurate nancial sentiment analysis.

The most widely used resource is the Loughran—McDonald Financial Sentiment Dic-
tionary, which classi es words into categories such as positive, negative, and uncer-
tain [41]. Unlike generic dictionaries, it is constructed from thousands of nancial
lings of U.S. companies and is therefore tailored to the nancial domain. Each entry
includes sentiment classi cations and associated statistics, making it a robust tool for
nancial text analysis. Empirical studies show that the dictionary improves predictive
performance in stock return forecasting and risk analysis, forming a foundation for

subsequent approaches.

Before the advent of modern NLP techniques, text representation methods were pri-
marily based on word-count approaches, which generally ignored context and se-
mantics. These models relied on prede ned dictionaries and simple preprocessing
steps such as removing stop words and punctuation. Bag-of-words is one of the most
common techniques, representing documents by word frequencies. Similarly, term
frequency—inverse document frequency (TF-IDF) measures the importance of words
within a document relative to a corpus. Although these approaches are easy to in-
terpret and computationally ef cient, they are not context-aware, which limits their
performance [28, 31].

More advanced methods, such as Word2Vec and GloVe, were introduced to capture
semantic relationships between words [42, 46]. Word2Vec learns low-dimensional
embeddings by considering local word contexts within a xed window, while GloVe
utilizes global co-occurrence statistics across the corpus. Both approaches represent
words as dense vectors in a continuous space, allowing semantically similar words to
be located close to each other. Although these methods require higher computational
resources, advances in parallel processing and scalable computing have made them

practical for large datasets.

A key limitation of these embedding techniques is that they assign a single vector to
each word regardless of context. As a result, they fail to capture contextual variation

and cannot represent different meanings of the same word across occurrences.
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Transformer architectures with attention mechanisms address this limitation by mod-
eling contextual relationships within sentences. In particular, BERT processes text
bidirectionally, allowing each word to be represented based on its surrounding con-
text [18]. This enables the model to generate distinct embeddings for the same word

depending on its usage.

Building on this framework, more advanced models such as GPT and RoBERTa have
been developed [47, 37]. While these transformer-based models signi cantly improve
contextual understanding, their computational cost scales quadratically with the se-
quence length, i.eQ(N?), whereN denotes the input length. Consequently, large

contexts require substantial computational resources and memory.

Modern large language models (LLMs) are based on transformer architectures and
are trained on large corpora containing billions of words. Training these models from
scratch requires substantial computational resources and time; therefore, they are typ-

ically pretrained on general-domain data and distributed as model parameters.

Pretrained models can then be ne-tuned for speci ¢ domains such as nance or
medicine. Fine-tuning adapts the model parameters using a smaller, domain-speci ¢

dataset, requiring signi cantly less computational effort compared to full training.

Several specialized LLMs have been developed for nancial applications, including
FINBERT, BloombergGPT, and FinGPT [35]. These models vary in scale and ac-
cessibility, with FInBERT and FinGPT being open-source, while BloombergGPT is
proprietary.

Consequently, sentiment analysis has evolved from simple word-count methods to
context-aware transformer-based models that better capture the nuances of nancial
language. Although modern large language models signi cantly improve the accu-
racy of sentiment extraction, their contribution to forecasting performance remains
heterogeneous across studies. In particular, the predictive value of sentiment signals
appears to depend on how they interact with underlying economic conditions and

structured nancial indicators.

This suggests that sentiment information should not be treated as a standalone predic-

tor, but rather as a complementary source of information that enhances structured data
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representations. Motivated by this perspective, the present study integrates sector-
level sentiment extracted from corporate lings with latent macroeconomic features
within a modeling framework, enabling the joint utilization of qualitative and quanti-

tative signals in revenue prediction.
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CHAPTER 3

PREDICTIVE MODELING

This chapter presents the complete structural and mathematical formulation of the
proposed model, which is designed to predict yearly company revenue growth in a
data-rich environment. The foundational concepts required to understand the model

have been introduced in the previous chapter.

In this chapter, each component of the model is carefully described, including its
mathematical formulation and its role within the overall framework. By the end of
this chapter, the reader will have a comprehensive understanding of how the proposed

method operates.

3.1 Problem Statement, Dataset, and Model Overview

Financial time series are typically characterized by high cross-correlation and sub-
stantial noise, making the extraction of meaningful signals challenging. Traditional
econometric models often suffer from multicollinearity, as they rely on estimating the
marginal contribution of each predictor. When inputs are highly correlated, their ef-
fects become indistinguishable, leading to unstable parameter estimates and reduced
interpretability. As a result, model reliability decreases and predictive performance

weakens, particularly in out-of-sample settings.

A further challenge in nancial applications is the limited availability of long his-
torical datasets. While some macroeconomic indicators are available over several

decades, many sector-speci ¢ or disaggregated series span only 10 to 15 years, re-
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sulting in a high-dimensional setting with relatively few observations. In addition,
although the volume of unstructured nancial data has expanded rapidly, its effective
historical coverage remains limited due to the gradual digitalization of corporate dis-
closures. Consequently, integrating structured macroeconomic indicators with senti-
ment extracted from corporate lings is constrained by the lack of consistent historical
data prior to 2012.

The primary objective of this study is to leverage a broad set of time series to estimate
revenue growth in US manufacturing-related sectors. thhget seriesis de ned as

the quarterly year-over-year (YoY) revenue growth across the selected sectors.

The sectors analyzed in this study are:

Industrial Machinery & Supplies & Components
Oil & Gas Re ning & Marketing

Air Freight & Logistics

Commodity Chemicals

Construction Machinery & Heavy Transportation Equipment

Rather than using long or highly speci c industry labels, we simply refer to these
rms using broad terms such adanufacturing, Energy, Logistics, Chemicals, and

Farm & Constructionto keep the discussion concise.

The dataset is divided into two main components: structured nancial indicators
and unstructured sentiment measures. The structured dataset consists of numerical
macroeconomic and nancial indicators released on a monthly basis, capturing var-
ious dimensions of economic activity. In contrast, the unstructured component is
derived from quarterly corporate lings, speci cally 10-K and 10-Q reports. A senti-
ment index is constructed from these textual sources and incorporated into the model
to enhance the prediction of sectoral revenue growth within the same quarter. This
framework establishes a link between structured macroeconomic indicators and un-

structured textual information in a uni ed predictive setting.
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Although numerical indicators often have longer historical records, the XBRL format
for quarterly reports became widely available only after 2010. Therefore, this study
evaluates forecasting performance starting from 2012 to ensure consistency in YoY
growth calculations. As a result, the number of observations in the target series is
limited, and dimensionality reduction techniques are required to mitigate over tting

and improve generalization.

These challenges motivate the need for a modeling framework that can simultane-
ously handle high-dimensional inputs, limited sample sizes, and heterogeneous data
sources. As discussed in Chapter 2, latent variable models provide an effective ap-
proach for dimensionality reduction, while more exible dependence modeling is

required to capture complex relationships within the data.

To address these limitations, the proposed framework employs an autoregressive VAE

based dimensionality reduction approach.

Before describing the technical components, we provide an intuitive overview of the
proposed model. The framework maps high-dimensional monthly macroeconomic
indicators into a low-dimensional latent representation that summarizes economic
conditions and reduces noise. Dependence among latent variables is modeled us-
ing copula-based structures to capture nonlinear and asymmetric relationships. In
parallel, sentiment extracted from corporate lings provides complementary quali-
tative information. These components are aggregated to a quarterly frequency and

combined with lagged revenue to produce sector-level nowcasts.

The general architecture of the model is illustrated in Figure 3.1. The framework
builds directly on the theoretical foundations introduced in Chapter 2, where the chal-
lenges of high-dimensional nancial data, nonlinear dependence structures, and the

integration of unstructured information were discussed.

To address the high-dimensionality problem outlined in Chapter 2, a VAE-based di-
mensionality reduction network is employed to construct a continuous latent repre-
sentation. While the encoder naturally produces correlated features due to the struc-
ture of the input data, the standard VAE framework relies on a mean- eld assumption,

which enforces independence across latent dimensions during optimization.
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To relax this limitation, dependence structures are incorporated through a copula-
enhanced learning mechanism. Although the prior remains factorized for tractability,

the modi ed loss function introduces a copula-based term that reshapes the latent
distribution, allowing the model to capture nonlinear and asymmetric dependencies

present in nancial data.

Prior to latent construction, a preprocessing step Iters weak or noisy indicators us-
ing rank-based dependence measures applied within the training data. The resulting
monthly latent variables are subsequently aggregated to a quarterly frequency and
combined with sentiment scores extracted from corporate lings. This design can
be interpreted as a multimodal architecture. It integrates structured macroeconomic
signals with unstructured textual information to capture complementary predictive

content.

In the nal stage, a shallow feedforward network combines lagged revenue growth,
latent representations, and sentiment features to produce sectoral revenue forecasts.
This stage learns the relative importance of each information source in a exible and

nonlinear manner.

Overall, the architecture re ects a decomposition commonly adopted in nancial
modeling. The left component summarizes macroeconomic conditions through a
data-driven latent representation, while the right component extracts qualitative sig-
nals from textual disclosures. By integrating these components within a unied
framework, the model combines structured macroeconomic information with unstruc-
tured textual signals, while the latent representation captures nonlinear relationships
and the copula-based formulation explicitly models dependence structures in the la-

tent space.

3.2 Data Preprocessing and Preparation

To mitigate seasonal distortions and ensure consistency across variables, the target
variable, revenue, is de ned as YoY revenue growth rather than absolute levels. Ac-
cordingly, all input series are also transformed into annual growth rates. For exam-

ple, annual growth rates @fll Employees, Truck Transportati@nd Advance Retail
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Figure 3.1: A Simpli ed Overview of the Proposed Model's Full Architecture.
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Salesare included as predictors. This transformation removes seasonal effects and

standardizes the scale across rms and indicators.

Log transformation is applied to all series, including both input and target variables,
to reduce the impact of extreme values arising from economic downturns and rapid
growth periods. Lek; denote the annual growth rate of the series, expressed as a

percentage. The transformed series is de ned as
R =log(1 + x;=100), (3.2.1)

which compresses large values and stabilizes variance.

Kendall's Tau is computed between annual revenue growth and each input series using
only the training sample to Iter predictors. This step removes indicators with weak
or unstable relationships to the target, such as those dominated by noise or short-term
uctuations, while preventing information leakage and ensuring a valid out-of-sample

evaluation.

(a) Job Losers Due to Layoffs as Percentage(bj Durable Goods New Orders Exc. Transporta-
Unemployment tion

Figure 3.2: Correlation Between the Macroeconomic Indicators and Manufacturing
Revenue Growth.

The situation is illustrated in Figure 3.2. Although tbeb Losers on Layoff as a
Percent of Total Unemploymesgries may initially appear relevant for estimating
revenue growth in the manufacturing sector, it exhibits high volatility driven by fre-
guent shocks, making it dif cult to extract consistent predictive patterns. Therefore,
this series is excluded from the forecasting model. In conttasgible Goods Orders
shows a more stable relationship with the target series and is therefore retained as a

useful predictor.
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This preprocessing pipeline ensures that the input data is transformed into a stable and

informative representation, making it suitable for subsequent latent variable model-
ing.

3.3 Dimensionality Reduction and Sequential Latent Variables

Dimensionality reduction is implemented using a VAE, which maps high-dimensional
inputs into a low-dimensional latent space. This representation captures the underly-
ing structure of the data while providing a smooth and uncertainty-aware embedding
suitable for noisy nancial environments. The probabilistic formulation facilitates the
incorporation of exible dependence structures within the latent space and acts as an
implicit regularization mechanism, improving generalization performance by learn-
ing a continuous latent space that enables smooth interpolation between economic
states [34]. In contrast to deterministic autoencoders, this formulation explicitly cap-
tures uncertainty in the latent space, which is particularly important in nancial envi-

ronments characterized by noise and regime shifts.

Standard autoencoders produce latent representations from static inputs and do not
explicitly incorporate the sequential structure of the data. In macroeconomic settings,
however, underlying economic conditions evolve over time, and meaningful represen-
tations should re ect this temporal structure. To address this, the encoder is extended
with a recurrent structure that processes inputs sequentially, allowing latent variables

to evolve over time.

A common approach in sequential representation learning is to summarize an input
sequence into a xed-lengttontext vectgrwhich serves as a compact representation

of the entire sequence, as illustrated in Figure 3.3. While this approach provides a
concise summary, compressing the entire sequence into a single vector may lead to
information loss when temporal structure is rich. To address this limitation, the pro-
posed framework employs a sequential encoder that generates time-dependent latent

representations instead of a single xed vector.

The proposed encoder is illustrated in Figure 3.4. Since the nancial indicators are ob-

served at a monthly frequency while the target series is quarterly, the encoder consists
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Figure 3.3: Sequential Encoding via a Fixed-Length Context Vector.

of a simple RNN structure that captures within-quarter dynamics of the input vari-
ables. A simple RNN structure is preferred over more complex architectures such as
LSTMs or GRUs to avoid over-parameterization in a low-sample, high-dimensional
setting and to improve generalization performance. The encoder generates a two-
dimensional latent variablg 2 R? for each month based on the corresponding input
features. As part of the VAE framework, the encoder produces the parametand

i 2 R2, which are used to sample stochastic latent variables.

Figure 3.4: The Encoder Architecture in the Proposed Model.

In this architecture, the latent variables are conditioned on both current and past
monthly indicators through the recurrent structure. This temporal conditioning allows
the model to capture within-quarter trends of the input series and produces smoother

transitions in the latent space.
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In practice, the effective temporal dependency is limited to a small number of recent
time steps, as the effect of more distant observations diminishes. Restricting the
temporal span also helps preserve the number of effective training samples, which is
particularly important in the quarterly setting. This design provides a balance between
capturing temporal dynamics and avoiding unnecessary loss of information due to
reduced sample size. In fact, when more than one year of quarterly data is available,
extending the RNN steps further does not appear to provide substantial additional
bene t, as most of the effective temporal dependency is already captured within the

shorter horizon.

Each hidden state of the RNN is a function of the previous state and the current input
hy = f (Wx{+ Uh; 1+ b) (3.3.1)

whereW andU are weight matrices and is the bias vector. This formulation
is analogous to dynamic factor models, where latent factors evolve over time, but

extends them by allowing for nonlinear dependencies.

The second component of the VAE is the decoder (Figure 3.5), which reconstructs the
input variables from the latent representation. Although not used directly for the pre-
diction purpose, the decoder in uences the structure of the latent space through the
reconstruction objective, ensuring that the latent variables preserve the essential in-
formation of the input distribution. Therefore, excessively deep decoder architectures
should be avoided, as they may distort the latent space and undermine the representa-

tional structure learned by the model.

3.4 \Variational Inference and Learning Objective

In this study, the standard VAE framework is adopted as the baseline representa-
tion model, which is later extended to incorporate dependence structures in the latent
space. Following the construction of the latent representation, the model parameters
are estimated within the variational inference framework by minimizing the negative

evidence lower bound (ELBO). The learning objective of the VAE is given by

(s )= Ez g @ixpllogp (xijz)]+KL( g (zjxi)kp(z)) (3.4.1)
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Figure 3.5: Decoder Architecture of the Proposed VAE Model.

where and denote the parameters of the encoder and decoder, respectively.

Assuming a Gaussian decoder,

p (Xi J Zi) =N ( i;decode'r geoodel );

where | gecoder = f (2i). Under this assumption, maximizing the expected log-
likelihood is equivalent to minimizing the squared reconstruction error. This cor-

responds to reconstruction error in the learning objective function.

The second term corresponds to the KL divergence between the approximate posterior

and the prior. The encoder de nes the variational distribution as

Y]
q(zjx)= N( ;;diag( ?)= N (z;; i iz;j); (3.4.2)
j=1
which corresponds to the mean- eld assumptidrdenotes the dimensionality of the
latent space.

Although the mean- eld assumption imposes independence across latent dimensions,
it provides a signi cant computational advantage by yielding a closed-form expres-
sion for the KL divergence. This tractability simpli es optimization and motivates its
use as a baseline. However, the independence assumption is often unrealistic in nan-

cial settings, where latent economic factors exhibit strong nonlinear and asymmetric
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dependencies. To address this limitation, the proposed framework extends the VAE

by incorporating copula-based modeling.

Under the mean- eld assumption, the KL divergence between the approximate pos-
terior and the prior decomposes across latent dimensions, resulting in the following

closed-form expression:

KL(qg (zjx)kp(z)) = % l+log 7 2 [ (3.4.3)
j=1

The resulting objective combines reconstruction and regularization terms:

(s )=MSE(xi;R)+  KL(q (zijxi) kp(zi)) (3.4.4)

where controls the trade-off between reconstruction accuracy and regularization.

Alarge enforces stronger regularization and may lead to posterior collapse, whereas
a small prioritizes reconstruction and increases the risk of over tting. Therefore,

must be chosen to balance these effects and ensure informative latent representations.

Finally, shallow feedforward networks are used for both the encoder and decoder.
Limiting model capacity prevents the network from bypassing the latent bottleneck
and encourages the latent space to capture meaningful economic structure, which is

particularly important in small-sample settings.

3.4.1 Visualization of Latent Space

The latent variables are evaluated through visualization of the learned latent space.
In this study, a two-dimensional latent space is employed to facilitate interpretability

and provide a clear visual representation of the underlying economic structure. Data
points associated with similar economic conditions are expected to be located close
to each other, while transitions across different phases of economic activity should be
smooth. Since revenue growth is a continuous variable, the ability of the latent space

to support meaningful interpolation is essential.

Figure 3.6 presents the latent representations for the manufacturing sector. The indi-

cators span the period from 2012 to mid-2024 and are selected based on their rank cor-
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relation with manufacturing revenue, as described in Section 3.2. Each subplot shows
the projection of these indicators into a two-dimensional latent space using different

dimensionality reduction methods, including PCA, NMF, standard autoencoders, and

VAE. The data points are color-coded according to sectoral revenue growth, where
warmer colors indicate higher growth periods.

PCA and NMF fail to produce a continuous latent space, as the data points are scat-

tered irregularly and lack a coherent structure, making interpolation dif cult.

Standard autoencoders yield smoother embeddings and improved spatial coherence.
However, the VAE provides the most structured latent representation among the meth-
ods. Its probabilistic formulation promotes continuity in the latent space, resulting in
smooth transitions across neighboring regions without abrupt changes. This is also
re ected in the gradual color variation observed across the latent space, indicating

consistent alignment with revenue growth.

The latent variables are designed to capture the underlying economic conditions of a
given sector. New observations can be projected into the learned latent space, where
their economic state is inferred based on their relative position within the existing
structure. For instance, proximity to the upper-left region in Figure 3.6d is associ-
ated with stronger economic activity and higher revenue growth in the manufacturing

sector.

Figure 3.7 illustrates the upper and lower 20th percentile revenue growth periods
between January 2012 and December 2024. The green-shaded regions correspond to

periods of high growth, while the red-shaded regions indicate periods of low growth.

Periods of the lowest revenue growth are observed betwssoh 2015 to June
2016andMarch 2020 to September 2020These intervals are marked by signi cant

downturns in manufacturing performance.

Conversely, the highest revenue growth occurs during three distinct pHidaesh
2012 to June 2012March 2018 to June 2018 and June 2021 to March 2023
These periods re ect strong upward trends in the sector, often associated with post-

recovery or expansionary cycles.
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(a) Clustering in PCA. (b) Clustering in NMF.

(c) Clustering in Autoencoders. (d) Clustering in VAE.
Figure 3.6: Clusters of High Dimensional Indicators Selected for the Manufacturing
Sector.

Figure 3.7: Manufacturing Sector Revenue Growth at the 20th and 80th Percentiles.
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Figure 3.8 presents the latent variable trajectories corresponding to periods of eco-
nomic expansion and downturn in the manufacturing sector. The visualization focuses
on the upper and lower 20th percentile revenue growth periods, excluding other ob-
servations to enable a clearer comparison. Expansion periods are indicated by black
and green markers, while downturn periods are shown in pink and red. Marker size

increases over time, representing temporal progression.

A clear spatial separation is observed in the latent space: expansion periods cluster
near the upper-left region, whereas contraction periods are concentrated in the lower-
right region. This separation highlights the ability of the latent space to distinguish
between different economic regimes.

The temporal evolution of the latent variables aligns with observed economic dy-
namics. For example, during the post-Covid recovery in 2021, latent representations
initially appear in regions associated with strong economic activity and gradually shift
toward more moderate regions as growth normalizes. A similar pattern is observed
in 2018, where latent variables move from the upper-left region toward the center as

revenue growth declines from peak levels.

Figure 3.8: Latent Variables via Standard VAE in Extreme Growth Regimes of Man-
ufacturing.
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A similar pattern is observed during 2020, a period characterized by the disruptive
effects of the Covid-19 pandemic. The latent variables initially cluster near the cen-
ter, indicating relatively stable conditions, then shift toward regions associated with
contraction during the downturn, and gradually return toward the center as economic

activity normalizes.

The 20152016 period exhibits a comparable dynamic, where latent representations
move from contraction regions toward the center, re ecting a transition from down-

turn to recovery.

These observations indicate that economic conditions can be inferred directly from
the low-dimensional latent space. The latent variables capture both the level and
evolution of economic activity, exhibiting clear spatio-temporal alignment. Distinct

economic regimes occupy well-separated regions, while trajectories evolve smoothly
over time, enabling meaningful interpolation and supporting downstream modeling

and forecasting tasks.

(a) Latent Variables by PCA. (b) Latent Variables by Standard AE.
Figure 3.9: Latent Variables in Extreme Growth Regimes of Manufacturing.

The latent variables obtained from PCA and standard autoencoders are also examined
for comparison in Figure 3.9. Although similar con gurations are used, the resulting
representations differ from the VAE-based latent space. While expansion and down-
turn periods can be partially distinguished, transitions between these phases are less

smooth, limiting the ability to interpolate between economic regimes.

A similar pattern is observed for PCA, which can partially separate expansion and
contraction periods but lacks the continuity of the VAE representation, making the

relationship between spatial location and economic conditions less consistent.
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Additional evaluation metrics, including reconstruction error and prediction accuracy,
are used to assess latent representation quality, while Chapter 4 evaluates their pre-

dictive performance for revenue growth.

3.5 Copula-Augmented Latent Representation

While the VAE embeddings provide a structured and continuous latent space that
captures complex patterns of economic activity, a key limitation remains in the in-
dependence assumption imposed on the latent variables. This restriction is partic-
ularly problematic in nancial applications, where variables often exhibit nonlinear

and asymmetric dependencies, especially in the tails.

To address this limitation, copula functions are introduced to model exible depen-
dence structures within the latent space. The standard VAE loss function is improved

by incorporating a copula-based likelihood term, weighted by the coef cient
W )=MSE(xi )+ KL(q @ix)Kp(zi))  Ceopudz):  (3.5.1)

Here, copuiarepresents the likelihood of the latent variables under the selected copula
density. The coefcients and jointly control the trade-off between reconstruc-
tion accuracy, KL divergence regularization, and dependence modeling. The negative
sign is introduced because the objective is formulated as a minimization problem;
subtracting the copula term therefore encourages the model to increase the likelihood

associated with the dependence structure.

Standard correlation measures capture only linear relationships and fail to account
for nonlinear and tail-dependent behavior, which are common in nancial data. This

approach addresses a key limitation of standard VAEs, where latent variables are
assumed to be independent under the mean- eld approximation. By incorporating
a copula-based term, the encoder is guided to learn realistic, potentially asymmetric

and time-varying dependence structures in the latent space.

In this study, dependence is modeled using bivariate copula density functions corre-
sponding to the selected copula families. bgt= ( z;) anduj, = ( z>) denote

the marginal cumulative distribution functions of the latent variables, witereis
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the Gaussian cumulative distribution function.

The joint density of the two-dimensional latent vectpr ( zi1; z;,) is constructed as

P(zZi) = Ceopud ( Zi1): ( zi2)) ' (zi1) ' (zi2); (3.5.2)

wherecopuia denotes the selected copula density ad is the Gaussian probability

density function.

In this framework, the marginal densities are speci ed as Gaussian distributions. This
speci cation provides a mathematically consistent and parsimonious marginal struc-
ture while separating marginal behavior from the dependence structure. The copula
function allows exible modeling of nonlinear and tail-dependent relationships by
explicitly capturing the interaction between latent variables, thereby relaxing the in-

dependence assumption imposed by the mean- eld approximation.

The parameters of the marginal distributions, speci cally the mean and variance, are
determined through empirical alignment with the latent variables. The mean is cen-
tered at zero to maintain a symmetric latent space, while the variance is set to match

the sample variance of the latent representations, ensuring consistency in scale.

To capture time-varying dependence, the copula parameter is modeled as a function
of the encoder hidden states:

copulsi = €1 C29(hy) (3.5.3)

whereg( ) is a learnable mapping ard denotes the hidden state of the RNN-based
encoder. The mapping( ) is implemented using a bounded activation function (e.g.,
sigmoid or hyperbolic tangent), ensuring that its output lies within a restricted inter-

val.

Since the output range of standard activation functions does not generally align with
the admissible parameter space of copula families, the paranetadc, are intro-

duced to scale and shift the transformation, ensuring gl remains within the
admissible parameter range. These parameters are treated as hyperparameters and are
tuned during the validation process to ensure numerical stability and exibility. For
example, the admissible parameter ranges differ across copula families. The Clayton

copula requires > 0, the Gumbel copula requires 1, while the Frank copula
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admits any nonzero real value.

Since the hidden state summarizes both current and past observations, the resulting
copula parameter varies over time, allowing the dependence structure to evolve in
response to changing economic regimes. Given the two-dimensional latent space, the
copula is formulated in the bivariate setting, providing both tractable modeling and

interpretability.

The copula term enters the objective function as a likelihood component that explic-
itly models dependence between latent variables. By optimizing this term, the model
encourages the latent representations to exhibit the patterns implied by the selected
copula family, thereby relaxing the independence assumption inherent in standard

VAE structures.

This effect is realized indirectly through the encoder: the copula contribution in u-

ences the gradients of the loss function, which in turn shapes the hidden states that
generate mean and variance of the latent variables. As a result, the latent-generating
process is gradually adapted, inducing the desired dependence structure in the latent
space. In practice, this term acts as a regularized likelihood component rather than a

fully speci ed joint likelihood, enabling exible modeling of dependence structures.

By integrating these Gaussian marginal speci cations with the dependence structure
captured by the copula, the model provides a complete joint density estimation. Con-
solidating these components into a single optimization framework, the nal objective

function is given by

S5 ) =MSE(xi;®)+  KL(q (zijxi) kp(zi)) (3.5.4)
log Ceopuid ( Zi1); ( Zi2); copulai)

which jointly accounts for reconstruction error, KL divergence regularization, and

copula likelihood.

While the proposed copula-augmented latent space provides a exible representation
of macroeconomic dynamics, the proposed framework also incorporates sentiment
information from textual disclosures. These heterogeneous inputs yield a multi-modal
formulation, with a fusion mechanism combining structured numerical indicators and

unstructured textual information.
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3.6 Multi-Modal Network Design and Fusion Strategy

The proposed framework integrates heterogeneous data sources, including structured
macroeconomic indicators and unstructured textual sentiment. Since these inputs
exhibit fundamentally different characteristics, the model can be naturally formulated

as a multi-modal architecture.

In nancial applications, structured numerical indicators capture aggregate economic
conditions, while textual data provides complementary qualitative signals re ecting
rm-level expectations and risk perceptions. Effectively combining these modalities

is therefore essential for improving predictive performance.

A central challenge in multi-modal learning is the design of an appropfisien
strategy The literature commonly distinguishes between input-level (early), interme-
diate, and late fusion architectures [5], which differ in how and at which stage infor-
mation from different modalities is combined. Rather than directly combining raw
inputs, which may introduce noise and dimensionality issues, the proposed frame-

work adopts aintermediate fusion approach.

Each modality is rst processed independently: monthly macroeconomic indicators
are encoded into a low-dimensional latent space via a sequential VAE, while senti-
ment indices are derived from corporate lings. These representations are then com-

bined within the prediction network, which serves as the fusion layer.

This design mitigates high dimensionality and noise sensitivity, preserves the distinct
statistical structure of each modality, and enables feature-level interactions. As a
result, the model learns joint representations that improve predictive accuracy while
maintaining robustness and exibility. Textual sentiment from corporate lings forms

the second major information source, introduced in the following section.

3.7 NLP Sentiment Index

The second input type is derived from unstructured nancial data, namely textual dis-
closures from 10-K and 10-Q lings. In the proposed framework, a sentiment index

extracted from these reports complements the structured macroeconomic inputs.
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Sentiment is extracted from the full textual content of the reports, allowing the model
to capture a comprehensive set of qualitative signals without imposing restrictive or
heuristic Itering rules. This design choice ensures consistency across rms and sec-
tors.

Since reporting tone varies across rms, sentiment is measured as changes over time
rather than absolute levels. Accordingly, year-over-year sentiment shifts are used
as forecasting inputs, ensuring alignment with the growth-based formulation of the
target variable.

This study employ$sinBERT for sentiment extraction anBinRoBERTa for ro-
bustness analysis [2]. Both models are pretrained on nancial text and capture
contextual meaning beyond dictionary-based approaches. While larger models such
asFinGPT have been proposed [59], their high computational cost makes them im-
practical here; given the satisfactory performance of FInBERT and FInRoBERTa in

prior studies, they are adopted as the primary models in this work.

The sentiment of a report is extracted using three alternative measures:

Negative Sentiment Ratid:edaive

‘# Total

; A Positive # Negative
Net Sentiment Score: T ol

# Positive # Negative

Normalized Sentiment Scor\#.Positiv&# Negative

where# Total denotes the total number of sentences, #Rdsitive and? Negative
represent the number of sentences classi ed as positive and negative, respectively.
All three measures are evaluated within the model.

All sentences are extracted from the reports, and those shorter than 50 characters are
removed, as they typically lack informative content. Additional ltering strategies,
such as selecting forward-looking statements or keyword-based selection, are not ap-
plied, as empirical evidence suggests that such rules do not generalize well across
rms and sectors.

Corporate reports exhibit substantial variation in structure, language, and tone over

time. Rule-based Itering may therefore introduce instability in sentiment measures.

58



Instead, sentiment is computed using the full textual content to ensure consistency

and robustness.

Sentiment scores are aggregated across rms within each sector to construct a sector-
level sentiment time series. This aggregation mitigates rm-speci ¢ noise and pre-
serves the underlying trend in qualitative information. All sentiment features are
aligned with the quarterly forecasting horizon to ensure temporal consistency with

the target variable and to avoid information leakage.

3.8 Prediction Network

The primary inputs consist of monthly macroeconomic indicators, while the senti-
ment series and lagged revenues are observed at a quarterly frequency. To ensure
temporal alignment, latent variables derived from monthly indicators are aggregated
to the quarterly level. This step ensures consistent integration of macroeconomic
and sentiment information. A shallow neural network is employed to perform this
aggregation. This network serves as the fusion layer of the proposed multi-modal ar-
chitecture, where modality-speci c representations are integrated to produce the nal

prediction.

While simple averaging is a common approach for aggregating high-frequency data, it
may limit model exibility. Instead, a shallow feedforward network (FFN) is used to
learn aggregation weights, allowing monthly latent variables to contribute differently
to the quarterly representation, as illustrated in Figure 3.10.

(m). _(m)._(m)

Formally, letz;.,’; z;,"; z;.3” denote the monthly latent variables within quattéFhe

aggregation network produces a quarterly representation as
2% = fagdzi15 2021243 ); (3.8.1)
wheref 54 ) denotes the shallow FFN used for temporal aggregation.

The sentiment series and macroeconomic latent variables are constructed as YoY
changes. To provide a reference level for prediction, the most recent YoY change
in company revenues is also included. This allows the model to capture both the di-

rection and scale of revenue dynamics. This representation ensures consistency across
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input modalities and aligns all variables with the quarterly forecasting target.

The aggregated latent variables, sentiment indices, and lagged revenues are concate-
nated and fed into a second FFN. Lags spanning one year are used to capture per-
sistence in revenue dynamics, while the latent variables encode shifts in economic

conditions.

Formally, the nal prediction is obtained as
%= foedZ¥5 S5 W0 ); (3.8.2)

Wherez§‘” denotes the aggregated latent variabeggepresents the sentiment fea-

tures, andy; ; is the lagged revenue growth.

Figure 3.10: Architecture of the Prediction Network Integrating Macroeconomic La-
tent Variables, Sentiment Indices, and Lagged revenues.

The nal prediction is generated by a shallow FFN operating on the combined feature
set. The shallow architecture reduces over tting and improves interpretability. Over-
all, this component can be viewed as a multimodal network that integrates macroeco-
nomic latent factors, sentiment signals, and lagged revenues within a uni ed predic-

tive framework.
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CHAPTER 4

EXPERIMENTAL RESULTS AND PERFORMANCE
ANALYSIS

This chapter presents the empirical results of the proposed framework. It begins with
an overview of the dataset after preprocessing, followed by an analysis of the learned
latent representations. The nowcasting performance of the model is then evaluated
against benchmark methods and analysts' forecasts across selected sectors. Partic-
ular attention is given to the role of copula-based dependence modeling and NLP-
based sentiment signals. Overall, the chapter provides a comprehensive assessment

of model performance and its effectiveness in real-world forecasting settings.

4.1 Dataset Description

The dataset consists of monthly macroeconomic indicators obtained from widely used
U.S. reports capturing labor market conditions, consumption, production, and price
dynamics. Since these reports are constructed using different methodologies, com-

bining them provides a more comprehensive representation of economic activity.

Each report contains a large number of time series, many of which are not directly
relevant for revenue forecasting. Therefore, a preprocessing step based on Kendall's
is applied to retain the most informative indicators and eliminate noisy or weakly

related variables (Appendix A).

The selected data sources include Braployment SituatignJOLTS Retail Sales
PCE, Industrial Production Construction Spendingand CPI/PPI reports. These
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indicators jointly capture both demand- and supply-side dynamics of the economy,
making them suitable for modeling sectoral revenue growth. In addition, leading
indicators such as regional manufacturing surveys and freight indices are incorporated

to capture short-term economic uctuations.
All selected indicators and their classi cations are reported in Appendix A.

The other input type is thBILP Sentiment Indexvhich is derived from companies’
quarterly lings. The sectoral NLP index is computed by averaging the sentiment
scores extracted from the 10-Q or 10-K reports of all companies within a given sector

during the corresponding period.

The analysis focuses on ve U.S. sectors with strong exposure to domestic economic
conditions, as listed in Table 4.1. Sector de nitions follow the GICS (Global Industry
Classi cation Standard) sub-industry taxonomy to ensure consistency with standard

industry classi cations.

The sector set is selected based on two criteria: (i) strong linkage to U.S. macroe-
conomic conditions, ensuring the relevance of the nowcasting framework, and (ii)
suf cient representation of mid- and large-cap rms with consistent data availability
for constructing sector-level revenue growth and sentiment measures. Accordingly,
the sample is restricted to rms with market capitalizations exceedinglb#lion to
reduce idiosyncratic noise and align with the macroeconomic scope of the analysis.

Table 4.1: Sectoral Composition of the Selected U.S. Public Companies with GICS
Codes
Sector Tickers GICS Code
Industrial Machinery & Supplies ROK, PH, EMR, 20106010
FTV, IR, XYL,
DOV, PNR, ITT
Commodity Chemicals LIN, SHW, ECL, 15101010
PPG, DD, AXTA,
CE, ALB, BCPC
Oil & Gas Re ning & Marketing PSX, VLO, MPC, 10102030
DINO, SUN, PBF

Air Freight & Logistics UPS, JBHT, CHRW, 20304010
LSTR, HUBG

Construction Machinery & Heavy CAT, TEX, CMI, 20106020

Transportation Equipment PCAR, DE, AGCO
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The monthly latent variables within each quarter are aggregated and processed to es-
timate the corresponding revenue growth of the selected sector. The latent variables
are generated separately for each sector, as each sector has distinct characteristics and
relies on different sets of predictors. Since sectors respond differently to macroeco-
nomic conditions, sector-speci ¢ modeling enables the extraction of more meaningful
latent variables. Furthermore, revenue patterns tend to be similar within sectors, while

differing substantially across sectors.

All ve sectors are closely linked to the manufacturing ecosystem and tend to co-
move with economic cycles, including both expansion and contraction periods. When
informative indicators capturing sector-speci ¢ dynamics are identi ed, the resulting

latent variables can provide improved predictive performance relative to alternative

methods.

The companies within each sector are selected based on their market capitalization.
Firms with market capitalizations exceeding $1 billion are included to reduce expo-
sure to idiosyncratic risk and ensure consistency with the macroeconomic scope of
the analysis. The average revenue growth of the selected rms is computed using
equal weighting across rms, preventing large companies from dominating the sec-

toral measure.

The resulting sectoral average de nes the target variable, as visualized in Figure 4.1.
The training period spans from January 2012 to June 2020, while the test period
covers September 2020 to December 2024.

The logarithm of average revenue growth in these sectors constitutes the target vari-
able in this study. The input indicators are selected during preprocessing using Ken-
dall's between macroeconomic variables and the target series. In this way, relevant
indicators are retained to construct latent variables for each sector, as reported in Ap-
pendix A, Tables A.11-A.15.

The Itering process based on rank correlation eliminates noisy or insensitive time
series, improving the quality of the input dataset and enabling the construction of a

more representative latent space.

As described in Chapter 3, three NLP-based sentiment indices are constructed over
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Figure 4.1: Logarithm of the Revenue Growth Across the Selected Sectors.

the sample period. The sector-level quarterly sentiment index is presented in Fig-
ure 4.2. Among the candidate measures, the ratio of negative sentences to total sen-

tences exhibits the strongest predictive performance.

At rst glance, sentiment in the Energy and Chemicals sectors appears more neg-
ative than in other sectors, despite substantial uctuations in revenue. Risk-related
language is frequently emphasized in lings within these industries, even during fa-
vorable conditions. Because sentiment indices are evaluated over time, this bias is
partially mitigated. In contrast, sentiment in the Industrial Machinery, Logistics, and
Farm & Heavy Construction Machinery sectors aligns more closely with revenue
growth.

In the Logistics sector, sentiment remains mildly positive for most of the observation
period, broadly corresponding with revenue growth. Although sentiment temporar-
ily turned negative at the onset of the Covid-19 outbreak, it recovered more rapidly
than in other sectors. However, lings do not fully capture the temporary increase in
economic activity during this period, creating a discrepancy between sentiment and

revenue dynamics.
Quarterly lings are released at the end of each quarter. To prevent information leak-
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Figure 4.2: Sector-Level Sentiment Indices Across the Observation Period.

age, the sentiment index is time-shifted before being incorporated into the model. For
example, sentiment from 2018-Q1 lings is used when estimating revenue growth for
2018-Q2.

Monthly macroeconomic indicators act as leading or coincident indicators, re ecting
economic activity within the relevant quarter. In contrast, lings primarily summa-
rize past developments and may behave as lagging indicators, limiting their ability to

capture sharp turning points.

Overall, the framework combines high-frequency macroeconomic indicators with

guarterly sentiment measures to improve sector-level revenue growth estimation.

4.2 Results

This section presents a comprehensive evaluation of the proposed model's perfor-
mance across various benchmarks. The results highlight the impact of copula-based
dependencies on the expressiveness and generalization capacity of the learned latent
space for the selected sectors. These ndings underscore the importance of exible

dependence modeling in enhancing predictive reliability.
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4.2.1 Evaluation Metrics

To assess the performance of the proposed model, both reconstruction accuracy and
forecasting performance are evaluated. Reconstruction performance is used as an in-
dicator of the quality of the learned latent representation. Since the latent variables
are intended to capture the underlying structure of high-dimensional macroeconomic
inputs, accurate reconstruction implies that the latent space preserves the essential
information in the data. In addition, the performance is evaluated to assess the pre-

dictive capability of the model under different con gurations.

In the following part, prediction accuracies are systematically compared. The model

is evaluated under four con gurations: (i) using only macroeconomic variables, (ii)
combining macroeconomic variables with the NLP index, (iii) incorporating macroe-
conomic variables and the induced copula space, and (iv) integrating all three vari-
ables, i.e. macroeconomic indicators, induced copula space, and the NLP index.
These con gurations are tested across various sectors, and their predictive perfor-
mances are compared against one another. The effects of each item are discussed in
detail.

Additionally, the proposed model's performance is compared to standard baselines,
including ARIMA and a naive forecasting model. Model accuracy is also assessed
relative to professional analysts' predictions to assess the model in real world scenar-
i0S.

For the ARIMA predictions, the optimal orders are selected based on the Akaike
Information Criterion (AIC) using the training set. The models are shown in Table
4.2. The forecasting procedure is then applied to each sector as a one-step-ahead
forecast to obtain all the test period. MAE is used to compare model performance

across methods.

Subsequently, the process is considered as a multi-modal network spanning different
sectors. This analysis investigates whether training a similar but distinct sector predic-
tors can help identify more accurate coef cients in the network; therefore, different

sectors are trained together to assess the prediction performance.
Finally, a walk-forward validation is employed to assess robustness of the proposed
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model. Similarly, the observed performance in each step is presented and discussed

in detail.
Table 4.2: ARIMA Model Speci cations Across Sectors.

Sector ARIMA Order Comment

Manufacturing (0,1,2 Residuals are normally distributed with no
evidence of autocorrelation.

Chemicals (2,0,1) Residuals are normally distributed with no
evidence of autocorrelation.

Logistics (2,0,2) Residuals are normally distributed with no
evidence of autocorrelation.

Energy (1,1,3) Box—Cox transformation with = 0:55

yields residuals that are approximately nor-
mal and uncorrelated.

Farm & Constr. (2,1,3) Box—Cox transformation with = 0:75
yields residuals that are approximately nor-
mal and uncorrelated.

4.2.2 Reconstruction Performance

This part compares the reconstruction accuracy of autoencoders under different con-
gurations. The objective is to analyze how each design choice in uences the ex-
pressive capacity of the latent variables and, consequently, the quality of the learned

representations.

The key hyperparameters are associated with the copula-augmented loss function in
Eq. 3.5.4. The parametersand control the strength of the KL divergence and the
copula likelihood terms, respectively, thereby regulating the trade-off between recon-
struction accuracy and regularization. The parameteasidc, govern the scaling of

the copula dependence parameter.

The hyperparameters are selected based on both convergence behavior and validation
reconstruction performance. Since the copula parameigii; is computed using
Eq. 3.5.3, the values a@f andc, are chosen such thal,,ui,i lies within a meaningful

and stable range for modeling macroeconomic dependence.

In practice, this range corresponds to moderate-to-strong dependence structures, whi-

chyield improved reconstruction and predictive performance. Extremely small values
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resultin weak dependence and limited gains over the standard VAE, while excessively

large values may lead to numerical instability and overemphasis on tail dependence.

The mappingy( ) is implemented using a bounded activation function, speci cally
the hyperbolic tangentdnh), ensuring that its output lies within the interyal 1; 1).
This bounded structure necessitates the use of scaling parametads, to map the

output into the admissible domain of Archimedean copulas.

For the Gaussian copula, the dependence structure is fully characterized by the cor-
relation parameter, which naturally lies within the intergall; 1). As a result, the
bounded output of( ) can be used directly, and no additional scaling throtigénnd

C; is required.

Table 4.3: Hyperparameter Tuning Ranges for Learning Loss Function
Hyperparameter Range Tested Notes
0.05-0.10 Random Search
0.05-0.15 Random Search
G 4-7 Random Search
C 1-3 Random Search

The ranges reported in Table 4.3 correspond to the values explored during the random
search and are not xed a priori. For proper convergence, the reconstruction loss, KL

divergence, and copula regularization loss should be of comparable magnitude.

The separation of training and test datasets is illustrated in Figure 4.1. The recon-
struction losses correspond to high-dimensional macroeconomic indicators from June
2020 to December 2024.

Table 4.4: Reconstruction Loss@dAE, log-transformed variables)f Various Con-
gurations Across Selected Sectors.

Model Manufacturing | Chemicals | Energy | Logistics | Farm & Construction
Autoencoder 0.0659 0.0922 | 0.0572| 0.0575 0.0525
VAE_RNN 0.0646 0.0840 | 0.0560| 0.0555 0.0510
VAE_RNN + Gaussiary 0.0623 0.0825 | 0.0535| 0.0526 0.0495
VAE_RNN + Clayton 0.0613 0.0830 | 0.0525| 0.0515 0.0475
VAE_RNN + Gumbel 0.0616 0.0830 | 0.0521| 0.0510 0.0476
VAE_RNN + Frank 0.0620 0.0820 | 0.0512| 0.0495 0.0485

The reconstruction performance is presented in Table 4.4. All autoencoder con gura-

tions share the same architecture, with identical encoder and decoder structures. The
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latent space is restricted to two dimensions to enhance interpretability, and shallow
network architectures are employed to ensure that the latent representation captures
the underlying structure rather than over tting noise. A suf ciently complex decoder
could otherwise reconstruct inputs from noise, undermining the interpretability of the

latent space.

Copula-induced latent spaces outperform alternative methods, with the Clayton and
Frank copulas delivering the strongest results. The Clayton copula, characterized by
lower tail dependence, is particularly effective in capturing downside co-movements
relevant in nancial data. In contrast, the Frank copula, with its symmetric depen-
dence structure, captures balanced relationships across the distribution without being

overly in uenced by extreme observations.

Input variables are ltered using a Kendall'sbased preprocessing procedure (Ap-
pendix A). To address scale heterogeneity across indicators, all variables are log-
transformed prior to model estimation, ensuring comparability and stabilizing the

learning process.

As shown in Table 4.4, VAE-based architectures consistently outperform standard
autoencoders. The autoregressive structure further enhances performance, while in-
corporating copula-based dependence leads to additional gains. Archimedean copulas
outperform the Gaussian copula across all sectors, with Clayton and Frank yielding
consistent improvements closely followed by Gumbel.

The reported MAE values are computed using logarithmically transformed variables.
An average reconstruction error of approximat@6 in log scale corresponds to a
deviation of roughly6%, indicating that the latent representation preserves the under-

lying structure of high-dimensional inputs with high accuracy.

This result demonstrates that high-dimensional macroeconomic indicators can be ef-

fectively reconstructed from a low-dimensional latent space using a shallow decoder.

Overall, incorporating realistic dependence structures in the latent space improves
reconstruction performance. However, stronger reconstruction does not necessarily
imply superior forecasting accuracy; therefore, predictive performance is evaluated

separately in the following section.
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4.2.3 Performance Figures Without NLP Sentiment Index

In this section, latent variables generated by the preceding autoencoder models are
used for prediction. The NLP sentiment index is excluded to isolate its impact, which

is examined in subsequent sections.

The prediction architecture is illustrated in Figure 3.10. A shallow feedforward net-
work is employed to mitigate over tting given the limited sample size. Model per-
formance is evaluated after systematic hyperparameter tuning, as summarized in Ta-

ble 4.5, and the best con gurations are given in Table A.17.

Table 4.5: Hyperparameter Tuning Ranges and Experimental Setup

Hyperparameter Range Tested Notes

Optimization algorithm {Adam, RMSprop, Adagrad} Selected wrt MAE

Hidden layer 1 nodes 10-20 Random Search

Hidden layer 2 nodes 4-9 Random Search

Batch size {2, 3, 9} Small batch sizes tested

Epochs {25, 35, 45} Fixed with Early Stop-
ping

Activation function {ReLU, Tanh} Nonlinear function

Max trials 30 Search budget

Executions per trial 3 Replication for stability

The latent variables obtained from different dimensionality reduction methods are
used as inputs to the shallow neural network model. The results are reported in Ta-
ble 4.6 across sectors. In all experiments, the latent space is restricted to two dimen-

sions to ensure comparability across methods.

In addition to the latent variables, a limited number of revenue growth lags are in-
cluded to capture short-term persistence in the target series. The number of lags is re-
stricted to three, which is consistent with the maximum moving average order selected
in the ARIMA benchmark and re ects the diminishing autocorrelation structure be-
yond one year. Given the limited number of observations, the prediction network is

designed as a shallow architecture.

According to Table 4.6, the uncertainty-aware nature of the VAE, together with the
autoregressive structure, enhances performance across all sectors compared to de-

terministic autoencoders, resulting in more informative latent variables. Moreover,
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Table 4.6: Nowcasting ErroMAE) of Various Methods Across Selected Industrial
Sectors.

Model Manufacturing | Chem. | Energy | Logistics | Farm&Constr.
Autoencoder 0.0220 0.0265| 0.1050| 0.0341 0.0452
VAE_RNN 0.0212 0.0258| 0.1010| 0.0334 0.0423
VAE_RNN + Gaussian 0.0186 0.0246| 0.0852| 0.0340 0.0415
VAE_RNN + Clayton 0.0160 0.0241| 0.0805| 0.0342 0.0395
VAE_RNN + Gumbel 0.0171 0.0228| 0.0821| 0.0321 0.0390
VAE_RNN + Frank 0.0164 0.0240| 0.0773| 0.0372 0.0400
PCA 0.0210 0.0252| 0.0901| 0.0495 0.0442
NMF 0.0185 0.0321| 0.0923| 0.0441 0.0455
ARIMA 0.0222 0.0303| 0.1132| 0.0342 0.0439
Naive Forecast 0.0230 0.0366| 0.1182| 0.0386 0.0454

the copula-induced latent space consistently outperforms the standard VAE-derived
latent space. Archimedean copulas outperform the Gaussian copula by capturing
dependence beyond simple linear correlation. These results demonstrate that more
realistic modeling of the latent space strengthens predictive capacity; in other words,

a more realistic latent space leads to improved model performance.

NMF and PCA methods also outperform the naive model in all sectors except Lo-
gistics; however, their performance remains below that of the copula-induced latent
space across all sectors. In the Logistics sector, ARIMA results are comparable to
those of the best latent space model, indicating that the contribution of macroeco-
nomic information is limited. In contrast, in other sectors, the combined contribution

of macroeconomic variables and copula-based latent space provides signi cant im-

provements relative to the ARIMA method.

Figure 4.3 presents normalized MAE scores, reported as Mean Absolute Scaled Error
(MASE) relative to the Naive model, providing a clearer comparison of performance
across methods. The best results are observed in copula-induced latent space, and the
predictive accuracy is generally better in asymmetric latent space modeling. However,

Frank copula works well in the Energy sector.

Macroeconomic indicators contribute positively to all sectors with respect to the naive
method, as shown in Figure 4.3. However, the Logistics sector emerges as an outlier,
as it became relatively independent of general economic activity during the Covid-

19 period. As a result, information derived from macroeconomic variables does not
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improve accuracy suf ciently, and ARIMA achieves comparable performance. The
relative underperformance indicates that macroeconomic indicators do not contribute

signi cantly, with model accuracy largely driven by revenue lags.

Figure 4.3: MASE of the Methods Across the Sectors without NLP Sentiment.

The copula-induced latent space improves performance by approximately 15% in the
Logistics and Farm & Construction sectors within the VAE architecture. In the re-

maining sectors, performance gains reach up to 40%. To facilitate comparison across
copula-based models, MAE values are normalized with respect to the naive method,

and the results are presented as a bar plot in Figure 4.4.

One of the main purposes of the study is to analyze the effect of asymmetric copulas
in the modeling process. Archimedean copulas perform better than Gaussian copulas
across all sectors. In particular, the Gumbel copula, which can capture the positive
tail dependence, provides superior results for the Chemicals, Farm & Construction
and Logistics sectors. The Clayton copula outperforms in the Manufacturing sector,

whereas the Frank copula outperforms in the Energy sector.

The relative performance of copula families re ects sector-speci ¢c dependence struc-

tures in revenue dynamics. These ndings indicate that the optimal copula speci ca-
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Figure 4.4: MASE for the Copula Induced Latent Space Across the Sectors.

tion is sector-dependent, re ecting differences in the underlying dependence structure

of revenue dynamics.

In the Energy sector, revenue exhibits symmetric uctuations, with joint movements
in both upward and downward directions. Consistent with this behavior, the Frank
copula, characterized by symmetric dependence, provides the most accurate repre-
sentation. Although the Gaussian copula also assumes symmetry, rank-based depen-

dence modeling in copula frameworks offers improved robustness to outliers.

In contrast, sectors such as Chemicals and Farm & Construction exhibit stronger pos-
itive shocks, making the Gumbel copula, which captures upper-tail dependence, more
suitable. The Manufacturing sector, while showing more moderate uctuations, ben-
e ts from the Clayton copula, indicating relatively stronger sensitivity to downside

movements.

The Logistics sector constitutes a distinctive case. While its long-term trajectory sug-
gests moderate and stable growth, the Covid-19 period introduced substantial volatil-
ity and structural breaks. Under these conditions, the Gumbel copula delivers the
strongest results, with the Frank copula performing competitively. Nevertheless, the
overall improvement from copula-induced latent spaces remains modest and largely

comparable to the ARIMA benchmark. This outcome highlights the limited role of
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macroeconomic variables in this sector, where predictive accuracy is primarily driven

by revenue lags rather than explanatory factors.

Overall, no single Archimedean copula dominates across all sectors. Instead, per-
formance depends on the underlying dependence structure, with asymmetric copulas
(Clayton and Gumbel) performing well in sectors with skewed dynamics, and the
Frank copula excelling in more symmetric settings. Across all cases, Archimedean

copulas consistently outperform the Gaussian copula.
Diebold—Mariano Test Results

While the MAE values reported in the tables provide a straightforward comparison
of an average errors across models, they do not by themselves establish whether one
model is statistically superior to another. Although the average error may be lower
overall, the performance can still fall short of expectations when examined across
whole the time series. Since the Covid-19 outbreak falls within our test interval,
the uctuations in the revenue growth exhibit high volatility, making it necessary to
analyze the error series rather than relying solely on averages. To formally assess
predictive accuracy, the DM test is employed to evaluate the statistical signi cance of

the observed error differentials over time [19].

The results are presented on a sector-by-sector basis. For each sector, the best-
performing copula-induced family is identi ed, and its forecasting errors are com-
pared against those obtained from the standard VAE, PCA, NMF, and naive bench-
mark models. While this section examines networks fed solely by macroeconomic
variables, the subsequent section applies the same Diebold—Mariano (DM) test to
assess whether the inclusion of the NLP index leads to improvements in the DM

statistics.

In the Manufacturing sector, Clayton copula yields the best results. To formally
assess its relative performance, the DM test is applied to compare the selected bench-

mark methods against the Clayton-induced latent space, as reported in Table 4.7.

The DM test results indicate that the Clayton copula—induced latent space signi -
cantly outperforms both the standard VAE (p = 0.021) and PCA (p = 0.013). Thereis

a weak evidence that it outperforms the naive model (p = 0.073). Although Clayton

74



Table 4.7: Diebold—Mariano (DM) Test Results Comparing VAE_RNN Clayton with
Alternative Models in Manufacturing Sector.
Model vs Comparison DM Statistic p-value

VAE_RNN -2.302 0.021*
PCA -2.472 0.013*
NMF -1.120 0.262
Naive -1.732 0.073

copula has superiority over the NMF with respect to average MAE scores, there is no

statistically signi cant evidence according to the DM test (p = 0.262).

For theChemicals sectoy the Diebold—Mariano (DM) test results are presented in
Table 4.8. The best results are obtained with the Gumbel copula—induced latent space.
This copula-based approach delivers statistically signi cant improvements over PCA
(p = 0.021), NMF (p = 0.010), and the naive benchmark (p = 0.040). Although the
copula method also achieves lower average prediction errors relative to standard VAE,
the difference is not statistically signi cant (p = 0.170).

Table 4.8: Diebold—Mariano (DM) Test Results Comparing Gumbel Copula with

Benchmark Models in Chemicals Sector.
Model Comparison DM Statistic p-value

VAE_RNN -1.385 0.170
PCA -2.309 0.021*
NMF -3.165 0.010*
Naive -2.016 0.040*

For theEnergy sector, Frank copula exhibits the highest forecasting performance. Its
Diebold—Mariano (DM) test results against alternative methods are reported in Table
4.9. The Frank copula shows signi cant improvements over the standard VAE (p =
0.050) and Naive (p = 0.001) approaches, and it has weak evidence that it outperforms
PCA (p = 0.075) while there is no signi cant evidence that it outperforms NMF (p =
0.358).

For theFarm & Construction sector, the best results are observed in Gumbel cop-
ula. Although it outperforms the other methods with respect to the average errors,
there is no statistical signi cant evidence for this superior performance except a weak
evidence for NMF model (p = 0.072). This can be seen in Table 4.10.

Similar situation can be observed for thegistics Sectorin Table 4.11. Although
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Table 4.9: Diebold—Mariano (DM) Test Results Comparing Frank Copula with
Benchmark Models in Energy Sector.
Model Comparison DM Statistic p-value

VAE_RNN -1.944 0.050*
PCA -1.682 0.075
NMF -0.918 0.358
Naive -2.706 0.001*

Table 4.10: Diebold—Mariano (DM) Test Results for Forecasting Models in the
Farmé& Construction Sector.
Model Comparison DM Statistic p-value

VAE_RNN -0.692 0.488
PCA -0.634 0.525
NMF -1.793 0.072
Naive -0.490 0.623

the Gumbel induced latent space provide better results for error averages, there is
no statistically signi cant evidence to Naive Model (p = 0.387). There is signi cant
evidence that it is better than standard VAE model (p = 0.001), and there is a weak
evidence that it is better than PCA (p = 0.092) and NMF (p = 0.075). As discussed
in the previous section, macroeconomic indicators do not contribute signi cantly to
forecasting performance in the Logistics sector. This can be observed from the p-
values relative to the naive method. (p = 0.387).

Table 4.11: Diebold—Mariano (DM) Test Results for Forecasting Models in the Lo-
gistics Sector.

Model Comparison DM Statistic p-value

VAE_RNN -3.198 0.001*
PCA -1.886 0.092
NMF -1.792 0.075
Naive -0.864 0.387

4.2.4 Performance Figures with NLP Sentiment Index

In this section, the NLP-based sentiment index is incorporated into the prediction
model. The construction of the sentiment measures follows the methodology de-
scribed in the previous sections, where rm-level sentiment is extracted using the

FINBERT model and aggregated to the sector level.
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Three alternative sentiment measures are considered: (i) the ratio of negative sen-
tences to total sentences, (ii) the net sentiment ratio, and (iii) the ratio of net senti-
ment to positive and negative sentences. These measures are averaged across rms to

obtain sector-level sentiment indices.

The model performance across different sentiment speci cations is reported in Table
A.16. The overall ranking of models remains broadly consistent with the baseline
results without sentiment. Copula-induced latent representations continue to outper-
form alternative methods in all sectors except Logistics, con rming the importance

of modeling nonlinear dependence structures.

Among the sentiment measures, the ratio of negative sentences to total sentences
delivers the most consistent performance. The net sentiment ratio also performs com-
petitively, yielding results comparable to the best speci cation. In contrast, the ratio
of net sentiment to the sum of positive and negative sentences consistently under-
performs across sectors. This underperformance is primarily driven by the exclusion
of neutral sentences, which constitute a substantial portion of the reports. As a re-
sult, the sentiment measure becomes highly volatile due to the reduced number of

observations.

The inclusion of NLP-based sentiment improves forecasting accuracy in all sectors
except Logistics. This exception re ects the unique dynamics of the Covid-19 period:
while overall economic activity contracted and corporate reports conveyed predom-
inantly negative sentiment, revenue growth in Logistics accelerated due to surging
demand for delivery and transportation services. As a result, sentiment signals were
misaligned with realized revenue patterns, limiting their predictive value. In this sec-
tor, ARIMA models remain the most effective, underscoring the dominant role of

lagged values over explanatory variables.

For the other sectors, sentiment information further reduces MASE values relative
to the macro-only speci cation. Within the Archimedean family, the Clayton copula

yields the strongest results in Manufacturing and Farm & Construction, whereas the
Gumbel copula dominates Chemicals and Energy. Although the Frank copula per-
forms competitively in Energy under the macro-only setup, it is surpassed by Gumbel

once sentiment is incorporated. These ndings highlight the sector-speci ¢ nature of
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dependence structures and con rm the robustness of copula-based approaches when

augmented with sentiment information.

Figure 4.5 reports the MASE values of models augmented with NLP-based senti-
ment relative to the naive benchmark. Within each modeling approach, the sentiment
measure is selected according to its best-performing speci cation. These ndings are
consistent with earlier results, con rming the robustness of copula-based approaches

and the sector-speci c role of sentiment information.

Figure 4.5: MASE of the Methods Across the Sectors with NLP Sentiment.

Figure 4.6 illustrates the normalized MAE relative to the baseline model using only
macroeconomic variables. The Logistics sector is excluded, as the inclusion of NLP-
based sentiment deteriorates forecasting performance in this sector. The NLP index
improves model performance in the Manufacturing and Chemicals sectors by approx-
imately 4-5%. The improvement is more pronounced in the Energy and Farm &
Construction sectors, where corporate reports tend to provide more informative and
forward-looking signals, leading to gains of roughly 10%. Although the overall per-
formance differences remain moderate, asymmetric copulas consistently outperform

symmetric ones under the NLP con guration. The Clayton and Gumbel families have
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superiority over the alternative distributions. However, sentiment extracted from re-
ports in the Logistics sector does not improve the model during the same period. Time

series plots of the proposed model during the test interval are shown in Figure A.1.

Figure 4.6: MAE with NLP / MAE without NLP

These results con rm the added value of sentiment information in most sectors, set-

ting the stage for robustness checks with statistical signi cance tests.
Diebold-Mariano Test Results

In addition to MAE-based evaluation, the Diebold—Mariano (DM) test is applied to
provide a more detailed comparison of forecast errors. The analysis follows the same
structure as in the previous section, where the best-performing model is compared
with VAE-, PCA-, and NMF-based latent representations, as well as the naive bench-
mark. The Logistics sector is excluded, as NLP-based sentiment does not improve
forecasting performance in this case.

For theManufacturing sector, all DM statistics are signi cantly negative, indicat-

ing that the Clayton copula-based model delivers superior forecasting performance.
While only weak evidence exists against the naive benchmark without NLP, strong
statistical signi cance emerges once the sentiment index is incorporated (p = 0.007),
as reported in Table 4.12. The copula-based model also signi cantly outperforms
both the standard VAE (p = 0.005) and PCA (p = 0.003), highlighting the additional
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contribution of NLP-based sentiment.

Table 4.12: Diebold—Mariano (DM) Test Results Comparing VAE_RNN Clayton
with Alternative Models in Manufacturing Sector.
Model vs Clayton Copula DM Statistic p-value

VAE_RNN -2.780 0.005*
PCA -3.192 0.003*
NMF -1.380 0.162

Naive -2.182 0.007*

In the Chemicals sectoy the model shows statistically signi cant improvement rel-

ative to the naive benchmark when NLP-based sentiment is included (p = 0.032).
However, gains in the copula-based methods remain modest, as re ected by the rel-
atively higher p-values in Table 4.13. This suggests a saturation effect in forecasting
accuracy, where the incremental contribution of NLP-based sentiment becomes lim-

ited once baseline performance is already high.

Table 4.13: Diebold—Mariano (DM) Test Results Comparing VAE_RNN Clayton
with Alternative Models in Chemicals Sector.
Model Comparison DM Statistic p-value

VAE_RNN -0.475 0.512
PCA -1.309 0.151
NMF -1.165 0.102
Naive -2.216 0.032*

For theEnergy sector, results are similar to those observed in the Chemicals sec-
tor. The inclusion of NLP-based sentiment yields larger improvements for NMF-,
PCA-, and standard VAE-based models than for the copula-induced latent represen-
tation. As a result, the relative advantage of the copula-based model diminishes, and
no statistically signi cant differences are observed in comparisons with these alterna-
tives, as re ected in Table 4.14. Nevertheless, the model continues to demonstrate a

signi cant improvement relative to the naive benchmark (p = 0.012).

For theFarm & Construction sector, forecasting accuracy improves and the p-value
relative to the naive benchmark decreases (p = 0.114); however, the result remains
statistically insigni cant. While the copula-induced model outperforms the standard
VAE and NMF models when NLP-based sentiment is included, the corresponding

p-values remain above conventional signi cance levels (p = 0.131 and p = 0.379,
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Table 4.14: Diebold—Mariano (DM) Test Results Comparing Gumbel Copula with
Benchmark Models in Energy Sector.
Model Comparison DM Statistic p-value

VAE_RNN -1.513 0.123
PCA -1.253 0.175
NMF -1.582 0.118
Naive -2.976 0.012*

respectively), as shown in Table 4.15.

Table 4.15: Diebold—Mariano (DM) Test Results Comparing Gumbel Copula with
Benchmark Models in Farm & Construction Sector.
Model Comparison DM Statistic p-value

VAE_RNN -1.317 0.131
PCA -0.453 0.556
NMF -0.867 0.379
Naive -1.542 0.114

Consequently, while the copula-based model generally achieves lower p-values rel-
ative to the naive benchmark, it does not exhibit additional gains when compared

with alternative latent representations. This suggests a saturation effect in forecast-
ing accuracy once NLP-based sentiment is incorporated, thereby reducing the relative

advantage of the copula-based latent structure.

Lastly, the directional accuracy of the model is analyzed. Since the test interval con-
sists of 17 time steps, the results are reported as nominal counts rather than percent-
ages in Table 4.16. Because the NLP index reduces forecasting performance in the
Logistics sector, this case is excluded from the NLP-based results.

The copula column reports the best-performing copula speci cation based on the
mean absolute error (MAE). Although differences in directional accuracy are gen-
erally modest, the highest accuracy is consistently achieved by copula-based repre-
sentations. The inclusion of NLP-based sentiment further improves performance in
all sectors except Logistics.

The strongest results are observed in the Energy sector, where the model achieves
approximately 94% directional accuracy. For the remaining sectors, directional accu-

racy is around 80%.
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Table 4.16: Directional Accuracy of the Methods Across the Selected Sectors Among
17 Time-steps.

Sector VAE_RNN | Copula | PCA | NMF
Manufacturing 12 13 13 12
Manufacturing with NLP 13 14 14 12
Chemicals 12 13 9 10
Chemicals with NLP 14 14 12 11
Energy 14 15 14 14
Energy with NLP 15 16 14 14
Farm & Constr. 11 11 11 11
Farm & Constr. with NLP 12 13 12 12
Logistics 10 10 9 9

While a random benchmark would yield approximately 50% accuracy, these results
should be interpreted with caution due to the limited sample size. Nevertheless, the

consistently high directional accuracy indicates strong predictive capability.

4.3 Multi-Variate Multi-Modal Forecasting

A network that integrates structured macroeconomic variables with unstructured sen-

timent data can be regarded as a multi-modal system. Empirical evidence shows that
incorporating an NLP-based sentiment index improves forecasting accuracy by ap-

proximately 5-10%.

In this section, the sentiment index and sector-speci c latent variables are treated
as distinct data sources within a uni ed network architecture. Given that sectoral

activities are highly interdependent, combining information across sectors may allow
the model to exploit shared economic dynamics and improve predictive performance

through knowledge transfer.

Accordingly, the structure can be interpreted as a multi-modal system in which each
sector represents a separate input component, enabling interactions between sector-

speci c features.
Before constructing such a large network, it is necessary to assess the statistical prop-
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erties and dependencies of the revenue series. In particular, causality analysis often
relies on stationarity. Therefore, the Augmented Dickey—Fuller (ADF) test is rst ap-

plied to determine whether the revenue time series are stationary, since the Granger
causality test requires stationary variables [25]. The results indicate that the series are

either stationary or integrated of order one, as summarized in Table 4.17.

Table 4.17: ADF Test Results of the Revenue Series in the Training Period.

Variable p-value Conclusion
Manufacturing 0.161 Non-stationary (I(1))
Chemicals 0.042* Stationary (1(0))
Energy 0.213  Non-stationary (1(1))
Logistics 0.032* Stationary (1(0))

Farm & Construction 0.096 Non-Stationary (I(1))

Since the dataset includes non-stationary series, the Toda—Yamamoto test is employed
to analyze causality between revenue series [56]. Unlike standard Granger causality
tests, this approach does not require pre-testing for stationarity, as it relies on an
augmented VAR model witk + dnax lags, wherek denotes the optimal lag length
anddmax is the maximum integration order. The Wald statistics are then computed
on the rstk lags.

The null hypothesis states that the coef cients of the lagged valuks of the equa-
tion for Y, are jointly zero:

Ho= x1= x2:iit xk =0 (4.3.1)

The corresponding p-values are reported in Table 4.18. In this representation, the
columns correspond to the explanatory variablewhile rows correspond to the de-
pendent variabléy. If p < 0:05, the null hypothesis is rejected, indicating that

Granger causes.

The results indicate limited and heterogeneous evidence of cross-sector causality.
While several statistically signi cant relationships exist, the majority of sector pairs
do not exhibit strong causal links. The ndings suggest that sectoral interactions are
not characterized by strong directional causality, but rather by weak and selective

linkages.
It is important to note that the causality analysis is conducted using the training data,

83



and the identi ed relationships are assumed to persist during the test period. This
assumption allows the model to exploit potential cross-sectoral information in a con-
sistent manner. However, the limited strength and heterogeneity of these linkages

may reduce the effectiveness of such assumptions in practice.

Table 4.18: Toda-Yamamoto Causality - p-values in Training Period.

Xy Man Chem Energy Logistics Farm & Const
Manufacturing - 0.015 0.069 0.552 0.041
Chemicals 0.041 — 0.113 0.021 0.034
Energy 0.024 0.011 — 0.091 0.147
Logistics 0.521 0.071 0.494 - 0.070

Farm & Const 0.143 0.667 0.646 0.046 —

Input-level feature fusion is often associated with a reduction in the signal-to-noise
ratio, which may lead to weaker performance. However, in this study, the latent vari-
ables are treated as informative and relatively noise-free representations. Therefore,
input-level fusion is adopted, allowing each sub-network to directly utilize features

derived from other sectors.

All latent variables, lagged values, and NLP-based sentiment indices are aligned in
the time domain and concatenated at the input layer. The network then produces
ve outputs, one for each sector, using separate feedforward networks (FFNs), as
illustrated in Figure 4.7. This architecture consists of ve sub-networks, where each
branch is expected to bene t from cross-sectoral information, potentially improving
performance relative to standalone models.

The overall learning loss is de ned as a weighted combination of sector-specic
losses. Since the loss components may differ in scale across sectors, weighting coef-

cients are introduced to balance their contributions:

Loss= abman(Cii )+ zbonen(@ i )+ slenm(eii ) oo

+ 4|—Logistics (C; ; )+ 5|—Farm &Const(C; ; )

where ; denotes the weight associated with sec¢taandL;( ) represents the cor-
responding sector-speci ¢ loss function. The parameteand control the KL

divergence and copula likelihood terms, respectively, as described in Chapter 3. The
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Figure 4.7: Architecture of MIMO System.

vectorc governs the scaling of the copula dependence parameter.

The weights ; are selected to ensure a balanced contribution of each sector to the

overall loss, taking into account differences in scale across sector-speci c errors.

The performance of the multi-input multi-output (MIMO) architecture without NLP
sentiment is reported in Table 4.19. Although the copula-induced latent space pro-
vides improvements over other technigues in the MIMO system, the overall perfor-

mance remains lower than that of the separate architectures.

Table 4.19: Nowcasting ErrofMAE) of Various Methods Across Selected Industrial
Sectors, Excluding NLP Sentiment Features.

Model Manufacturing | Chem. | Energy | Logistics | Farm&Constr.
VAE_RNN 0.0252 0.0301| 0.0950| 0.0602 0.0503
VAE_RNN+Gaussiar 0.0234 0.0300| 0.1000| 0.0500 0.0510
VAE_RNN-+Clayton 0.0220 0.0300| 0.0900| 0.0550 0.0502
VAE_RNN+Gumbel 0.0200 0.0280| 0.1000| 0.0500 0.0470
VAE_RNN+Frank 0.0210 0.0291| 0.0957 | 0.0502 0.0507
PCA 0.0309 0.0407| 0.0956 | 0.0505 0.0605
NMF 0.0233 0.0355| 0.1103| 0.0606 0.0652
Naive Forecast 0.0236 0.0366| 0.1181| 0.0386 0.0454

The results indicate that the MIMO architecture underperforms relative to simpler
benchmarks in several sectors. In particular, the naive method outperforms the MIMO
model in the Logistics and Farm & Construction sectors. This suggests that these

sectors are unable to effectively utilize cross-sectoral latent information.
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A likely explanation lies in the joint optimization framework. Since the overall loss
function is constructed as an aggregate across all sectors, the learning process may
become imbalanced. As a result, gradients originating from different sectors can
interfere with each other, distorting the backpropagation dynamics and preventing

the model from converging to a jointly optimal solution.

The results of the MIMO system with NLP-based sentiment, reported in Table 4.20,
exhibit a similar pattern. Although copula-induced latent representations continue to
outperform alternative methods within the MIMO setting, their overall performance

remains limited. In most cases, standalone models outperform the MIMO architec-
ture. Notably, the MIMO model fails to surpass the naive benchmark in all sectors
except Manufacturing and Chemicals. While the inclusion of NLP-based sentiment
provides a modest improvement in the Manufacturing sector, its contribution remains

weak and inconsistent across other sectors.

Table 4.20: Nowcasting Erro(MAE) of Various Methods Across Selected Industrial
Sectors, with NLP Sentiment.

Model Manufacturing | Chem. | Energy | Logistics | Farm&Constr.
VAE_RNN 0.0203 0.0337| 0.1017| 0.0505 0.0552
VAE_RNN + Gaussian 0.0201 0.0309| 0.0992| 0.0500 0.0500
VAE_RNN + Clayton 0.0193 0.0283| 0.0985| 0.0490 0.0492
VAE_RNN + Gumbel 0.0211 0.0291| 0.0980| 0.0505 0.0485
VAE_RNN + Frank 0.0236 0.0301| 0.0990| 0.0500 0.0495
PCA 0.0238 0.0320| 0.1102| 0.0510 0.0600
NMF 0.0221 0.0355| 0.1102| 0.0520 0.0640
Naive Forecast 0.0236 0.0366| 0.1181| 0.0386 0.0454

In the literature, such MIMO architectures are commonly framed within the Multi-
Task Learning (MTL) paradigm, where multiple related prediction tasks are learned
jointly through shared representations. In principle, performance is expected to im-
prove when tasks are suf ciently similar, as they can bene t from shared information.

However, optimization challenges are well-documented in MTL settings.

One of the key issues isegative transferwhere gradients from different tasks in-
terfere with each other and hinder the learning process [54]. Moreover, it has been
shown that multi-task systems may not admit a single global optimum that simulta-

neously improves all outputs, leading to trade-offs across tasks [49].

86



In the present setting, this issue is particularly pronounced due to differences in the
optimal con gurations across sectors. Each sector exhibits distinct response patterns
to macroeconomic conditions, leading to different optimal parameter regions. As a
result, joint optimization forces the model to compromise between competing objec-
tives, where improving performance for one sector may deteriorate performance for

another.

Consistent with this observation, the proposed MIMO architecture underperforms rel-
ative to separate single-task models. Rather than cooperating, sector-speci c tasks
compete during optimization, preventing convergence to a solution that is optimal for
all sectors. This suggests that modeling each sector independently is more effective,
while more selective combinations of related sectors may offer a better trade-off by

reducing con icts in the optimization landscape.

4.4 Walk-Forward Validation in the Model

In nancial applications, suf ciently long time series are often unavailable, particu-
larly for low-frequency variables such as quarterly revenue growth or GDP. In this
study, the training dataset consists of only 34 observations, while the input space is
high-dimensional, creating a substantial risk of over tting. Although the use of latent
variables and the regularization inherent in the VAE framework mitigate this issue,

additional validation is required to assess model robustness.

Another important concern is the presence of regime shifts. A model that performs
well in one period may fail in another due to structural changes in the economic en-
vironment, especially during the Covid-19 pandemic. Therefore, rather than relying
solely on average performance over the full test interval, it is necessary to evaluate

the model across multiple time segments.

Standard cross-validation techniques are not suitable in this setting, as they disrupt
the temporal structure of the data and may introduce data leakage. Instead, Walk-
Forward Validation is employed to preserve the sequential nature of the time series

while providing a more reliable assessment of out-of-sample performance.
In the walk-forward validation framework, the training window size is kept xed and
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shifted forward by 6 time steps (i.e., 6 quarters) at each iteration. Accordingly, the

dataset is divided into three sequential training—testing splits:

January 2012 — June 2020 (training), July 2020 — December 2021 (testing),
July 2013 — December 2021 (training), January 2022 — June 2023 (testing),

January 2015 — June 2023 (training), July 2023 — December 2024 (testing).

Each con guration includes 34 training observations and 6 testing observations, with
latent variables generated accordingly in order to prevent any leakage. Model perfor-
mance is evaluated across these intervals, and as in previous experiments, all models
are tested both with and without the NLP-based sentiment index to assess its contri-

bution.

4.4.1 The First Validation

The results of the rst validation without NLP sentiment is illustrated in Table 4.21.
The Clayton copula outperforms the other latent space in this part. There is a serious
enhancement with respect to the Naive method. Superiority of the copula-induced

models continues.

Table 4.21: Nowcasting Erro(MAE) (without NLP Sentiment) of Various Methods
Across Selected Sectors for the First Validation.

Model Manufacturing | Chemicals | Energy | Logistics | Farm & Construction
VAE_RNN 0.0188 0.0400 | 0.1700| 0.0400 0.0450
VAE_RNN + Gaussiary 0.0185 0.0400 | 0.1400| 0.0320 0.0400
VAE_RNN + Clayton 0.0160 0.0360 | 0.1100| 0.0300 0.0351
VAE_RNN + Gumbel 0.0178 0.0370 | 0.1400| 0.0290 0.0385
VAE_RNN + Frank 0.0175 0.0420 | 0.1200| 0.0350 0.0380
PCA 0.0211 0.0410 | 0.1200| 0.0313 0.0400
NMF 0.0195 0.0380 | 0.1300| 0.0375 0.0450
Naive Forecast 0.0265 0.0536 | 0.2560| 0.0327 0.0765

The validation results incorporating the NLP-based sentiment index are presented in
Table 4.22. The Clayton and Frank copula models outperform alternative methods
across the evaluated sectors, maintaining strong performance relative to the naive

benchmark. However, the contribution of NLP-based sentiment is limited in this
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interval, with moderate improvements observed only in the Chemicals and Logistics
sectors.

The performance of Archimedean copulas remains consistently strong relative to both
the standard VAE and Gaussian copula—based models. This validation window is
closest to the Covid-19 period, during which corporate reports exhibit overly pes-

simistic sentiment regardless of actual economic conditions. As a result, the extracted
sentiment signals become less informative, re ecting the dominating outbreak effects

on global narratives.

Table 4.22: Nowcasting ErrofdMAE) (with NLP sentiment) of Various Methods
Across Selected Sectors for the First Validation.

Model Manufacturing | Chem. | Energy | Logistics | Farm&Constr.
VAE_RNN 0.0175 0.0380| 0.1700| 0.0350 0.0400
VAE_RNN + Gaussian 0.0225 0.0377| 0.1200| 0.0350 0.0390
VAE_RNN + Clayton 0.0172 0.0333| 0.1170| 0.0310 0.0350
VAE_RNN + Gumbel 0.0200 0.0355| 0.1500| 0.0285 0.0370
VAE_RNN + Frank 0.0180 0.0372| 0.1140| 0.0280 0.0390
PCA 0.0190 0.0390| 0.1200| 0.0245 0.0400
NMF 0.0175 0.0370| 0.1400| 0.0350 0.0420
Naive Forecast 0.0265 0.0536| 0.2560| 0.0327 0.0765

4.4.2 The Second Validation

The results of the second validation without NLP sentiment are presented in Table
4.23. Frank copula outperforms in Manufacturing, chemicals and energy sectors.
Archimedean copula generally demonstrates superior performance compared to the
alternative methods. There are signi cant improvements across all sectors relative to

naive methods apart from Farm & Construction sector.

The validation results incorporating the NLP-based sentiment index are presented in
Table 4.24. The Clayton and Frank copula models generally outperform alternative
approaches across the evaluated sectors, maintaining strong performance relative to
the naive benchmark. The inclusion of NLP-based sentiment leads to moderate im-
provements in most sectors; however, no enhancement is observed for the Logistics

sector in this validation window.
The performance of Archimedean copulas remains consistently strong relative to both
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Table 4.23: Nowcasting Erro(d1AE) of Various Methods Across Selected Sectors
for the Second Validation.

Model Manufacturing | Chem. | Energy | Logistics | Farm & Const.
VAE_RNN 0.0200 0.0230| 0.0850 | 0.0525 0.0550
VAE_RNN + Gaussiary 0.0211 0.0250| 0.0911| 0.0502 0.0521
VAE_RNN + Clayton 0.0135 0.0205| 0.0820| 0.0466 0.0362
VAE_RNN + Gumbel 0.0205 0.0220| 0.1000| 0.0401 0.0402
VAE_RNN + Frank 0.0125 0.0205| 0.0792| 0.0440 0.0452
PCA 0.0231 0.0245| 0.1031| 0.0515 0.0492
NMF 0.0210 0.0250| 0.1051| 0.0550 0.0450
Naive 0.0172 0.0386| 0.1660 | 0.0555 0.0203

the standard VAE and Gaussian copula—based models.

Table 4.24: Nowcasting Erro(8AE) of Various Methods Across Selected Sectors
for the Second Validation with NLP Sentiment.

Model Manufacturing | Chemicals | Energy | Logistics | Farm & Construction
VAE_RNN 0.0160 0.0262 | 0.0872| 0.0501 0.0480
VAE_RNN + Gaussiary 0.0199 0.0255 | 0.0880| 0.0620 0.0472
VAE_RNN + Clayton 0.0123 0.0190 | 0.0811| 0.0552 0.0322
VAE_RNN + Gumbel 0.0145 0.0210 | 0.0872| 0.0520 0.0351
VAE_RNN + Frank 0.0120 0.0250 | 0.0780| 0.0540 0.0470
PCA 0.0220 0.0240 | 0.1021| 0.0550 0.0472
NMF 0.0210 0.0237 | 0.1000| 0.0576 0.0430
Naive 0.0172 0.0386 | 0.1660| 0.0555 0.0203

4.4.3 The Third Validation

Results of the third validation without the NLP index are presented in Table 4.25.
The Gumbel and Clayton copulas outperform the other methods across all sectors.
The copula-induced latent space shows substantial improvements compared to the
Naive method. Although the Frank copula is not the best-performing approach, it still

delivers strong results, particularly in the Manufacturing and Logistics sectors.

When the NLP-based sentiment index is incorporated, the Gumbel copula delivers
the best performance in all sectors except Energy, where the Clayton copula remains
dominant. In this validation window, the inclusion of NLP-based sentiment generally

contributes positively across all sectors.

Although the best-performing copula speci cation varies across validation windows,
the overall dominance of copula-induced latent representations remains consistent.

These models outperform all alternatives, including the naive benchmark, as well as
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Table 4.25: Nowcasting Erro®AE) of Various Methods Across Selected Sectors
for the Third Validation.

Model Manufacturing | Chem. | Energy | Logistics | Farm&Constr.
VAE_RNN 0.0075 0.0121| 0.0310| 0.0350 0.0305
VAE_RNN + Gaussian 0.0071 0.0115| 0.0340| 0.0302 0.0290
VAE_RNN + Clayton 0.0068 0.0105| 0.0302| 0.0265 0.0220
VAE_RNN + Gumbel 0.0060 0.0113| 0.0305| 0.0205 0.0230
VAE_RNN + Frank 0.0073 0.0120| 0.0320| 0.0210 0.0260
PCA 0.0092 0.0135| 0.0360| 0.0305 0.0302
NMF 0.0102 0.0116| 0.0401| 0.0300 0.0286
Naive 0.0099 0.0195| 0.0686| 0.0320 0.0410

the Gaussian copula and standard VAE-based approaches in terms of predictive accu-

racy. This provides strong evidence for the robustness of the copula-based framework.

Table 4.26: Nowcasting ErrofMAE) of Various Methods with NLP Across Selected
Sectors for the Third Validation.

Model Manufacturing | Chem. | Energy | Logistics | Farm&Constr.
VAE_RNN 0.0068 0.0116| 0.0300| 0.0320 0.0250
VAE_RNN + Gaussian 0.0065 0.0106| 0.0307 | 0.0300 0.0240
VAE_RNN + Clayton 0.0063 0.0105| 0.0292 | 0.0255 0.0200
VAE_RNN + Gumbel 0.0052 0.0102| 0.0352| 0.0182 0.0170
VAE_RNN + Frank 0.0061 0.0110| 0.0320| 0.0200 0.0190
PCA 0.0073 0.0117| 0.0392| 0.0320 0.0255
NMF 0.0070 0.0120| 0.0412| 0.0292 0.0235
Naive 0.0099 0.0195| 0.0686 | 0.0320 0.0410

Another important nding concerns the role of the NLP-based sentiment index. Over-
all, sentiment contributes positively to prediction performance across most sectors
and validation windows. With the exception of speci c cases—most notably the
Logistics sector during the second validation interval—the inclusion of NLP-based

sentiment generally improves model accuracy.

The effectiveness of sentiment appears to be regime-dependent. During periods close
to the Covid-19 outbreak, sentiment signals become less informative due to overly
pessimistic reporting, which reduces the signal-to-noise ratio. As economic condi-
tions stabilize, however, sentiment extracted from corporate reports becomes more

aligned with underlying fundamentals, leading to improved predictive performance.

Although previous results suggested that the NLP index may undermine performance

in the Logistics sector, the walk-forward analysis indicates that this effect is limited
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to a speci c time interval. In the rst and third validation windows, sentiment con-
tributes positively even for Logistics. The temporary deterioration in the second in-
terval can be attributed to extreme volatility and base effects following the pandemic,
during which revenue dynamics diverge from overall economic conditions. This sug-
gests that the negative impact of sentiment in the Logistics sector is not structural, but

rather driven by short-term distortions.

4.5 Fin-RoBERTa in the Energy Sector

FinRoBERTa is employed in this section as an alternative language model to eval-
uate the robustness of the proposed framework [37]. In terms of parameter size,
FINRoBERTa is comparable to FInBERT. Although both models are based on the
transformer encoder architecture, RoOBERTa represents an optimized variant of BERT

and is trained on a substantially larger dataset.

The performance of FinRoBERTa in the Energy sector is presented in Table 4.27. The
results indicate that FINBERT generally achieves superior performance, particularly
in capturing the ratio of negative sentences. While FinRoBERTa performs better
in certain con gurations, FINBERT remains more effective overall, especially when

combined with the copula-induced latent representation.

Table 4.27: Comparative Performance Analysis of Two NLP Techniques, FInBERT
and FINRoBERTa, Applied to the Energy Sector.

FINBERT FinRoBERTa
Net/Tot Neg/Tot | Net/Tot Neg/Tot
VAE_RNN 0.095 0.092 | 0.087 0.09

VAE_RNN + Gaussian 0.091 0.082 | 0.085 0.089
VAE_RNN + Clayton | 0.081 0.073 | 0.084 0.081
VAE_RNN + Gumbel | 0.078 0.072 | 0.081 0.079
VAE_RNN + Frank 0.082 0.074 | 0.091 0.083
PCA 0.086 0.082 | 0.095 0.092
NMF 0.095 0.087 | 0.10 0.091

Although FinRoBERTa is a more complex LLM than FInBERT, its predictive per-
formance is comparatively lower. This section demonstrates that greater model com-

plexity does not necessarily guarantee improved predictive performance. The graph
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of sentiment index of the related LLMs is illustrated in Figure 4.8.

Figure 4.8: Net Sentiment Ratio of FInBERT and FinRoBERTa LLMs.

According to plots, FInBERT tends to assign more negative sentiment scores. Never-
theless, the overall temporal patterns of the sentiment indices remain highly similar
across the two models, with only minor deviations, such as those observed in 2015.

As a result, the differences in the performance remain limited.

This robustness check indicates that model performance is not highly sensitive to the
choice of the underlying language model. Modern nancial LLMs appear suf cient
for extracting informative sentiment signals. Therefore, the observed improvements
in the performance are more likely driven by the modeling framework itself, partic-
ularly the copula-based latent representation, rather than by increases in NLP model
complexity.

4.6 Revenue Estimation and Explanatory Stock Market Analysis

Stock markets continuously re ect rm valuations shaped by both rm-speci c fun-

damentals and broader macroeconomic conditions. While long-term valuation is an-
chored in fundamentals, short-term price movements are driven by a more complex
and stochastic process in which market sentiment plays a substantial role. The analy-

sis presented in this section should therefore be viewed as a descriptive illustration of
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how revenue expectations may relate to short-horizon stock performance, rather than

a formal empirical validation.

Revenue constitutes one of the key fundamental indicators underlying rm valuation.
Therefore, accurate estimation of revenue dynamics may provide useful signals for
future stock performance. The proposed framework can be extended toward stock
market applications; however, short-term valuation is affected by a wide range of
additional factors beyond rm fundamentals.

Although incorporating variables such as price dynamics, interest rates, bond yields,
and high-frequency sentiment measures may further enhance predictive performance,

these factors are beyond the scope of this study.

The focus of this study is to estimate sectoral revenues approximately one month
prior to the public release of quarterly nancial lings. An empirical framework
is developed to evaluate whether improved revenue forecasts can be translated into

economically meaningful signals during the pre-announcement period.

In addition to revenue expectations, a valuation-based measure is incorporated into
the analysis. Speci cally, thBrice-to-Sales (P/S) ratis used as a proxy for sectoral
valuation. The P/S ratio is de ned as the ratio of a company's market capitalization
to its revenues over the relevant reporting period. At the sectoral level, it is computed

as the average of rm-level P/S ratios:

PIS = ix" MarketCapi;
N, Rew

(4.6.1)

whereN denotes the number of rms in the sector dndpresents the quart@&ev;

is trailing twelve months revenue.

The P/S ratios of the selected sectors, together with their three-period rolling aver-

ages, are illustrated in Figure 4.9.

Difference between revenue growth estimations in the model and the latest growth
values are illustrated in Figure 4.10. The estimations are provided by incorporating
both macroeconomic indicators and NLP indices. Since NLP index does not enhance

performance of the overall model in the Logistics sector, the sector is excluded here.
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