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ABSTRACT

MULTI-VIEW MULTIMODAL BEV PERCEPTION FOR CENTERLINE-CENTRIC
ROAD TOPOLOGY UNDERSTANDING WITH TRANSFORMER DECODERS

Kalfao8lu, Muhammet Esat
Ph.D., Department of Modelling and Simulation

Supervisor: Prof. Dr. Alptekin Temizel

April 2026, 110 pages

This thesis studies transformer-based road topology understanding with centerline-centric
representations and their relations to tra c elements. The core problem is to jointly model
geometry and topology in complex urban scenes, where lane connectivity and lane-to-tra c-
element assignments directly a ect planning quality. The thesis develops three complementary
phases within a common transformer-decoder formulation: (i) a mask-based modality with
directional supervision and mask Bezier output fusion, (ii) Bezier-driven decoder attention
for stronger curve regression, and (iii) geographically disjoint and long-range analyses with
improved generalization protocols and multimodal extensions.

On the modeling side, the study introduces a mask modality as an alternative to keypoint
regression or parametric regression, analyzes mask, Bezier, and fusion interactions, and shows
when cross-branch auxiliary supervision improves convergence and nal topology quality. For
decoder design, multi-point deformable attention is adapted to Bezier-regression decoders,
and Bezier Deformable Attention (BDA) is proposed to use Bezier control points directly as
structured sampling guidance. The thesis also investigates hybrid matching and one-to-many
auxiliary supervision for topology-aware optimization, and standardizes a score-remapping
protocol to avoid threshold-induced bias in topology con dence evaluation.

Experiments are conducted on OpenLane-V2 and OpenLane-V1 with consistent training and
evaluation settings. On OpenLane-V2 (V1.1), camera-only performance reaches 51.7 OLS in
Subset-A and 54.3 OLS in Subset-B, achieving state-of-the-art camera-only performance in
both subsets under the same protocol. With multimodal fusion, OLS improves to 56.4 (cam-
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era+LIDAR) and 58.4 (camera+LIDAR+SDMap) in Subset-A, and to 61.7 (camera+LiDAR)
in Subset-B. Under geographically disjoint Near-split evaluation with score remapping, the
approach achieves state-of-the-art performance with 28.5 Gitle mask-only and Bezier-
only variants both reach 27.3 OLSThese results show that mask and Bezier branches are
complementary, BDA is a key driver for Bezier performance, and multimodal sensing is
especially bene cial in challenging and long-range settings.

Keywords: Road Topology Understanding, Centerline Detection, Autonomous Driving, Au-
tomated HDMap Generation, 3D Lane Detection



Oz

TRANSFORMER COZUCULER *LE MERKEZ CeZG+Se ODAKLI YOL
TOPOLOJ*Se ANLAMLANDIRMASI «C*N COKLU GORU“LU COK KePL+ BEV
ALGISI

Kalfao8lu, Muhammet Esat
Doktora, Modelleme ve Similasyon Bolumu

Tez Yoneticisi: Prof. Dr. Alptekin Temizel

Nisan 2026, 110 sayfa

Bu tez, merkez c¢izgisi odakl temsiller ve bunlar n tra k unsurlar yla ili¥kileri tGzerinden
transformer tabanl yol topolojisi anlamland rma problemini incelemektedir. Temel problem,
karma3 k kentsel sahnelerde geometri ve topolojiyi birlikte modellemektir; ¢clink( 3erit ba§-
lant lar ve 3erit-tra k unsuru atamalar planlama kalitesini do8rudan etkilemektedir. Tez,
ortak bir transformer-¢ézucu formulasyonu iginde t¢ tamamlay ¢ faz gelidtirmektedir: (i)
yon bilgisiyle denetlenen ve maske Bezier ¢ kt flizyonu iceren maske tabanl bir kip, (ii)
e8ri regresyonunu guglendiren Bezier gudimli ¢ozici dikkati ve (iii) gelittiriimi® genelleme
protokolleri ile gok kipli uzant lar iceren co8ra olarak ayr k ve uzun menzil analizleri.

Modelleme taraf nda cal ®ma, anahtar nokta regresyonuna veya parametrik regresyona al-
ternatif olarak maske kipini sunmakta; maske, Bezier ve fiizyon etkiledimlerini incelemekte
ve dallar aras yard mc denetimin hangi kodullarda yak nsamay ve nihai topoloji kalitesini
iyiledtirdi8ini gostermektedir. Cozuci tasar m nda ¢ok noktal deformable attention, Bezier-
regresyon tabanl ¢ozuculere uyarlanm 3; ayr ca Bezier kontrol noktalar n do8rudan yap sal
ornekleme k lavuzu olarak kullanan Bezier Deformable Attention (BDA) dnerilmidtir. Tez,
topoloji odakl optimizasyon icin hibrit e3leme ve one-to-many yard mc denetimi de in-
celemekte, ayr ca topoloji glven skorlar n n de8erlendirilmesindeki edik kaynakl yanl|§
azaltmak icin score-remapping protokollini standartlast rmaktad r.

Deneyler, OpenLane-V2 ve OpenLane-V1 Ulzerinde tutarl eS8itim ve de8erlendirme ayarla-
ryla yaratalmuastir. OpenLane-V2 (V1.1) Gzerinde sadece kamera ile performans Subset-
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Ada 51.7 OLS ve Subset-B'de 54.3 OLS deS8erine ulaarak ayn protokol alt nda her iki
alt kimede de state-of-the-art sonu¢ vermektedir. Cok kipli fizyon ile OLS, Subset-Ada
56.4'e (camera+LiDAR) ve 58.4'e (camera+LiDAR+SDMap), Subset-B'de ise 61.7'ye (ca-
mera+LiDAR) yukselmektedir. Co8ra olarak ayr k Near-split de§erlendirmesinde score re-
mapping ile yakla® m 28.5 OLSle state-of-the-art performans elde ederken, sadece maske
ve sadece Bezier varyantlar 27.3 Oldg8erine ula®maktad r. Bu sonuglar, maske ve Bezier
dallar n n tamamlay ¢ oldu§unu, BDANn n Bezier performans ndaki temel itici unsur oldu-
8unu ve c¢ok kipli alg laman n 6zellikle zorlay ¢ ve uzun menzilli kodullarda belirgin fayda
sa8lad § n gostermektedir.

Anahtar Kelimeler: Yol Topolojisinin Anla3 Imas , Merkez Cizgisi Tespiti, Otonom Suris3,
Otomatik Yilksek Cozunurliikli Harita Uretimi, 3D “erit Tespiti
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CHAPTER 1

INTRODUCTION

1.1 Background and Motivation

The operational environment of autonomous driving contains both dynamic entities (e.g.,
vehicles and pedestrians) and stationary infrastructure (e.g., lanes, lane boundaries, crosswalks,
andtra c elements). Detecting these entities is necessary, but not su cient, for safe autonomy.
Practical driving decisions require relational reasoning over static structure, such as lane
merging/splitting behavior and the assignment of tra c lights/signs to lane ow. This relational
understanding is referred to as road topology understanding.

High-De nition Maps (HDMaps) are commonly used to provide this information in advance,
and they typically encode lane-level geometry together with semantic and relational elements
such as centerlines, lane boundaries, crosswalks, tra c signs/lights, and their topology. In
autonomous driving, HDMaps are used not only for map-based localization, but also for
behavior planning, route validation, and rule-aware motion decisions. However, large-scale
HDMap creation and maintenance are expensive, region-limited, and hard to keep synchro-
nized with road changes. In addition, localization drift between vehicle coordinates and map
coordinates can degrade map usability in practice. These limitations have motivated online,
learning-based HDMap construction from onboard sensors [1, 2, 3, 4].

1.2 Problem De nition and Scope

This thesis addresses four coupled tasks that are central to online HDMap construction: cen-
terline detection, tra ¢ element detection, centerline-to-centerline topology estimation,
and centerline-to-tra c-element topology estimation (Figure 1).

Among these tasks, the primary technical focus is centerline detection, because centerlines
form the geometric skeleton of lane-level topology. A centerline is a geometric reference
curve running along the middle of a lane and provides a compact representation of lane
geometry and driving ow. In practice, the road network is hot modeled as one globally
continuous curve; instead, it is decomposed into lane-level centerline segments, whose bound-
aries are determined by topology-changing locations such as merges, splits, and intersection
regions. In this thesis, each centerline segment is represented as an ordered set of 3D points;



Figure 1: Overview of the four primary tasks addressed in this thesis: centerline detection, traf-
¢ element detection, centerline-to-centerline topology estimation, and centerline-to-tra c-
element topology estimation.

therefore, the problem requires both geometric correctness (x, y, z localization) and sequential
correctness ( ow direction).

Practical HDMaps can contain much richer information than the scope considered here,
including lane-divider geometry and lane-divider types, exact 3D positions of tra ¢ signs
and tra c lights, crosswalks, pedestrian areas, intersection-level structure, and even road-
status information such as closures or temporary restrictions. This thesis, however, focuses
speci cally on four coupled tasks centered on centerline-level road topology. Within this
scope, tra ¢ element detection is treated as a standard 2D bounding-box detection problem
for scene objects such as tra ¢ signs and tra c lights. The two topology tasks then reason over
relations between detected entities: centerline-to-centerline topology estimation determines
whether one centerline is connected to another and can be represented as a directed graph,
whereas centerline-to-tra c-element topology estimation determines whether a centerline is
related to a tra c element and can be represented as an undirected graph. Since the centerline
instances also serve as the vertices of the downstream topology tasks, errors in centerline
prediction directly a ect both the directed centerline graph and the centerline-to-tra c-element
associations.

Operationally, this thesis considers a surround-view vehicle platform that captures multi-
camera images around the ego vehicle, typically from six or seven cameras depending on the
benchmark con guration, as illustrated in Figure 2. In this pipeline, the surround-view images
are rst processed by a multi-view backbone, and the resulting features are aggregated by a
Bird's Eye View (BEV) feature extraction block to obtain a shared top-down representation
for centerline reasoning. A separate front-view backbone processes the front image for tra c-
element reasoning. The BEV feature map is then decoded by the centerline transformer
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Six surround-view camera images
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Figure 2: Representative six-camera perception and topology pipeline used in this thesis.
Six surround-view images are processed by a multi-view backbone and aggregated by a
bird's-eye-view feature extraction block for centerline reasoning. The highlighted front image
is additionally processed by a separate front-view backbone for tra c-element reasoning.
The left output block summarizes centerline detection together with centerline-to-centerline
topology reasoning, while the right output block summarizes tra ¢ element detection together
with centerline-to-tra c-element topology reasoning.

decoder, while the front-view features are decoded by the tra c element transformer decoder.
Finally, the left output block summarizes the centerline detection and centerline-to-centerline
topology heads, while the right output block summarizes the tra ¢ element detection and
centerline-to-tra c-element topology heads. The BEV formulation is important because road
structure is organized primarily on the ground plane, and a 360-degree surround-view camera
setup requires a uni ed spatial frame in which all views can be aggregated consistently for
full-scene prediction. Compared with image-domain stitching, feature-domain BEV projection
provides a more structured foundation for multi-view aggregation and downstream topology
learning [5, 6].

Although the overall framework evaluates all four tasks, the direct methodological focus of this
thesis is the systematic improvement of centerline detection. The tra c element detection
branch is retained mainly to preserve full-task benchmarking and to support the centerline-
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to-tra c-element relation task, rather than being the main target of architectural innovation.
This focus is deliberate: centerline instances provide the geometric basis and graph vertices
for both topology heads, so direct improvements in centerline prediction propagate indirectly
to both centerline-to-centerline and centerline-to-tra c-element topology estimation.

Within this centerline-transformer-decoder formulation, the thesis studies two complemen-
tary centerline output paradigms: instance-mask-based prediction in BEV and parametric
Bezier regression. The subsequent research questions are therefore posed inside a concrete
modeling setting rather than in isolation: how should multi-camera inputs be represented in
BEV, how should the centerline transformer decoder attend to elongated centerline structures,
and which output design is most e ective for topology-aware prediction.

1.3 Research Challenges

Road-topology understanding remains di cult for several reasons:
Accurate 3D centerline localization from camera views is ill-posed and sensitive to
occlusion, low-texture regions, and intersection complexity.

Lane- ow direction must be preserved while predicting thin elongated structures, which
is challenging for standard transformer attention/sampling mechanisms.

Discrete BEV representations can introduce quantization artifacts, requiring robust
o set/height correction to support high- delity 3D reconstruction.

Topology quality depends on both geometric prediction and relational consistency,
making training and evaluation highly coupled.

Standard benchmark protocols may overestimate generalization due to geographic over-
lap and metric-side threshold artifacts.

1.4 Research Questions

Building on the HDMap motivation, the multi-camera-to-BEV perception setting, and the
transformer-decoder formulation introduced above, this thesis investigates the following re-
search questions.

1.4.1 Representation and Output Design

Can instance-mask formulations provide a competitive alternative to parametric center-
line regression in BEV?

How much do dense o set and dense height predictions improve mask-based centerline
quality in 3D?



1.4.2 Decoder Attention and Geometric Reasoning

Can Bezier control points be used to guide deformable attention for centerline structures
in BEV?

Which decoder-attention design is most e ective for centerline structures: standard at-
tention (SA), masked attention (MA), single-point deformable attention (SPDA), multi-
point deformable attention (MPDA), or Bezier-guided deformable attention (BDA)?

How do attention conclusions change across output types (Mask/Bezier/Fusion), and
what are the accuracy complexity inference trade-o s of each mechanism?

1.4.3 Training and Optimization

How do matcher design (Mask, L1, and hybrid objectives) and auxiliary one-to-many
supervision a ect convergence and nal topology quality?

Can auxiliary mask supervision improve Bezier-centered decoders without requiring
mask inference at test time?

1.4.4 Multimodality and BEV Construction

What are the relative gains of camera-only versus multimodal settings (camera+LiDAR,
camera+LiDAR+SDMap, and radar-supported settings where available)?

Does multi-height BEV encoding improve centerline reconstruction compared with
conventional pillar-style Lift-Splat settings?

1.4.5 Generalization and Evaluation Protocol

How does geographic split design a ect measured generalization?

How do representation choices behave under geographically disjoint splits and extended
» 100—,100¥2 meter range evaluation?

How should score remapping be used to analyze topology metrics under the OpenLane-
V2 v1.1 threshold-before-ranking behavior?

1.5 Summary of Contributions
The main contributions of this thesis are:

Novel mask modality for centerline prediction: This thesis establishes mask-based
centerline prediction as a rst-class output representation (alongside Bezier regression)
and introduces quad-direction labels to make mask outputs ow-aware.
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Standalone 3D mask reconstruction: The mask pathway is extended with dense
o set and dense height prediction, enabling standalone 3D centerline generation and
controlled mask Bezier output fusion.

New decoder mechanism (BDA): This thesis rst adapts MPDA to Bezier-regression-
based decoders (to the best of our knowledge, the rst such adaptation in road topology
understanding), and then proposes Bezier Deformable Attention (BDA), where predicted
Bezier control points are directly used as deformable reference points for centerline
decoding.

Detailed attention analysis: Attention mechanisms (SA, MA, SPDA, MPDA, BDA)
are compared under a uni ed protocol, and their behavior is analyzed separately for
Mask, Bezier, and Fusion outputs in terms of both accuracy and e ciency.

Training re nements for topology learning: The study introduces and evaluates (to the
best of our knowledge, for the rsttime in road topology understanding) hybrid matching
strategies, auxiliary mask-head supervision, and auxiliary one-to-many supervision for
better convergence and centerline-topology quality.

First multimodal fusion study in road topology understanding: To the best of our
knowledge, this thesis provides the rst systematic camera+LiDAR fusion analysis for
road topology understanding. Since the standard OpenLane-V2 protocol is camera-
centric and does not provide a native LiDAR evaluation stream, this thesis introduces
a reproducible timestamp-matched LIiDAR integration pipeline from source datasets
into OpenLane-V2-compatible experiments. The study further extends multimodality
to camera+LiDAR+SDMap (with radar-supported settings where available), together
with multi-height BEV encoding for stronger geometric reasoning.

Generalization-focused evaluation protocol: The thesis introduces geographically
disjoint and long-range evaluation (» 100—,100%), and integrates score-remapping anal-
ysis to address OpenLane-V2 topology-threshold artifacts.

1.6 Research Outputs

The technical developments in this thesis have also been disseminated through public research
outputs and external evaluation platforms. Alongside the manuscripts, companion project
pages and GitHub resources were also released to support reproducibility and community use.
The main outputs are:

TopoMask: An early mask-based formulation released as a preprint [7]. This study also
received the Innovation Award in the OpenLane Topology track of the OpenDriveLab
Challenge held with CVPR 2023

TopoMaskV2: The enhanced mask-based study, presented at the ECCV 2024 VCAD
Workshop [S]2.

1 https://opendrivelab.com/challenge2023/
2 https:/lvcad-workshop.github.io/



TopoBDA: The Bezier-attention study, published in Neurocomputing [9]; a companion
project page is also available, together with a GitHub fork that adds LiDAR data support
to OpenLane-V2 for the multimodal experiments

TopoMaskV3: The latest mask-centered study, accepted for presentation at the AutoPilot

workshop of CVPR 2026 [10]; a companion project page is also available, together with
a GitHub fork that releases the geographically disjoint and long-range OpenLane-V2
resources required to reproduce the experiménts

1.7 Organization of the Thesis

The remainder of this thesis is organized as follows. Chapter 3 presents the complete methodol-
ogy, including BEV feature construction, centerline representation designs, decoder-attention
mechanisms, sensor fusion, and training formulations. Chapter 4 presents the shared ex-
perimental protocol and comparative analysis across representations, attention mechanisms,
optimization settings, multimodal con gurations, and geographically disjoint generalization
settings. Chapter 5 (Conclusion and Future Work) summarizes the key ndings, limitations,
and future directions.

3 Project page: https:/artest08.github.io/TopoBDA.github.io/. GitHub repository:
https://github.com/artest08/OpenLane-V2/tree/lidar_addition.

4 Workshop page: https://www.autopilot-cvpr.net/. Project page: https://artest08.
github.io/TopoMaskV3.github.io/.  GitHub repository: https://github.com/artest08/
OpenLane-V2/tree/different_splits.






CHAPTER 2

RELATED WORK

This chapter reviews prior studies across the technical dimensions most relevant to this the-
sis. Section 2.1 analyzes perspective-view to bird's-eye-view projection families, including
projection-based, depth-based, and transformer-based formulations. Section 2.2 reviews lane
divider detection, HDMap element prediction, and road topology/centerline modeling stud-
ies. Section 2.3 discusses BEV segmentation and instance-mask formulations that are di-
rectly related to the mask-based pathway of this thesis. Finally, Section 2.4 summarizes the
temporal-split leakage problem in static map evaluation and motivates geographically disjoint,
location-aware benchmarking.

2.1 Bird's Eye View Projection Methods

Taxonomy of Perspective View (PV) to Bird's Eye View (BEV) Transformation Methods

is shown in Figure 3. This gure categorizes BEV estimation approaches into ve groups,
arranged from left to right: Projection-Based Methods, Depth Estimation-Based Methods,
Transformer Encoder Methods, Transformer Decoder Methods, and MLP-Based Methods. As
the taxonomy progresses toward the right, there is a general shift from shallow, geometry-
driven techniques to deeper, learning-centric models. This trend re ects a decreasing reliance
on explicit geometric priors such as camera calibration and depth assumptions and an

Figure 3: Taxonomy of perspective-view (PV) to bird's-eye-view (BEV) transformation
methods, grouped as projection-based, depth-estimation-based, transformer-encoder-based,
transformer-decoder-based, and MLP-based approaches.



increasing dependence on neural networks to infer spatial relationships. However, this pro-
gression is not a strict separation; many methods within each category may incorporate varying
degrees of geometric reasoning. The gure is intended to illustrate a broad directional trend
rather than rigid boundaries.

2.1.1 Projection-Based Methods

Projection-based methods can be broadly categorized into voxel-to-image projection and
inverse perspective mapping (IPM), the latter being a special case where the voxel height
dimension is collapsed to a single bin. IPM-based approaches perform projection either on
the raw image or its extracted features.

2.1.1.1 Inverse Perspective Mapping (IPM)

This category involves warping either raw images or their feature representations into a bird's-
eye view (BEV) using homography transformations. For direct image warping, [11] applies a
homography matrix to raw camera images under the planar road assumption to spatially align
them with radar data for early fusion in object detection. Similarly, [12] uses homography
to directly transform uncalibrated tra ¢ camera images into BEV space, enabling 3D vehicle
detection without requiring intrinsic or extrinsic calibration.

An alternative approach applies homography transformations to image features rather than
the images themselves. Cam2BEV [13] employs xed homography matrices to project se-
mantically segmented multi-view images into BEV space, using them both as preprocessing
steps and in-network spatial transformations via non-learnable Spatial Transformer units. [14]
warps image features and semantic heatmaps into a shared BEV space under a at ground
assumption, facilitating temporally aggregated scene understanding from monocular video.

SHOT [15] advances this line of work by applying multiple homography matrices directly

to feature maps at various height levels. It introduces a soft selection module that adap-
tively selects the most appropriate transformation for each pixel, enabling precise multi-view
pedestrian detection. From the perspective of soft attention mechanisms, SHOT can also be
interpreted as a depth-aware method, as it implicitly learns depth information to assign pixels
to the correct homography level. Additionally, when viewed through the lens of multi-level
homography, SHOT shares conceptual similarities with voxel-to-image projection methods,
which will be discussed in the following section.

2.1.1.2 Voxel-to-Image Projection

In this projection, a spatial correspondence is established between the 3D voxel space and
2D image pixels. This mapping is typically performed by projecting voxel locations onto
the image plane using the camera's intrinsic and extrinsic parameters, allowing image-space
features to be associated with spatial regions in the voxel grid.
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One of the earliest implementations of this concept is the Orthographic Feature Transform
(OFT), which projects voxel regions to image space and accumulates image-based features
over these regions using integral images for e cient average pooling [16]. M2BEV [17]
constructs the voxel-to-perspective view relationship by casting rays from image pixels into
3D space and uniformly assigning features to all intersected voxels, enabling e cient 2D-to-
3D lifting without explicit depth estimation. FAST-BEV [18] further optimizes this process by
precomputing a voxel-to-image mapping via a static Look-Up Table and assigning each voxel
a feature from the rst valid camera view, enabling fast and deployment-friendly inference
through a dense voxel representation. Simple-BEV [19] performs voxel-to-image projection
by bilinearly sampling subpixel features at projected voxel locations, enabling e cient and
parameter-free feature lifting from image space.

2.1.2 Depth Estimation Based Methods

Depth estimation-based methods aim to predict the depth of image pixels and use this infor-
mation to either project them into voxel space or represent them as 3D points. These points
are then processed using point-based techniques, similar to those employed in LiDAR-based
detection frameworks.

Lift-Splat-Shoot (LSS) [20] is a widely adopted depth estimation-based method that lifts image
features into 3D space by predicting a categorical depth distribution per pixel and splats them
into a BEV grid, enabling end-to-end learning without requiring ground-truth depth supervi-
sion. BEVDet [21] enhances the LSS-based depth lifting paradigm with a modular architecture
and signi cantly improves inference e ciency by replacing the cumulative sum operation in
the view transformation with a precomputed auxiliary indexing strategy. BEVDepth [22] en-
hances BEVDet by introducing a depth supervision branch that uses LiDAR-derived ground
truth during training, while relying solely on camera inputs at inference time. BEVPoolv2
[23] further accelerates the view transformation process by eliminating the need to compute
and store large frustum features, and introduces highly optimized CUDA kernels that enable
ultra-fast inference achieving up to 15x speedup while signi cantly reducing memory con-
sumption and facilitating deployment on platforms like TensorRT. BEVDet4D [24] extends
BEVDet into the temporal domain by retaining and spatially aligning BEV features from
previous frames, enabling e cient temporal feature fusion through BEV warping and con-
catenation, which enhances motion-aware perception with minimal computational overhead.
Building on this concept of BEV-based temporal fusion, VideoBEV [25] introduces a recurrent
framework that aggregates temporally warped BEV features using convolutional kernels, en-
abling long-term temporal modeling with minimal memory and latency overhead. Built upon
LSS-based BEV feature lifting, MapUnveiler [26] introduces a clip-level inference framework
that employs compact clip tokens as temporal memory to unveil occluded map elements by
directly updating BEV features via cross-attention o ering a principled alternative to prior
temporal fusion strategies that rely on feature concatenation or convGRU-based propagation.

As a sub-branch of depth-based methods, point-based approaches utilize a depth estimation
network based on either monocular or stereo images to convert image pixels into 3D point
clouds, forming a pseudo-LiDAR representation [27, 28, 29]. These pseudo point clouds
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are then processed using LiDAR-based object detection pipelines such as AVOD [30] and
PointRCNN [31].

2.1.3 Transformer Encoder Based Methods

This category includes methods that leverage transformer encoder architectures to construct
dense bird's-eye-view (BEV) representations from multi-view images. A shared characteristic
among these approaches is the use of BEV queries that are enriched with perspective-view im-
age features through attention mechanisms, which may be either standard or deformable. To fa-
cilitate geometric reasoning across views, some methods incorporate camera-aware positional
encoding, while others embed geometric information directly into the attention mechanism
itself. These strategies enable the model to align spatial features across di erent viewpoints
and generate a coherent representation in the BEV space.

DETR3D [32] introduces learnable 3D reference points that are iteratively re ned and pro-
jected into multi-view image spaces, enabling geometry-aware feature sampling via bilinear
interpolation, where features are aggregated as a normalized average over only the visible
points. PETR [33] introduces a 3D position embedding mechanism that encodes 3D coordi-
nates into 2D image features via a multi-layer perceptron, allowing object queries to attend
directly to globally 3D-aware features and eliminating the need for online projection and bi-
linear sampling, in which DETR3D can su er from errors due to inaccurate predictions of
3D reference points. PETRv2 [34] extends PETR by introducing temporal modeling through
3D coordinate alignment across ego-motion using pose transformation, and enhances the
original static 3D position embeddings with a feature-guided position encoder that adaptively
reweights them based on image features. Di erently from the direct feature averaging mech-
anism in DETR3D, SpatialDETR [35] employs standard attention over multi-view features
and introduces camera-speci ¢ query updates, enabling more geometrically consistent cross-
view aggregation. Unlike DETR3D, which relies on single reference points and direct feature
averaging, Sparse4D [36] introduces multiple spatial-temporal keypoints per instance, hierar-
chically fuses multi-view features via learned weighted sums, and applies instance-level depth
reweighting to resolve projection ambiguity and enhance 3D detection robustness. Sparse4D
v2 [37] improves upon its predecessor by explicitly integrating camera parameters into the
feature weighting process to resolve ambiguity in multi-camera aggregation ensuring each
feature is correctly attributed to its source while introducing recurrent temporal fusion to
eliminate the need for instance memory and enable e cient long-term temporal modeling.

It also incorporates a CUDA-optimized deformable aggregation for faster, more e cient in-
ference, and dense depth supervision to enhance training stability and detection accuracy.
StreamPETR [38] proposes an object-centric temporal modeling framework where temporal
information is propagated through sparse object queries, and introduces a hybrid attention
mechanism that enables e cient long-term temporal interaction by attending to both current
and historical queries stored in a memory queue. Among these, CVT [39] represents each
BEYV feature as a query and introduces a camera-aware attention mechanism, where 3D ge-
ometric positional encodings are applied to image features to guide the interaction between
map-view queries and multi-view image representations, enabling spatial alignment across
views through learned geometric correspondences. BEVSegFormer [40] constructs dense
BEV queries and utilizes a multi-camera deformable cross-attention mechanism, where refer-
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ence points and sampling o sets are learned to guide the interaction between BEV features and
multi-view image representations without relying on camera calibration. GKT [41] constructs
dense BEV queries and introduces a geometry-guided attention mechanism, where each query
is projected into image space and interacts with locally unfolded kernel regions, enabling
e cient and spatially focused feature aggregation through coarse geometric guidance rather
than global attention over all image features. PersFormer [42] adapts the geometry-guided
projection strategy to the monocular setting by projecting BEV queries into image space and
applying deformable attention around the projected locations, replacing xed kernel guid-
ance with a more exible and learnable feature interaction mechanism. BEVFormer [43]
operates on multi-view inputs and extends the deformable attention mechanism by incorpo-
rating height-aware reference points, where each BEV query interacts with multiple sampled
locations across di erent heights, enabling spatial feature aggregation that captures vertical
structure in the scene. CFT [44] introduces a calibration-free framework that explicitly learns
reference heights from 2D positional embeddings via a Position-Aware Enhancement mod-
ule, and implicitly incorporates these height cues into query propagation to enrich attention
interactions without relying on camera parameters or geometric projection. BEVFormerV2
[45] introduces a two-stage detection framework where object proposals predicted from the
perspective view are encoded into queries and combined with learned queries to form hybrid
object queries, enhancing detection accuracy by jointly leveraging image-level and BEV-level
representations. StreamMapNet [46] employs a dual-path temporal modeling framework that
propagates historical information through top-K sparse queries and dense BEV features
where the latter are fused via a GRU-based module and utilizes BEVFormer [43] as the
BEV feature extractor to generate temporally consistent vectorized HD maps in an online
setting. SQD-MapNet [47] builds upon BEVFormer [43] as its BEV feature extractor and
introduces the Stream Query Denoising (SQD) strategy, which enhances temporal consistency
in HD map construction by injecting noise into the ground truth of the previous frame to
simulate stream query predictions and guide the model in learning robust temporal associa-
tions. MapTracker [48] formulates HD map construction as a tracking problem and introduces
a dual-path temporal design that combines BEV memory fusion with motion-aware query
propagation, enabling long-range context and persistent element identities similar in spirit
to MOTR's track-query idea [49] but tailored for structured map elements rather than objects.

2.1.4 Transformer Decoder-Based Methods

This category does not explicitly construct a Bird's Eye View (BEV) geometry. Instead, it
leverages the transformer decoder in a manner similar to standard 2D architectures, with the key
di erence being the ability to attend to multiple views simultaneously. Transformer encoder-
based methods can incorporate specialized positional encodings into perspective features or
utilize predicted 3D information as positional priors during the attention mechanism. This
enables a more informed and spatially-aware feature aggregation across views.

DETR3D [32] introduces learnable 3D reference points that are iteratively re ned and pro-
jected into multi-view image spaces, enabling geometry-aware feature sampling via bilinear
interpolation, where features are aggregated as a normalized average over only the visible
points. PETR [33] introduces a 3D position embedding mechanism that encodes 3D coordi-
nates into 2D image features via a multi-layer perceptron, allowing object queries to attend
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directly to globally 3D-aware features and eliminating the need for online projection and bi-
linear sampling, in which DETR3D can su er from errors due to inaccurate predictions of
3D reference points. PETRv2 [34] extends PETR by introducing temporal modeling through
3D coordinate alignment across ego-motion using pose transformation, and enhances the
original static 3D position embeddings with a feature-guided position encoder that adaptively
reweights them based on image features. Di erently from the direct feature averaging mech-
anism in DETR3D, SpatialDETR [35] employs standard attention over multi-view features
and introduces camera-speci ¢ query updates, enabling more geometrically consistent cross-
view aggregation. Unlike DETR3D, which relies on single reference points and direct feature
averaging, Sparse4D [36] introduces multiple spatial-temporal keypoints per instance, hierar-
chically fuses multi-view features via learned weighted sums, and applies instance-level depth
reweighting to resolve projection ambiguity and enhance 3D detection robustness. Sparse4D
v2 [37] improves upon its predecessor by explicitly integrating camera parameters into the
feature weighting process to resolve ambiguity in multi-camera aggregation ensuring each
feature is correctly attributed to its source while introducing recurrent temporal fusion to
eliminate the need for instance memory and enable e cient long-term temporal modeling.

It also incorporates a CUDA-optimized deformable aggregation for faster, more e cient in-
ference, and dense depth supervision to enhance training stability and detection accuracy.
StreamPETR [38] proposes an object-centric temporal modeling framework where temporal
information is propagated through sparse object queries, and introduces a hybrid attention
mechanism that enables e cient long-term temporal interaction by attending to both current
and historical queries stored in a memory queue. MUTR3D [50] draws inspiration from
MOTR's query-based temporal association [49] and DETR3D's 3D-to-2D projection mecha-
nism [32], extending persistent track queries into multi-camera 3D space to achieve end-to-end
detection and tracking without post-processing.

2.2 Perception and Mapping of Stationary Elements in Autonomous Driving

This section summarizes the literature on three key aspects of autonomous driving and ad-
vanced driver-assistance systems (ADAS): Lane Divider Detection, HDMap Element Pre-
diction, and the Road Topology Problem and Centerline Concept. Lane Divider Detection
focuses on accurately identifying lane boundaries to ensure safe and reliable vehicle naviga-
tion. HDMap Element Prediction, which also encompasses lane divider detection, involves
forecasting the presence and attributes of high-de nition map elements. These studies often
utilize multi-camera setups that provide 360-degree coverage, which is essential for precise
localization and path planning. Additionally, the Road Topology Problem and Centerline Con-
cept, both integral to HDMap Element Prediction, address the challenges of understanding and
representing the road network's structure. Together, these components form the backbone of
contemporary research aimed at enhancing the safety and e ciency of autonomous vehicles.

2.2.1 Lane Divider Detection

Lane divider detection methods can be categorized into two primary subcategories: perspective
view methods and 3D lane divider methods.
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2.2.1.1 Perspective View Methods

Perspective view (PV) methods focus on detecting lane dividers from the PV and projecting
them onto the ground using a homography matrix under the at surface assumption. Despite
the presence of various lane divider instances, semantic approaches are practical and e ective,
assuming a constant number of lane divider instances (€'deft] 2"9 left, 1t right, 2"

right lane dividers). SCNN [51] adheres to this methodology and introduces a module that
sequentially processes the rows and columns of the feature map. UFLD [52] transitions the
formulation from pixel-based to grid-based, proposing row-based and column-based anchor
formulations to enhance inference speed. LaneATT [53], inspired by object detection studies,
devises an anchor concept speci cally for lanes. The emergence of the CurveLanes dataset
[54] has led to the adoption of instance-segmentation-based methods for the PV domain.
CondLaneNet [55] introduces lane-speci ¢ methodologies such as o set prediction and row-
wise formulation on top of the instance mask formulation in the PV domain. PolyLaneNet [56]
and BezierLaneNet [57] employ polynomial and Bezier curve representations, respectively, to
reduce post-processing e orts and improve curve learning.

2.2.1.2 3D Lane Divider Methods

Recent studies have shifted towards directly predicting the 3D locations of lane dividers with
the introduction of 3D lane divider datasets such as [58], OpenLane [42], and Apollo 3D
Synthetic Lane [59]. This approach addresses the limitations of PV methods, speci cally the
at world assumption due to the absence of depth information. Persformer [42] utilizes a
deformable attention-based decoder with Inverse Perspective Mapping (IPM) and formulates
a 3D anchor concept. CurveFormer [60] employs a sparse query design with a deformable
attention mechanism and predicts polynomial parameters in the BEV domain. BEV-LaneDet
[61] uses a keypoint concept with predicted o sets and groups the keypoints of the same
lane instance with an embedding concept. PETRV2 [34] extends its sparse query design for
lane detection. M2-3DLaneNet explores the bene ts of integrating lidar and camera sensors.
Another study [62] follows an instance-o set formulation in the BEV domain and aggregates
o sets with a voting mechanism. LATR [63] introduces an end-to-end 3D lane detection
framework that directly detects 3D lanes from front-view images using lane-aware queries and
dynamic 3D ground positional embedding, signi cantly improving accuracy and e ciency
over previous methods. GLane3D [64] utilizes a graph-based approach with keypoints and
directed connections, achieving enhanced cross-dataset generalization performance.

2.2.2 HDMap Element Prediction

The prediction of High-De nition Map (HDMap) elements, such as lane dividers, road
dividers, and pedestrian crossings, is essential for autonomous driving. Various methods
have been developed to enhance the accuracy and e ciency of HDMap element prediction.
HDMapNet [1] transforms Bird's Eye View (BEV) semantic segmentation into BEV instance
segmentation through extensive post-processing, leveraging predicted instance embeddings
and directional information. VectorMapNet [2] introduces an end-to-end vectorized HD map

15



learning pipeline that predicts sparse polylines from sensor observations, explicitly modeling
spatial relationships between map elements, thus eliminating the need for dense rasterized
segmentation and heuristic post-processing. Contrary to the autoregressive structure of Vec-
torMapNet, MapTR [3] directly predicts points on polylines or polygons using a permutation-
invariant Hungarian matcher, combining point query and instance query concepts, achieving
real-time inference speeds and robust performance in complex driving scenes. InstaGraM
[65] rede nes polyline detection as a graph problem, where keypoints are vertices and their
connections are edges, leveraging graph neural networks to enhance accuracy and robust-
ness. MGMap [66] uses instance masks to generate map element queries and re ne features
with mask outputs, signi cantly improving performance over baseline methods. MapVR [67]
rasterizes MapTR outputs and applies instance segmentation loss to address keypoint-based
method limitations, enhancing performance without extra computational cost during infer-
ence. ADMap [68] employs instance interactive attention and vector direction di erence loss
to reduce point sequence jitter, enhancing map accuracy and stability. BeMapNet [69] models
map elements as multiple piecewise curves using Bezier curves, eliminating the need for
post-processing and achieving superior performance on existing benchmarks. To address the
ine ciencies of uniform point sampling, PivotNet [70] introduces a vectorized pivot learning
paradigm that focuses on predicting critical geometric keypoints such as corners and end-
points thereby enabling a more compact and shape-aware representation. StreamMapNet
[46] explores the temporal aspects of HDMap element prediction, using temporal information
as propagated instance queries and warped BEV features in a recurrent manner. MapTracker
[48] formulates mapping as a tracking task, maintaining multiple memory latents to en-
sure consistent reconstructions over time, signi cantly outperforming existing methods on
consistency-aware metrics. Recent advancements include PriorMapNet [71], which enhances
online vectorized HD map construction by incorporating priors, and HIMap [72], which inte-
grates point-level and element-level information to improve prediction accuracy. Additionally,
the Multi-Session High-De nition Map-Monitoring System [73] employs machine learning
algorithms to track and update map elements across multiple sessions, ensuring HD maps
remain accurate and up-to-date. The Ultra-fast Semantic Map Perception [74] leverages both
camera and LiDAR data to achieve real-time performance, featuring an orthogonal projec-
tion subspace for fast semantic segmentation and a Bayesian framework for enhanced global
semantic fusion.

2.2.3 Road Topology Problem and Centerline Concept

Road topology refers to the interrelationships among lanes, as well as their connections to
tra c lights and signs. However, using lane dividers for this problem is ine cient, as each

lane requires two separate lane dividers. Consequently, the concept of centerlines has emerged
as a more e cient and natural representation of lanes.

2.2.3.1 Centerline Concept

STSU [4] introduced a novel approach for extracting a directed graph of the local road network
in bird's-eye-view (BEV) coordinates from a single onboard camera image, signi cantly
improving tra ¢ scene understanding. CenterLineDet [75] uses a transformer network to
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detect lane centerlines with vehicle-mounted sensors, e ectively handling complex graph
topologies such as lane intersections. LaneGAP [76] models lane graphs path-wise, preserving
lane continuity and improving the accuracy of lane graph construction. MapTRV2 [77]
enhances centerline prediction e ciency by treating lane centerlines as paths and incorporating
semantic-aware shape modeling. SMERF [78] integrates Standard De nition (SD) maps
by tokenizing map elements using a transformer encoder, and employs these tokens in the
cross-attention mechanism of a transformer decoder to improve lane detection and topology
prediction. In contrast, TopoSD [79] uses both map tokens and feature maps extracted from SD
maps to enrich BEV features. SMART [80] uniquely leverages SD and satellite maps to learn
robust map priors, enhancing lane topology reasoning for autonomous driving without relying
on consistent sensor con gurations. LaneSegNet [81] introduces the concept of lane segments,
combining geometry and topology information to provide a comprehensive representation of
road structures.

2.2.3.2 Road Topology

TopoNet [82] proposes a graph neural network architecture that models the relationships
between centerlines and tra ¢ elements. Itincorporates prior relational knowledge to enhance
feature interactions. TopoMLP [83]introduces an advanced pipeline for understanding driving
topology by incorporating lane coordinates into the topology framework and using an L1 loss
function to re ne the interaction points. CGNet [84] focuses on preserving the continuity
of centerline graphs and improving topology accuracy through modules like Junction Aware
Query Enhancement and Bezier Space Connection. Topo2D [85] integrates 2D lane priors to
improve 3D lane detection and topology reasoning. TopoLogic [86] proposes managing lane
topology relationships by combining geometric lane distance with similarity-based topology
relationships. TopoFormer [87] introduces a lane aggregation layer that leverages geometric
distance in driving self-attention, along with a counterfactual intervention layer to improve
reasoning by considering alternative scenarios and their causal impacts.

2.3 Segmentation Methods on the BEV domain

Semantic segmentation within the Bird's Eye View (BEV) domain has been extensively
explored in numerous studies [20, 43, 17, 39, 40], addressing both dynamic and static objects,
such as vehicles, lane dividers, and drivable areas. A signicant limitation of semantic
segmentation is its inability to distinguish between di erent instances. Fiery [88], inspired
by Panoptic Deeplab [89], detects dynamic objects using an instance segmentation approach
within the BEV domain. MapTRV2 [77], and GeMap [90] employ semantic segmentation
as an auxiliary loss. FipTR [91] utilizes a transformer-based instance mask formulation
to match vehicles across di erent time frames. Drawing from MaskDINO [92], MachMap
[93] adapts the instance-mask formulation to MapTR [3] for detecting polyline structures
in the BEV domain, but it lacks a comprehensive comparative analysis of instance mask
formulation with other methodologies. LaneSegNet [81] employs transformer-based BEV
instance segmentation as an auxiliary loss, utilizing a mask head similar to TopoMask. UniAD
[94] also adopts a transformer-based instance mask formulation to generate queries for road

17



map elements, inspired by Panoptic Segformer [95]. Diverging from existing literature, our
study, TopoMask, aims to directly predict polylines from instance mask representation through

a designed post-processing method rather than using an instance mask head for auxiliary loss
or query generation. This approach facilitates the fusion with other polyline representations,
such as the Bezier representation.

2.4 The Pitfall of Temporal Splits: Geographic Data Leakage in Static Map
Evaluation

The challenge of robustly evaluating static map perception has been an emerging concern,
with early work implicitly identifying aws in standard benchmarks. For instance, the au-
thors of UniFusion [96], in their work on spatial-temporal representation, diverged from
the standard temporal split. They instead proposed their own city-based split to eval-
uate static map segmentation. Speci cally, they trained on “singapore-queenstown' and
“singapore-hollandvillage', while the validation split included both a held-out Singapore lo-
cation (“singapore-onenorth') and, crucially, a geographically distinct city (‘boston-seaport’).
This explicit inclusion of a novel city was designed to test true geographic generalization,
demonstrating an early recognition that this is essential for a robust assessment of a model's
ability to generalize in static environments.

This critical issue of data leakage was later highlighted and formalized by Yuan et al. [46]
in their work introducing StreamMapNet. They explicitly demonstrated that conventional
temporal splits, common in popular benchmarks, result in signi cant geographic overlap
between training and evaluation sets. This overlap is particularly problematic for static map
elements like lane dividers or road boundaries. It allows a model to achieve high performance
by simply memorizing the geometry of a specic, seen location rather than learning the
general task of mapping. This problem of rewarding memorization masks a model's true
generalization capabilities and may be less critical for dynamic object detection, where
targets are not xed to a location.

Building directly on this critique, Lilja et al. [97] further formalized this data leakage problem.
They argued that to rigorously test a model's true generalization, evaluation must be conducted
on geographically novel areas. To this end, they proposed a formal methodology and a new
set of geographically distinct splits for existing datasets. These splits were designed for two
distinct scenarios: Near Extrapolation (in-city splits), which removes geographic overlap
but keeps the training and test sets within the same city, and Far Extrapolation (across-city
splits), which uses entirely separate cities for training and testing. This approach explicitly
prevents spatial overlap, thereby compelling models to generalize their learned representations
to entirely unseen locations and providing a much more robust and realistic measure of
performance for static map learning.
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CHAPTER 3

METHODOLOGY

This chapter presents the uni ed technical framework developed for online road topology
construction. The methodology is structured as a modular, end-to-end pipeline designed to
transform multi-camera perspective-view inputs into a comprehensive, relational 3D map of
the environment. By integrating advancements in structural representation, geometric-aware
attention mechanisms, multi-modal sensor fusion, and training techniques, the architecture
provides a robust solution for real-time autonomous mapping that bridges the gap between
rasterized segmentation and parametric vectorization.

To keep the methodological ow explicit, the chapter is organized in three layers. First,
the uni ed system view is de ned through the architecture, scope, and phase progression
(Sections 3.1 3.3). Second, the core method components are formalized, including BEV con-
struction, ow-aware mask representation, 3D mask enrichment, and Bezier-guided attention
(Sections 3.4 3.7). Finally, decoder-level execution and optimization strategies are described
(Sections 3.8 and 3.9).

3.1 Architecture Overview

The uni ed framework is designed as a multi-task system comprising four primary branches,
often referred to as heads: centerline detection, tra c element detection, centerline-to-
centerline (C2C) topology estimation, and centerline-to-tra ¢ element (C2TE) topology
estimation. This modular approach allows for the simultaneous extraction of geometric
structures and the directed or undirected graphs that govern their semantic relationships.

As illustrated in Figure 4, the high-level architecture adopts an instance-query-based design
utilizing two distinct transformer decoders to process di erent environmental entities. The
process initiates with the extraction of perspective-view features from # multi-camera images,
which are then projected into a uni ed Bird's Eye View (BEV) feature map F. This shared
coordinate space serves as the common ground for spatial reasoning.

The core of the system relies on the interaction between learnable queries and extracted features
through specialized transformer decoders:
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Figure 4. Overview of the uni ed road topology perception framework. The pipeline integrates
multi-view perspective backbones, BEV feature extraction, and parallel transformer decoders
for tra ¢ element and centerline instances. Task-speci c heads generate parametric curves
(Bezier), rasterized masks, and relational topology graphs.

Tra ¢ Element Transformer: This decoder utilizes tra ¢ element queries that inter-
act speci cally with the perspective-view features of the front-view frame to identify
elements such as tra c lights and signs.

Centerline Transformer: This decoder utilizes centerline queries that interact with
the uni ed BEV features to reason about the 3D geometry and connectivity of the road
network.

These queries are iteratively re ned through their respective transformer decoders to drive
specialized prediction heads. The centerline detection branch is uniquely exible, supporting
both parametric paths via a 3D Bezier Head and raster-to-vector paths via a 3D BEV Mask
Head enriched with quad-direction labels, dense o set elds, and height maps. The 3D BEV
Mask Head is indicated as an optional component because it requires heavy post-processing
operations; however, it can be strategically utilized as an auxiliary head during the training
phase to improve the performance and convergence of the 3D Bezier Head. Furthermore,
the 3D BEV Mask Head can be particularly bene cial when fused with the 3D parametric
Bezier head for speci c scenarios, and shown to be bene cial especially in geographically
non-overlapping split con gurations.
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In addition to the centerline detection branches, the framework includes a 2D tra c ele-
ment branch which predicts 2D bounding boxes for entities such as tra ¢ signs and lights.
Relational understanding is achieved through two dedicated topology branches: the trac
element-centerline topology branch, which is estimated via the interactions of centerline
and tra c element queries, and the centerline topology branch, which estimates the directed
connectivity between centerlines via the interactions of centerline queries with each other.

3.2 Scope and Technical Novelty

Building upon the general architecture described in Section 3.1, it is essential to delineate
the speci c technical contributions and the scope of this research. While the uni ed frame-
work addresses the complete road topology problem including tra ¢ element detection and
relational reasoning the primary focus of this study is the systematic improvement of the
centerline detection task. Although the training objectives and evaluation metrics encompass
tra c element detection to ensure a comprehensive environmental model, the centerline serves
as the fundamental geometric skeleton of the road network. Consequently, the innovations
proposed herein for centerline detection inherently and indirectly enhance the reliability of
downstream relational tasks, speci cally centerline-to-centerline (C2C) and centerline-to-

tra c element (C2TE) topology estimation.

The primary technical novelties of this study, as represented in the architectural framework
(Figure 4), are categorized as follows:

Innovation in Structural Representation: This study introduces the 3D BEV Mask

Head for the rst time in the literature of road topology understanding and centerline
detection. We provide an extensive analysis of the bene ts of mask-based representa-
tions, exploring both their direct utility for standalone 3D prediction and their indirect
bene ts as auxiliary training signals.

Geometric Attention and Feature Extraction: We analyze and propose signi cant
improvements to the attention mechanisms within the transformer decoders of cen-
terline queries. This includes the introduction of geometric-aware sampling strategies,
such as Bezier Deformable Attention, designed to better capture the thin, elongated
structures of road lanes. Furthermore, we introduce optimizations to the BEV feature
extraction process, speci cally enhancing the spatial resolution of the voxel-to-BEV
transformation via multi-height binning.

Comprehensive Sensor Fusion Study: Apart from structural improvements, this re-
search conducts a rigorous analysis of multi-modal sensor fusion. We evaluate the
impact of integrating LiIDAR, Radar, and Standard De nition (SD) Maps with cam-

era data across various con gurations, establishing the critical role of multi-modal inputs
for long-range perception robustness.

Optimization and Training Strategies: We investigate various training strategies
and matching techniques designed to enhance the convergence and performance of
centerline-focused transformer architectures. These include re ned bipartite matching
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protocols using Mask-L1 mix matchers and auxiliary one-to-many set prediction losses
tailored for road topology.

Evaluation Rigor and Benchmarking: Beyond architectural and optimization con-
tributions, this study identi es signi cant aws in existing evaluation metrics and
temporal split protocols. To address these, we propose and test new benchmarks using
geographically distinct splits and extended perception ranges ( 100m) to assess the true
generalization and robustness of road topology models in real-world environments.

3.3 General Study Overview

The methodology developed in this thesis represents a systematic evolution of an online road
topology perception framework, with each phase building upon the instance-query concept
to represent environmental entities. The research progressed through three distinct yet inter-
connected stages, each introducing speci ¢ structural and mechanical innovations to improve
the delity, e ciency, and robustness of HDMap construction. By transitioning from founda-
tional raster-based representations to advanced geometric attention and robust 3D standalone
prediction, this study provides a comprehensive solution for real-time autonomous mapping.

3.3.1 Phase I: Foundational Mask-Based Representation

The initial phase of this research established a paradigm for generating directed road polylines
directly from instance masks. Asillustrated in Figure 5, this framework utilizes mask-attention
based transformer decoder. In this design, the mask representation is primarily 2D and relies
on a specialized post-processing step to convert rasterized outputs into vector format. The
core innovation lies in the use of ow-aware instance masks enriched with a quad-direction
label representation to preserve tra c directionality. The fusion of the Bezier and Mask heads
are also analyzed in this study [3].

Figure 5: Overview of the Centerline Prediction in the TopoMask Architecture. The
process starts with Bird's Eye View (BEV) Feature Extraction, projecting features from multi-
view images onto a uni ed coordinate system. Then, the masked-attention-based transformer
decoder creates ow-aware instance masks, which are converted into centerlines through a
guad-direction label-aware post-processing step. To further improve centerline prediction, a
Bezier Head is incorporated, and a fusion block is used to combine both representations.
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3.3.2 Phase Il: Geometric Attention and Auxiliary Mask Usage

The second phase shifted focus toward the optimization of the perception mechanism by
bridging the gap between parametric regression and spatial attention. Following the instance-
query approach established in the previous stage, each query corresponds to a single centerline
instance to improve computational e ciency, as shown in Figure 6. This stage also utilizes
transformer decoder but with Bezier Deformable Attention (BDA), where predicted Bezier
control points guide the transformer decoder's sampling process. Notably, the mask structure
is evolved from a primary output to an auxiliary loss formulation. This indirect utilization

of instance masks during training enhances the accuracy and convergence of parametric
Bezier predictions without being utilized during inference. The sensor fusion and various
optimization strategies to train the transformer of centerline queries are also explored within
this phase [9].

Figure 6: Overview of the TopoBDA Architecture. The architecture is based on the instance
qguery concept where extracted BEV features are fed into a transformer decoder. The decoder
outputs Bezier control points for each query, which are then converted into centerline instances
via matrix multiplication. Additionally, each centerline query predicts instance masks primar-
ily for auxiliary loss and training enhancement during the training phase.

3.3.3 Phase lll: Standalone 3D Perception and Generalization

The nal phase evolved the framework into a standalone 3D predictor capable of robust per-
formance in geographically diverse environments. As depicted in Figure 7, this architecture
signi cantly improves the previous mask design by transitioning it into a standalone 3D repre-
sentation. This is achieved by integrating dense o set elds to correct inherent discretization
artifacts and dense height maps to provide height localization. This comprehensive set of
dense outputs enables the generation of high- delity 3D centerline instances directly from the
mask head. Futhermore, the geographic overlap problem of the existing benchmarks is pointed
out and various non-overlapping benchmarks are introduced. Additionally, to understand the
bene ts of multi-modal fusion, the long range benchmark has been introduced also in this
phase. Finally, the fusion of outputs of parametric bezier head and 3D mask head has been
readdressed within this phase [10].
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Figure 7: TopoMaskV3 Architecture Overview. The method adopts an instance-query-based
design where uni ed BEV features are processed by a transformer decoder to predict binary
masks, quad-direction labels, 2D o sets, and height maps. An improved quad-direction-aware
post-processing step then converts these dense 3D outputs into nal centerline instances.

3.4 Bird's Eye View Feature Extraction

Following the phase-level summary in Section 3.3, this section de nes the shared feature-
construction modules used by all centerline pipelines before moving to representation-speci ¢
heads and decoder designs.

The construction of a uni ed Bird's Eye View (BEV) feature map, denoted as F, serves as

a critical prerequisite for spatial reasoning and relational modeling in road topology tasks (see
Figure 4, 5, 6, 7). The pipeline generates this top-down representation by processing a set of
# multi-camera images ﬂggzl. Initially, a shared backbone encodeg.5s utilized to extract
perspective-view featuresf, = 54+1l¢® from each camera view. These perspective features
are then aggregated and projected into a uni ed, top-down BEV space through a projection

module 5, ,yielding the nal featuremapk. 2R *+ - + . This function can
be implemented via Lift-Splat-Shoot (LSS) [20, 21, 22], transformers [43, 41, 39, 38], or other
projection techniques [18, 17, 19]. This projectionisde nedas F= 5. fF %+Bg§:1°.

The projection function 5 is primarily instantiated using the Lift-Splat-Shoot (LSS)
paradigm [20] in our study. This methodology acts as a general framework to "lift" 2D image
features into 3D frustums by predicting categorical depth distributions for every pixel. The
resulting weighted features are then "splatted" onto a prede ned BEV grid through a voxel
pooling operation. To address inherent limitations such as the loss of vertical spatial granularity
in standard implementations, an enhanced multi-height bin con guration is integrated into
the pooling process. Unlike conventional pillar-based assumptions that collapse height into
a single bin, this approach employs discrete vertical bins to preserve spatial granularity.
This modi cation encodes richer 3D structural information, which is essential for accurate
centerline localization and height estimation in complex road geometries. The details of this
implementation are explained in Section 3.4.1.

3.4.1 Multi-height Bin Implementation in Lift Splat Technique

The Lift Splat (LSS) technique is employed for BEV feature extraction in this study. In this
stage, LSS [20] converts multi-camera image features into BEV features. The LSS technique
projects pixels into the 3D world coordinate system through depth estimation, and the voxel
pooling algorithm aggregates projected 3D world coordinates, converting them into BEV
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Figure 8: Voxel Feature Aggregation Comparison. The gure demonstrates the voxel ag-
gregation techniques under the regular pillar assumption and the multi-height bin assumption.
The proposed multi-height bin assumption encodes more information by preserving the prac-
ticality of the regular pillar assumption.

features. Studies utilizing LSS, such as BevDet [21] and BevDepth [22], adhere to the vertical
columns (pillars) assumption and do not employ multiple height bins (see Figure 8). However,
it can be argued that the pillar assumption is inadequate for e ciently encoding voxel space,
as height information is lost during the pooling stage.

Our study proposes enhancing centerline prediction performance by transforming the voxel
pooling structure in the LSS technique into multiple bins. The outputs from these bins
are then concatenated in the channel dimension, allowing for improved polyline prediction
while retaining the practicality of the pillar assumption. The di erence between the pillar
assumption and multi-height bin implementation is illustrated in Figure 8. Furthermore, this
study examines the optimality of the current lower and upper height limits of voxel space in
the literature and explores better height limits for centerline prediction.

3.4.2 Fusion Methodology

Sensor fusion for road topology understanding has not been extensively explored in the
literature. The sensor and SDMap fusion pipeline used in this study is illustrated in Figure 9.
For this aim, camera and lidar features are rst concatenated in the voxel space to preserve
spatial granularity. This approach diers from BEVFusion studies [98, 99, ], which
typically perform fusion directly in the BEV space. The resulting multi-modal voxel features
are merged by attening the height and channel dimensions, followed by a 2D convolution
to obtain BEV features. Although radar features are also fused in the voxel space, they
are omitted from Figure 9 for clarity. SDMap fusion is performed separately in the BEV
domain, where SDMap features are concatenated with the BEV features derived from other
sensors. The mathematical formulation of the fusion pipeline, including voxelization, multi-
modal concatenation, and SDMap integration, is detailed in Supplementary Section B.2 of the
supplementary materials.

Letfl ggzldenote the multi-camera inputs and lgt.foe the perspective-view backbone. The
extracted perspective-view features are rst projected into voxel space by the BEV construction
module:

fF o640og = Foos 11 gy O— Roxelcam= fvoxel™TF 06+G=°— (1)
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Figure 9: Sensor fusion pipeline in the TopoBDA architecture.

where Roxelcam 2 R bev: vev/  cameragnd e corresponds to the multi-height-bin LSS-
based voxelization described earlier.

LiDAR and radar are represented in the same voxel coordinate system and concatenated with
the camera voxel tensor:

Fsensors= concat!Koxeicant RoxelRadar RoxelLidar®® (2)

The height and channel dimensions are then attened and projected to BEV by a 2D convolu-
tion:
Foev = fconv2Fsensor?® 3

When a dedicated LIDAR encoder is used, raw LIDAR points are rst processed4yd.g.,
SECOND [101]) before voxel-space concatenation.

If SDMap is enabled, rasterized map layerggtM° are encoded in BEV space and fused
after sensor aggregation:

Fspmap = fspmap'l maptM°°— FraiBev = fconv2tconcatfpev— Fspmap’®* 4)

This yields the nal BEV tensor used by the centerline decoder. The appendix (Supplementary
Section B.2) retains the full step-by-step derivation, including feature dimensions and the
explicit SDMap rasterization details.
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Figure 10: Quad-Direction Labels Encoding This gure demonstrates the creation of quad-
direction labels, which encode the ow information of centerlines. These labels are up, down,
left, and right. To generate these labels, a voting mechanism is applied between consecutive
centerline points. In cases of equal votes, the nal decision is based on the angle between the
start and end points of the centerline.

3.5 Quad-direction Label Representation

After BEV feature construction, the next requirementis a ow-aware centerline representation.
This section de nes the quad-direction label mechanism and its mask-decoder realization,
which later connects to both post-processing and auxiliary supervision.

In the context of the road topology problem, comprehending the ow information of each
centerline is crucial. However, traditional mask representations lack this ow information.

To address this limitation, we propose the quad-direction label representation, which endows
instance masks with ow-aware functionality. The generated quad-direction labels are treated
as semantic information for the ow-aware mask instances and are trained using a cross-
entropy classi cation loss. For simplicity, the quad-direction labels are de ned as up, down,
left, and right. Figure 10 illustrates the process of determining the quad-direction labels for
each centerline instance. The input to this process is the centerline instances, and the output
is the quad-direction labels, which are utilized as semantic information for the centerlines.

The quad-direction label representation utilizes majority voting to assign direction labels to
each centerline, as illustrated in Figure 10. Initially, the direction votes between consecutive
points of the same centerline instance are determined along each axis. Each consecutive point
pair casts up or down votes on one axis and left or right votes on the other axis. Subsequently,
majority voting is conducted across all directions to ascertain the nal quad-direction label. In
instances where the number of votes from the two axes is equal, the direction label is assigned
based on the angle between the start and end points of the centerline.

3.5.1 Instance Mask Formulation in Transformer Decoder

To achieve this, centerlines are converted into masks using a parameter, in the BEV domain.
Utilizing the generated ground truth instance masks, each centerline query in the transformer
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Figure 11: The implementation of instance mask formulation in the decoder design. Query
embeddings are converted to mask embeddings by MLP layers. The dot product between BEV
features and mask embeddings generates a pre-mask map, which is iteratively summed across
layers to produce the nal pre-mask map

decoder predicts both Bezier control points and a mask probability map for each centerline
instance (Figure 11). Supplementary Algorithm 1 in Section B.7 demonstrates the algorithmic
details about the mask probability map generation within the TopoBDA transformer decoder.

The mask probability map generation in the decoder follows several steps:

1. Mask Embedding Generation: The mask embeddings are generated from the query
embeddings using an MLP:

1-0
’

Elop. =MLP. Egpantr (5)

where EL;OOB: is the mask embedding at layer ; an@o&mls the query embedding at
layer ;.

2. Pre-mask Map Generation: A dot productis applied betweenthe BEV features (B
and the mask embedding to generate the pre-mask map:

1-0 1-0
’ i

I:’<OB: =F 4 E<OB: - (6)

1-0
where P’

2og: IS the pre-mask map at layer ;.

3. Summation of Pre-mask Maps: In consecutive layers, pre-mask maps are summed to
re ne the mask embeddings at each layer:

1;0 _ 1; 10 1;0
P<OB: - P<OB: P <0B: (7)
where Fi;SB: is the pre-mask map at layer ?;;(%0: is the pre-mask map from the

. o TR
previous layer and 1903: is initialized to zero.
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Figure 12: Quad-Direction Label-Aware Post-Processing The gure provides an overview

of the technigue, which converts ow-aware instance masks into centerlines. During the
rst and second stages of this technique, the mask representation is transformed into sparse
BEV points. In the third stage, these points are ordered using quad-direction labels, thereby
encoding the ow information of the centerlines.

4. Mask Probability Map: The sigmoid function is used to obtain the mask probability
maps from the pre-mask maps:
M

1-0 1-0
’

oas1= TP Jog. O (8)

where M

> a>1 IS the mask probability map at layer ; and f is the sigmoid function.

3.5.2 Quad-direction Label Aware Post Processing Technique

This structure is mainly utilized in TopoMask architecture and slightly modi ed within the
TopoMaskV3 architecture. The TopoMask architecture (See Figure 5) aims to propose a
ow-aware mask representation for each centerline. Each centerline is de ned as a sequence
of ordered 3D points, where the 3D points denote precise locations, and the order of the
points indicates ow information. Although the ow-aware mask representation encodes this
information, it does not precisely represent the centerline. A post-processing stage is then
used to transform the ow-aware mask representation into a centerline representation. This
proposed quad-direction label-aware post-processing part consists of three stages, as shown
in Figure 12.

In the rst stage, called probability-aware center point extraction, row-wise and column-wise
BEV location expectations are calculated from the mask probability maps of the BEV domain,
which is inspired by [52]. Assuming that the BEV mask prediction size is HW, there is a
probability map of mask prediction P 1G— H° for every centerline instance where G and H denote
the vertical and horizontal positions, respectively. From this probability map, depending on the
masking threshold ?, a foreground mask M*G— H? is calculated. In the row-wise BEV location
expectation implementation, the corresponding H coordingferrRevery G coordinate (row)

is calculated by

_ O piG-HoMIG-HOH
Re= o PTG~ HOM1G—HP

and the resulting pointg&, = :G—R°. The score of the extracted poingSis P :G—b&° ,
where P1G— HC is the probability map and bOc is the oor operation and preferred for simplicity.
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However, to accept thed? as a valid point, the condition o5r; | ? should be satis ed.
Similarly, the column-wise BEV location expectation can estimate the pqintthe score
Sc,, and the validity \¢,,. Bene tting from the quad-direction labels (see Section 3.5),
row-wise BEV location expectation is applied for up/down directions, and column-wise BEV
location estimation for left/right directions instead of utilizing both for all directions, leading
to better computational e ciency.

The second stage involves center point ne-tuning. In this stage, polynomial tting and arc
interpolation techniques are employed to enhance accuracy and reduce the number of points.
Polynomial tting mitigates noise in outliers and localization errors in segmentation to some
extent. Arc interpolation ensures equally spaced points in the BEV domain. Sparsi cation is
then applied to remove redundant information in the point set, which is essential for e ciency.

The third stage is quad-direction label-aware center point sorting. The output of the second
stage consists of unordered point sets. In this stage, point sets are ordered according to the
predicted quad-direction labels, which encode the ow information. For up and down direction
labels, the points in a point set are ordered along one axis (the vehicle's G axis in its coordinate
system). Conversely, for left and right direction labels, the points are ordered along the other
axis (the vehicle's H axis in its coordinate system).

3.6 Enriching Mask Head into 3D Standalone Method

Building on the 2D ow-aware mask formulation in Section 3.5, this section formalizes how
the mask path is extended into a standalone 3D predictor through o set re nement, height
estimation, and curve reconstruction.

In this section, we present the technical framework for transforming the instance mask for-
mulation into a robust 3D standalone prediction method. While instance masks provide a
powerful way to represent road elements in a rasterized format, they are typically limited by
the resolution of the Bird's Eye View (BEV) grid and the lack of explicit height information.

To overcome these limitations, the developed instance mask formulation has been enriched by
a dense-o set eld and height prediction mechanisms.

Asiillustrated in the general architecture overview in Figure 7, this enrichment allows the model
to bridge the gap between discrete pixel-wise segmentation and continuous 3D vectorization.
By predicting a dense-o set eld for each mask instance, the system can precisely localize
centerline points beyond the xed grid boundaries, e ectively correcting discretization arti-
facts. This approach enables the mask-based pathway to function as a high- delity standalone
3D vectorizer, ensuring geometric consistency and accuracy in complex road environments
without requiring a primary parametric regression head.

3.6.1 Prediction Heads of TopoMaskV3

TopoMaskV3 utilizes a sparse query design, where each query corresponds to a distinct
centerline instance. As illustrated in Figure 13, the decoder has ve prediction heads:
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Figure 13: TopoMaskV3 Decoder Architecture. Each sparse query is decoded by ve
parallel heads, each predicting a di erent centerline attribute.

Classi cation Head: Predicts the quad-direction label, which is critical for de ning
the directional ow, ordering the re ned points, and determining the primary axis of
polynomial tting (Section 3.6.4).

Mask Head: Produces the mask probability map M-1. This map is binarized to
generate the rasterized mask R for centerline extraction.

O set Head: Predicts the dense 2Doset eldO2R + + + 2, whichis used to
achieve sub-grid accuracy by correcting discretization artifacts (Section 3.6.2).

Height Head: Estimates the dense height mapH 2 R -+ + . This map provides
the I-coordinate for 3D prediction, sampled at the nal :G— H° location of each re ned
centerpoint.

Bezier Head: Outputs a set of 3D Bezier control points, providing an alternative,
parametric representation of the centerline.

The architecture provides two distinct paths for generating the nal 3D centerline:

Primary mask-based path synthesizes the outputs from the Classi cation, Mask,
O set, and Height heads. These outputs are processed through the full Curve Recon-
struction pipeline (Section 3.6.4) to yield a nal set of points,oB. .

Bezier-based path (optional) generates a parametric curve directly by sampling #
ordered 3D points, By 844 from the output of the Bezier Head.

The Bezier head is not required for the baseline model (which uses the primary path), but
it is essential for two speci ¢ extensions: (i) replacing the baseline Masked Attention (MA)
with Bezier Deformable Attention (BDA) [9] (see Sections 3.7 and 3.8.2), or (ii) enabling the
output-fusion mechanism described in Section 3.6.1.1.
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