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CHAPTER 1

INTRODUCTION

Technical debt (TD) is defined as the issues arising from the actions taken about
system development, maintenance and evolution that compromise long-term quality and
performance to favor short-term advantages like fast delivery, saving cost and effort
(Albarak & Bahsoon., 2017). In general software TD can be categorized under 10
distinct types; Architecture Debt, Code Debt, Design Debt, Documentation Debt,
Infrastructure Debt, People Debt, Requirements Debt, Test Debt, Configuration Debt
and Management Debt. Accumulated TD can lead to many problems in organizations in
long term such as high maintenance costs, decreasing agility, reduced software quality.
Consequently, this may diminish competitive advantage and negatively affect customer
satisfaction (Caglayan & Ozcan-Top, 2024). TD related to database design are an
underexplored research topic compared to code and architecture TD (Albarak &
Bahsoon., 2017). In modern computing environments such as satellite image
repositories, computer-aided design systems, genomic research environments,
commercial data mining, and many others, Database Management Systems (DBMSs)
play a fundamental role in organizing, storing, and maintaining essential information
resources. DBMSs provide efficient access to and modification of large volumes of data
while ensuring data resilience, security, and long-term persistence. They support reliable
data storage by protecting against system failures, enabling controlled multi-user access,
and maintaining data integrity over time (Silberschatz et al., 1991). Thus, databases are
crucial for information systems so, the TD in databases are also a significant topic. A
problem introduced in a database can result in many consequences. For instance, when
primary keys and foreign keys are missing in Relational DBMS, it will end up in
creating many risks in terms of performance, consistency and accuracy. Defining
database keys (i.e. primary key and foreign key) is fundamental to effective data
management because they provide a reliable way to uniquely identify and link entities

across multiple repositories. By minimizing data redundancy during the initial schema



design, keys enable faster updates and significantly enhance query performance through
optimized access paths and more accurate cost estimates. Furthermore, they empower
database administrators to enhance physical data structures using tools like indexes and
partitions. Beyond these performance benefits, keys play a crucial role in applications by
streamlining data integration, identifying duplicates, and guiding the data cleaning
process to ensure that systems deliver consistent, accurate answers even when the

underlying information is flawed (Kohler et al., 2015).

This research investigates what possibly creates TD in RDBMS and how such
debt can be detected based on existing literature. Furthermore, it explores the challenges
involved in applying database TD calculation/measurement methods. Finally, it
examines the extent to which we can gain insight into potential TD across the various

stages of database design.

To achieve these purposes, we conducted a multiple case study including two
public PostgreSQL projects available in Github which are designed for separate
domains. One of the databases is designed for e-commerce domain whereas the other is
designed for healthcare domain. The size of the databases is very close to each other in
terms of number of tables; e-commerce database has 30 tables, and healthcare database
has 39 tables. We aim to detect different debt issues in different database designs so,

similar sized databases are chosen.

The report is structured as follows: Chapter 1 introduces the problem and
objectives of the study. Chapter 2 describes the background information regarding the
database TD detection and calculation methodologies. Chapter 3 presents the selected
TD identification methods to analyze, test environment generation and application steps
of the tests. Chapter 4 presents the results of the TD identification analysis conducted on
two databases together with the evaluations and comparisons of results. Chapter 5
discusses the results and answers the research questions according to case study results.

Chapter 6 concludes the report and suggests some future work ideas to extend this study.



CHAPTER 2

BACKGROUND AND RELATED WORK

Database TD is the result of poor or rushed choices made in database design,
rather than using the best available methods. These early mistakes harm the basic
structure of the database, making it difficult to manage and update as time goes on.
Furthermore, these problems can spread to the software that relies on the database,
eventually leading to higher costs and financial trouble for the business (Al-Barak &

Bahsoon, 2016). In Table 1, database TD categories and their subcategories are

explained.
Table 1 Database Technical Debt Categories
DB TD Category | DB TD Subcategory Definition
Logical =~ Design | Normalization When a database is not properly
Debt normalized, it creates long-term

debt by causing a large amount of
duplicated information. This puts
the entire burden on software
developers to safely manage and
update the records. Furthermore,
from a business point of view, this
poor setup is costly because it
ultimately lowers the quality of
the stored data (Al-Barak &
Bahsoon, 2016).




Table I cont. Database Technical Debt Categories

Logical
Debt

Design

Orthogonal Design

In database design, the principle
of orthogonality ensures that
tables do not serve overlapping
purposes. Ignoring this rule
creates TD that harms both data
accuracy and system performance.
When information is incorrectly
split across too many redundant
tables, it overcomplicates the
database structure and makes
queries much slower and harder
for the system to process (Al-

Barak & Bahsoon, 2016).

Logical
Debt

Design

Referential Integrity

Constraint

In relational databases, specific
rules called referential integrity
constraints are the primary tool
used to keep data accurate and
reliable. If these rules are left out
during the initial design phase, it
creates TD. This missing structure
must be managed very carefully
later to prevent serious data errors
and complications down the road

(Al-Barak & Bahsoon, 2016).




Table I cont. Database Technical Debt Categories

Logical
Debt

Design

Anti-patterns

Anti-patterns are common but
flawed workarounds that solve an
immediate issue but cause new
problems down the road. Relying
on them creates TD because they
are rarely the best way to solve
the problem. In databases, this
often happens when developers
try to force complex, non-
relational data—Iike networks or
graphs—into a traditional
relational database. To make the
data fit, they use the following
risky shortcuts, which ultimately
lead to future complications (Al-

Barak & Bahsoon, 2016).

Physical
Debt

Design

Indexing

Creating database indexes without
careful planning or a clear
understanding of how the system
searches and updates data can
cause long-term problems. If the
different types of indexes are used
incorrectly, it creates a technical
burden that will eventually hurt
the system's overall performance

(Al-Barak & Bahsoon, 2016).




Table I cont. Database Technical Debt Categories

Physical
Debt

Design

De-normalization

To speed up data retrieval,
database designers sometimes
intentionally de-normalize their
setup. This reduces the number of
tables involved, meaning the
system doesn't have to work as
hard to link, or join, information
together during a  search.
However, this creates a trade-off:
designers must decide if faster
performance is worth taking on
the TD of managing duplicate
information and a higher risk of
data errors (Al-Barak & Bahsoon,
2016).

Physical
Debt

Design

Views

When a database view is created
using a complicated query that
links multiple tables, even basic
searches on that view can take a
significant amount of time to
process (Al-Barak & Bahsoon,
2016).




Table I cont. Database Technical Debt Categories

Physical
Debt

Design

Partitioning

Choosing the wrong way to
partition a table can severely hurt
database performance. For
example, if a table is divided
horizontally based on one column,
but most searches rely on a
different column, the system is
forced to scan every single
partition to find the data.
Similarly, if a table is divided
vertically, performance will drop
anytime the system needs to
combine data using columns that
are stored in separate partitions

(Al-Barak & Bahsoon, 2016).




Table I cont. Database Technical Debt Categories

Physical
Debt

Design

Lookup tables

From a performance standpoint,
relying on many small lookup
tables takes up more storage space
than using just a few.
Additionally, these tables require
foreign keys, which can slow
down the system whenever data is
updated. On the other hand,
combining everything into a
single, massive lookup table is
also a bad idea. It forces the
system to constantly read from the
exact same location on the disk—
creating a  heavy  traffic
bottleneck, or "hot spot"—which
ultimately causes slower response
times (Al-Barak & Bahsoon,
2016).

Physical
Debt

Design

Hardware and Software

Choices

TD in a database's physical setup
also comes from poor decisions
about how it is deployed, the type
of storage used, and the level of
ongoing  support from the
technology provider. Also, the
system's overall performance can
be heavily impacted by the
specific database software the
developers choose to use, such as
Oracle, MySQL, or PostgreSQL
(Al-Barak & Bahsoon, 2016).




From a general perspective, database TD categories are separated as Logical
Design Debt and Physical Design Debt as represented in Table 1. Logical design debt
includes the issues arising from “what” we store in database whereas physical design
debt relates to the issues arising from “how” we store data in the database. Logical
design debt categories are normalization debt, orthogonal design debt, referential
integrity constraint debt, anti-patterns debt. Physical design debt categories include
indexing debt, de-normalization debt, views debt, partitioning debt, look-up tables debt,
hardware/software choices debt. This categorization is obtained by examining the 26
releases of an application named MediaWiki (Al-Barak & Bahsoon, 2016). As we
focused on integrity constraints and normalization in our case studies, we investigated

two of the logical design debts in this study.

Most of the approaches on detecting database TD were focused on the TD
occurring from normalization action. Albarak and Bahsoon (2018) introduced a
normalization debt identification framework and conducted a case study using the
introduced framework on Microsoft sample database AdventureWorks to detect tables
that possibly create TD due to normalization level. They used data mining algorithm
named FP-Growth while deciding the normal forms of the tables according to available

data. The study proposes that the tables below 4NF are possible debt objects in RDBMS.

Albarak et al. (2020) used normalization debt identification framework that we
used in this study on a real-life human resources database to detect tables that possibly
introduce TD and proposed a prescription to manage the debt. The prescription requires
top 5 tables with highest growth rates and some data quality, performance and
maintainability metrics are calculated from them. Albarak et al. (2017) also followed
similar approach in another paper where they used normalization debt identification
framework again in first step and then they offered a normalization debt management
method that was conducted with machine learning and trade-off analysis. This mehod is
also used on Microsoft sample database AdventureWorks but the debt management
calculations are done using some historical data about employee costs and average hours

to complete the refactoring job to normalize the table. Albarak and Bahsoon (2018) also



used normalization debt identification framework in another study then, they used
portfolio theory and quality metrics to prioritize which tables should be normalized first.
This method also requires growth rates of tables, and it is conducted on the Microsoft
sample database AdventureWorks and StoreFront web application is used to create data

on this sample database.

In addition to normalization TD, a study about referential integrity constraint TD
is investigated. Eessaar proposes an integrity constraint problem detection technique. He
conducts a case study on 4 open-source PostgreSQL databases by generating them
locally using the codes provided in git repositories. Then, executes integration
constraints problem detection queries from a PostgreSQL query catalog on each
database and compares the results as the problems occurring due to integration

constraints can create a TD on databases (2021).

In case studies, we decided to use the Albarak and Bahsoon normalization debt
identification framework (2018) and Eessaar problem detection method about integrity
constraints (2021). After literature review, it is concluded that most of the studies are
done on either and active database that have monitoring data available for some time or
depend on the employees of a company about their performance and rates or some tools
that generate dummy data. However, in this study we focused on using the methods
defined in literature that can be applied without any data metrics or historical data which
are normalization debt identification framework and problem detection about integrity

constraints.
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CHAPTER 3

RESEARCH METHOD

We decided to apply a qualitative research method to evaluate a specific concept

in an environment, which is a multiple case study. According to literature review, we

eliminated the methodologies that requires active database usage, data generation tools,

historical information and multiple releases of source code.

Applied Techniques for TD detection in RDBMS:

T1: Detect possible TD in database occurring from the normalization levels of
tables by using normalization debt identification framework. In framework FP-
Growth algorithm is utilized to decide on the normal form of a table. However, it
is stated that a developer does not have to know FP-Growth algorithm and in this
case the developer should have enough knowledge about normal forms to decide
them for each table (Albarak & Bahsoon 2018). As we have normal form
knowledge, databases are not that huge and we don’t know FP-Growth
algorithm, we decided the normal forms of the tables without using the data

mining algorithm.

T2: Detect TD in database that could be caused by the usage of integrity
constraints. We initially analyzed  the PostgreSQL catalog
(https://maurus.ttu.ee/design_queries/) that includes many SQL SELECT
statements for different categories like problem detection, metrics, general
information. The study’s focus was on problem detection queries about integrity
constraints so, we also filtered the catalog from website and accessed that query
subset. Each query included a detailed goal definition; data sources used for
executing the query and fixing suggestions as we are looking at problem
detection queries. Also, queries have reliability levels that indicates the false-

positive result probabilities so, every query result must be checked first to see if

11



there is any false-positive detection occurred. Note that the queries detect the
problems on public schema so; to assess, the objects should be defined under
public schema. At the time of our investigation, there were 1053 queries
available in total and 69 of them were problem detection queries about integrity

constraints (Eessaar, 2021).

We defined following research questions that we want to answer with the results of our
case study:

e RQI1: What possibly creates TD in RDBMS?

e RQ2: How can we detect TD in a RDBMS?

e RQ3: What are the challenges in applying database TD calculation methods?

e RQ4: To what extent can we gain insight into potential TD across the different

stages of database design?

3.1 Case Study Design

We decided to conduct the case studies on databases from two different domains.
As T2 includes problem detection queries on PostgreSQL database, for our case study
targets, we searched for two PostgreSQL databases. When selecting the databases, we
searched for public Github repositories which provide source code for database
implementation. We also selected databases with similar sizes to observe different debt
possibilities in different database designs. The existence of SQL commands on how to
create database was very crucial as we will analyze the table definitions in T1 and

execute queries in T2. Considering these requirements, we decided on two cases:

e Case 1 (P1): It is an e-commerce database that has the available SQL commands
for five different SQL database types including PostgreSQL. Database consists
of 30 tables and focuses on transaction flow, orders, and payment tracking. It
also includes some stored procedure definitions, but it is not relevant for our
research. The database definition and details are available and publicly accessible

at the address htips.//oithub.com/civilian7/sql-tutorial.

12
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e Case 2 (P2): It is a healthcare database that has the available SQL commands for
more than 10 different SQL database types including PostgreSQL. Database
consists of 39 tables and focuses on patient demographics, drug exposures,
conditions, and visits. Definitions for tables, foreign keys, indexes and primary
keys are stored in separate SQL files. The database definition and details are
available and publicly accessible at the address

https.://github.com/OHDSI/CommonDataModel.

In case study design, we created local test databases for both projects we selected
because to conduct the technique T2, we need a database to execute quires on. Initially

we created a PostgreSQL database instance using Docker desktop with command:

docker run --name sql-tutorial -e

POSTGRES_PASSWORD=mysecretpassword -p 5432:5432 -d postgres

The Docker version used was 29.1.3 and the image id of postgres image used in
docker container was
sha256:f701604050b1a8d036bdaf899d2189602d4acd7d4f396d079c364194512c¢8b85.
We connected to the PostgreSQL instance using Azure Data Studio tool with username
password authentication. In connected PostgreSQL database, initially only default
database named postgres was available. Thus, we created two separate databases to

isolate the selected database implementations from each other:

CREATE DATABASE ecommerce OWNER postgres ENCODING 'UTF8';
CREATE DATABASE healthcare OWNER postgres ENCODING 'UTF8';

SQL codes for the selected PostgreSQL projects were available in Github
repositories so, we installed source codes for both projects and executed the source
codes on created ecommerce and healthcare databases to make our own local copies

ready to be tested.

13




3.2 Case Study Conduct

Applied the technique T1 on P1 to find the normal forms of all tables in P1.
Analyzing the relations between 30 tables and deciding the normal forms in P1 took five
days. Then, applied T1 on P2 to find the normal forms of all tables in P2. Analyzing the
relations between 39 tables and deciding the normal forms in P2 took seven days. The
T1 application challenges and time were very similar as the table structures in terms of

normalization were close to each other.

Applied the technique T2 on P1 to find the problems in integrity constraints.
Executed all 69 integrity constraint problem detection queries on P1l. Analyzing and
checking every query result took three weeks in P1. Applied the technique T2 on P2 to
find the problems in integrity constraints. Executed all 69 integrity constraint problem
detection queries on P2. Analyzing and checking every query result took two weeks in
P2. Even though there exist more database objects in P2 compared to P1, more problems

are detected in P1 using the queries so, the analysis and checks took more time.

14



CHAPTER 4

RESULTS

This section includes the results of integrity constraint analysis and normal form
analysis we applied on databases from two different domains and their comparisons with

each other.

4.1 Integrity Constraint Analysis Results

When we examine the Table 1, we can see that from the 69 problem detection
queries executed on both databases, 18 queries returned a result for e-commerce
database whereas 11 queries returned a result for healthcare database. In Table 1 we
have three options for results; Not Exists means the problem defined does not exist in
database, Not Applicable means the object we check in problem detection query does
not exist in database for us to check, and if a problem is detected, it is represented as

number of items and the item type which the problem exists on.

Table 2 Integrity Constraints Problem Detection Query Results

No | Problem Definitions E- Healthcare
commerce | Database
Database (B)
A
1 Table with all columns are null except primary key | 1 Table 3 Tables
columns
2 Column related to email does not have a check | 3 Columns | Not
constraint on (@ sign in 3 Tables | Applicable
3 Column related to price/quantity does not have | 5 Columns | 4 Columns
check constraint for negative values in 5 Tables | in 4 Tables
4 | Date/timestamp column does not have check | 65 Columns | 67
constraint to limit value range in 28 Tables | Columns in
26 Tables
5 Column related to URL does not have a check | 1 Column in | Not
constraint that references a protocol 1 Table Applicable
6 Table is not a referenced table or is not referencing | 5 Tables 1 Table
another table
7 Column both have a default value and is nullable 1 Column in | Not Exists
1 Table
8 Redundant (duplicate) indexes Not Exists 18 indexes

15




Table 2 cont. Integrity Constraints Problem Detection Query Results

9 String column without restricted length value 2 Columns | 2 Columns
in 2 Tables | in 2 Tables
10 | String column without any check constraint 62 Columns | 112
in 20 Tables | Columns in
31 Tables
11 | Table with single-column primary key without any | 19 Tables Not Exists
unique constraint or unique index
12 | Table without primary key and unique constraint Not Exists 11 Tables
13 | Column definition with hardcoded valid values 37 Columns | Not Exists
in 19 Tables
14 | Identical column names in different tables that | 6  Unique | Not Exists
enforce different check constraints Columns
15 | Table with two or more Boolean columns and | 2 Tables Not
missing check constraint linking these columns Applicable
16 | Table with auto-generated integer column named | 25 Tables Not Exists
Gd°
17 | Table with self-referencing foreign key without a |4  Foreign | 3 Foreign
check constraint keys on 4 |keys on 2
Tables Tables
18 | Table with two or more date columns and without | 18 Tables 17 Tables
a check constraint to enforce order
19 | Columns comprising the key are a superset of auto- | 2 Tables Not Exists
generated column
20 | Column name including ‘id’ but column is not a | 17 Columns | 16
primary key or foreign key in 12 Tables | Columns in
13 Tables

The explanations of problem definitions are provided below with corresponding IDs.

. In database A only one table have all columns as null except primary key

columns whereas in database B this issue is detected in three tables. It means that
many columns in these tables are optional and after NULL values are ingested,
we can’t define NOT NULL constraint on these columns. Thus, the optional
columns should be carefully used, and database designers could use this query to

double check if there are any unintentional optional columns defined in database.

. Without a CHECK constraint that enforces an @ sign in email columns, invalid

email values can be inserted to the tables in database A and invalid emails can

16



create a debt in database. Database B does not include any columns related to

emails, so this rule is not applicable.

Without a CHECK constraint that enforces nonnegative values in columns that
stores price, quantity etc. type of information, negative values can be inserted.
Logically these types of values can’t be negative so allowing these insertions can
create a debt in database. Database A has five columns that include both price
and quantity in naming and a CHECK constraint to prevent negative value
insertion is not defined. Database B only includes four quantity columns in four
tables, and it also does not have any CHECK constraints preventing negative

value insertion to these columns.

Without a CHECK constraint that enforces a value range for data types like date,
timestamp etc., unrealistic date or timestamp values like '5900-12-31 00:00' can
be inserted and allowing these values can create a debt in database. Both
databases have columns with date and timestamp data types. They both lack a
CHECK constraint that defines a range for these types of data. Database A has
65 columns in 28 tables with this issue whereas database B has 67 columns in 26

tables that have this problem.

Without a CHECK constraint that enforces a protocol in URLs, unsupported
URL values can be inserted to one table in database A and allowing these values
can create a debt in database. Database B does not include any columns for URL

values, so this rule is not applicable.

. A table that does not reference another table or it is not referenced by other tables
mean that there is a lack of foreign key constraint. As we mentioned in literature
review, missing foreign keys can create debt in database. Database A have 5
tables that are not related to any other table whereas database B has only one
table having this problem. In this case, the design should be checked, and foreign
keys should be defined if appropriate.

17



7.

10.

11.

12.

Declaring a DEFAULT value to a column and permitting the column to be
NULL at the same time creates a logical contradiction. Default value tries to
enforce the column to have a value instead of NULL but without NOT NULL
declaration, insertion of NULL to the column is also allowed. Database A has
this inconsistency in one table whereas database B does not have any fault

related to this issue.

The indexes that are used for the same purpose creates redundancy. The query
covers the indexes on the same columns that have same properties. Database A
does not have any duplicate indexes defined so, the problem does not exist. On
the other hand, database B has 18 duplicate indexes which could create a debt

due to redundancy.

Columns with TEXT, VARCHAR types which do not indicate note, comment,
description etc. in their naming should have a bound to limit character size. For
instance, a column that stores name of a person should not have unlimited size as
it creates a risk. Both database A and database B have two columns in two tables

that are unbounded strings that could potentially create database debt.

It is preferred to define a CHECK constraint to columns with string data types to
prevent insertion of empty strings or strings consisting of only whitespace
characters. The absence of this constraint can create low-quality data insertion.
Both databases lack this CHECK constraint on many tables. Database A has this
missing CHECK constraint in 62 columns in 20 tables and database B has it in

112 columns in 31 tables.

Without UNIQUE constraint or unique index on a table with single-column
primary key, duplication of data is possible. It creates a risk as the business key
is not enforced via uniqueness. Database A has 19 tables that violates this

uniqueness. However, database B does not have any faults related to this issue.

Table without any primary key and unique constraint only logical if the table is

an abstract table that defines columns for other subtables. In database B there are

18



13.

14.

15.

16.

11 tables without primary key definition, and they don’t have any related
subtables. In database A all the tables have primary keys defined.

Instead of using hardcoded valid value list in column definition, it is preferred to
store the valid values in a table and make a relationship between tables via
foreign keys. When a valid value list defined in column level needs to change,
we need to make an ALTER operation to reflect the updated values, and it
complicates the maintenance. Database A uses ENUM types in 37 columns in 19
tables to assign a valid list for that column. Database B does not have any

restricted list defined in their columns.

Except from the foreign key columns, the column names with same names in
different tables should enforce the same rules. Violation to this statement shows
that business rules are not reflected correctly and consistently to database. It
compromises the data integrity which could create a debt in database. Database
A has this issue in 6 different columns whereas any violation could not be found

in database B.

As Boolean columns generally used for defining a state, if there are more than
two Boolean columns in a table which are used for defining a state related to
each other, they should be linked together with CHECK constraints to prevent
inconsistencies. However, sometimes different Boolean columns are used for
defining unrelated states. Thus, we should carefully check the results of this
query as it may not be necessarily faulty for all designs. This query is not
applicable to database B as it does not have any Boolean columns in its tables.

Database A has two tables that has the issue in problem definition.

It is common to have an integer auto-generated column named id in tables, but it
may result in confusion in complicated queries and loss of data integrity which
could cause database debt in long-term. Instead, name the column more
specifically and in a way that complies with the business logic. Database A has
25 tables that includes an auto-generated integer column named id but, database

B tables use <table-name>_id structure for those columns’ naming.
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17.

18.

19.

20.

Tables can have self-referencing foreign keys which occurs when a table’s
foreign key points back to its primary key. The problem occurs due to this
behavior when there is not any CHECK constraints defined that prevents a row
from referencing itself. Both databases have this problem as they reference
parent or predecessor objects’ ids in some of the tables and they don’t have any
constraint defined to prevent a row from referencing itself. Database A has four
foreign keys on four tables that has the defined problem whereas database B has

it on three foreign keys on two tables.

Date columns are used to track and store the data about a process, and two or
more dates generally has a logical order. For instance, end time of a process
cannot be after the start time of that process. Database A includes some columns
like started at and ended at in a table. Database B also has some table columns
such as condition era _end date and condition era start date that requires an
order. However, both these databases lack the CHECK conditions that enforce an
order for these columns. Database A has this constraint missing on 18 tables and

database B has it on 17 tables.

Tables with composite keys in which the key includes an auto-generated column
is not a minimal candidate key because if we remove the other columns,
uniqueness will not be lost. The problem definition suggests that minimal subset
that only includes auto-generated columns should be selected as a key, not a
superset. Database A violates this issue in two tables that both have a composite
key consisting of id column (auto generated and unique) and a date column. No

such violations are detected in database B.

The query focuses on columns that includes id in their names, but they are not a
part of any primary key or foreign key. The fixing suggestion is either they
should be part of a foreign key, or the column should be renamed. Both
databases include these types of columns in many tables; 17 columns in 12 tables

for database A and, 16 columns in 13 tables for database B. It will be a good
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practice to discard id from these types of column names just to prevent confusion

in very large databases.

To compare, we can see that database A has more faults about integrity
constraints than database B. Even though the difference was not huge, we can say
database A is more likely to have TD with its current design compared to database B.
We have also detected that some integrity constraint checks may not be applicable to
healthcare domains as it does not include any object related to that whereas they should

be considered in e-commerce domain.

4.2 Normal Form Analysis Results

As mentioned in method, we didn’t utilize from a data mining (FP-Growth)
algorithm in deciding normal forms. Instead, we used the classic normalization rules to
decide normal forms of tables. Initially, we checked the e-commerce database consisting
of 30 tables and applied normal form rules on each table. Results and their reasonings
are shown in Table 2. We are specifically searching for the tables below 4NF as 4NF is
the desired normal form to prevent database debt and tables with normal form below
4NF could have a possibility to create a TD in database. From total of 30 tables, 7 of the

tables are below 4NF in e-commerce database.

Table 3 E-commerce Database Tables with Normal Form Below 4NF
Table Name Identified = Normal | Reasoning
Form
products Below INF Includes a column with data type JSONB
which  violates the atomic value
requirement of 1NF
orders INF Primary key is defined as PRIMARY KEY
(id, ordered at). Other columns in the table
named customer id, staff id, address_id do
not depend on ordered at column used in
primary key definition. Violates the non-
key attributes must depend on the whole
primary key.
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Table 3 cont. E-commerce Database Tables with Normal Form Below 4NF
product_views | INF Primary key is defined as PRIMARY KEY
(id, viewed at). Other columns in table
named product id, customer _id,
device type do not depend on viewed at
column used in primary key definition.
Violates the non-key attributes must
depend on the whole primary key.

payments 2NF Table columns card issuer, amount, and
status are dependent on the non-key
column pg transaction_id. Violates
functional dependency.

order items 2NF Table column subtotal is derived from

other  non-key  columns  quantity,
unit_price, and discount amount. Violates
the functional dependency.

calendar 2NF Table includes columns named month and
quarter. Quarter column is depending on
month  column. Violates functional
dependency.

complaints 2NF Table column category depends on the
non-key column sub_ category. Violates
functional dependency.

Moreover, we checked the healthcare database consisting of 39 tables and
applied normal form rules on each table. Results and their reasonings are shown in Table
3. We are specifically searching for the tables below 4NF as 4NF is the desired normal
form to prevent database debt and tables with normal form below that could have a
possibility to create a TD in database. From total of 39 tables, 7 of the tables are below

4NF in healthcare database.
Table 4 Healthcare Database Tables with Normal Form Below 4NF

Table Name Identified Normal | Reasoning
Form
source_to concept map | INF Primary key is defined as PRIMARY
KEY (source code,

source vocabulary id,

target concept id,  valid end date).
Another column in table named
source_code description does not
depend on target concept id or
valid end date columns used in
primary key definition.
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Table 4 cont. Healthcare Database Tables with Normal Form Below 4NF

person

2NF

Table columns year_of birth,
month of birth and day of birth are
depending on another non-key column
of a table named birth datetime.
Violates the functional dependency.

condition_occurrence

2NF

Table column condition_start date is
depending on another non-key column
of a table named
condition_start datetime. Violates the
functional dependency.

visit_occurrence

2NF

Table column visit start date is
depending on another non-key column
of a table named visit start datetime.
Violates the functional dependency.

drug_exposure

2NF

Table column drug_exposure
_start date is depending on another
non-key column of a table named
drug_exposure_start datetime.
Violates the functional dependency.

death

2NF

Table column death date is depending
on another non-key column of a table
named death datetime. Violates the
functional dependency.

note

2NF

Table column note date is depending
on another non-key column of a table
named note datetime. Violates the
functional dependency.

In comparison, 17,95 percent of the tables have debt occurrence probability in

healthcare database whereas 23,33 percent of the tables are likely to generate database

TD in e-commerce database. Also, e-commerce database has more tables in INF or

below normal form whereas in healthcare database only 1 table is in INF form and

others are in 2NF form. Even though there is not a huge difference between the

databases, e-commerce database is more likely to have database debt in long-term.
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CHAPTER S

DISCUSSION

In this part, we answer the research questions we defined in method according to

the case study results.

RQ1: What possibly creates TD in RDBMS?

TD in RDBMS is primarily categorized into logical design debt and physical design
debt. Logical debt includes normalization debt, orthogonal design debt, referential
integrity constraint debt, and anti-patterns debt. Physical design debt includes de-
normalization debt, views debt, partitioning debt, look-up tables debt, and
hardware/software choices debt (Al-Barak & Bahsoon, 2016). In further analysis of
some logical design debt categories, we observed that tables that are below the Fourth
Normal Form (4NF) are considered possible debt objects (Albarak & Bahsoon, 2018).
Also, a lack of appropriate constraints can introduce TD (Eessaar, 2021):
a. Missing CHECK constraints to prevent negative values, invalid email
formats, or unsupported URL values.
b. Missing CHECK constraints to enforce date or timestamp value ranges.
c. Tables lacking foreign key constraints (not referencing or being
referenced by other tables).
d. Permitting a column to be NULL while simultaneously declaring a
DEFAULT value.
e. Defining duplicate or redundant indexes.
f. Unbounded strings (like TEXT or VARCHAR) without limits for
columns not indicating notes or descriptions.
g. Missing unique constraints or indexes on tables with single-column
primary keys.
h. Using hardcoded valid value lists (like ENUM types) in column

definitions instead of referencing separate tables via foreign keys.
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1.

Self-referencing foreign keys without CHECK constraints to prevent a

row from referencing itself.

RQ2: How can we detect TD in a RDBMS?

a.

Normalization Debt Identification Framework: This framework,
introduced by Albarak and Bahsoon (2018), analyzes tables to detect
those that might create TD based on their normal forms. It can utilize a
data mining algorithm called FP-Growth to determine the normal forms
of tables based on available data. Alternatively, developers can detect
normal forms by manually applying classic normalization rules to each
table if they have sufficient knowledge and do not use the algorithm.

Integrity Constraint Problem Detection: This method involves
executing specific problem-detection SQL queries to find faults. It
utilizes queries from a PostgreSQL catalog (such as SQL SELECT
statements) designed specifically to check for various integrity constraint

violations (Eessaar, 2021).

RQ3: What are the challenges in applying database TD calculation methods?

a.

Reliance on Operational Data: Many approaches require an active
database with monitoring data, historical information about employee
costs and refactoring hours, or tools to generate dummy data.

Knowledge Barriers: Using data mining algorithms (like FP-Growth)
for normalization debt requires specific knowledge, and without it, a
developer must have a strong understanding of normal forms to manually
decide them for every table (Albarak & Bahsoon, 2018).

False-Positives: The integrity constraint problem detection queries have
varying reliability levels. Consequently, every query result must be
manually checked to ensure that a false-positive detection has not

occurred and that the issue truly exists in the database.
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d. Domain Applicability: Certain integrity constraint checks may not be

applicable to all database domains. For instance, some constraint checks
relevant to e-commerce are not applicable to healthcare databases

because the domain does not require them.

RQ4: To what extent can we gain insight into potential TD across the different

stages of database design?

a.

The integrity constraint problem detection method serves as a proper
double-check that can be used at any stage of database design and
management to detect if any accidental problems have been introduced.

Database normalization is a stage inherently analyzed during the database
design process. During the analysis stage, designers can evaluate the
compromise between debt and performance. While tables below 4NF
could create TD, highly normalized schemas can negatively impact query
performance by requiring numerous complex joins and increasing

execution time.
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CHAPTER 6

CONCLUSION

In this research, we aimed to investigate how can we apply existing technical
debt identification methods on RDBMS and to what extent we can have an insight about
technical debt in different database design stages. We selected two approaches;
normalization debt identification framework and integrity constraint problem detection
method and conducted case studies using the source codes in two public database

repositories. We applied the methods and compared databases with each other.

Looking at the results, we can say that the integrity constraint problem detection
captured many problems in both databases. Some of the queries were not applicable in
healthcare database as it does not have the constraints to be checked because the domain
did not require these constraints in general. However, the integrity constraints were not
limited to domain specific items and detected some valuable problems in both databases.
With this method, we must be careful about the results and ensure the issue really exists
in database. This method would be a proper double check to be used at any stage of

database design and management to detect if any accidental problem is introduced.

Results of database normalization identification provided very close results for
two databases we inspected. We conducted the method without any data mining
algorithm application. The framework we used suggested that tables below 4NF are
possible debt objects and we used this theory in our case studies. However, in practice,
highly normalized schemas may lead to more complex queries by necessitating
numerous joins, potentially resulting in longer query execution times. The fundamental
compromise lies in permitting controlled data redundancy and potential update
anomalies to optimize query performance (Abdy & Ramadhany, 2026). Database
normalization is already an analyzed stage during database design so, at the time of
analysis considering that tables with normal forms below 4NF could create a debt but

they could also affect query performance would be beneficial.
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From theoretical perspective, this study demonstrates how existing software
technical debt identification frameworks—specifically normalization debt identification
and integrity constraint detection—can be successfully adapted and applied to RDBMS.
It reinforces the conceptual premise that database schemas operating below the Fourth
Normal Form (4NF) accumulate technical debt. Additionally, the research highlights the
theoretical boundaries of these detection methods, showing that constraint checking
cannot always account for domain-specific requirements (such as those in healthcare)

and requires contextual interpretation rather than strict algorithmic enforcement.

From a practical perspective, this study provides database designers with
actionable mechanisms for detecting and managing design flaws at various lifecycle
stages. It establishes integrity constraint detection as a valuable, stage-agnostic tool to
catch accidental errors, though it cautions developers to manually verify flagged issues
to avoid false positives. Also, it validates a fundamental real-world compromise: while
strict normalization minimizes technical debt, practitioners must deliberately balance
this against system efficiency, often permitting controlled data redundancy (remaining

below 4NF) to prevent complex, resource-heavy joins from reducing query performance.
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