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Computer Engineering, METU
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ABSTRACT

GENERALIZABLE DEEP LEARNING APPROACHES FOR
COMPUTATIONAL DRUG DISCOVERY

Özsarı, Gökhan
Ph.D., Department of Computer Engineering

Supervisor: Prof. Dr. Halit Oğuztüzün

Co-Supervisor: Prof. Dr. M. Volkan Atalay

June 2026, 146 pages

Computational prediction of drug–target interactions is central to modern drug dis-

covery, enabling the prioritization of candidate compounds before costly experimen-

tal validation. Deep learning methods, particularly graph neural networks (GNNs),

have substantially advanced this task. However, reported performance often overes-

timates real-world utility because evaluation protocols frequently allow chemical and

biological information leakage between training and test sets. This thesis investigates

the generalization capabilities of deep learning models for drug–target interaction and

affinity prediction, with a focus on robustness under distribution shift.

First, this thesis presents an open-source toolkit for leakage-aware drug–target affin-

ity modelling. The framework automates target-specific dataset construction from

ChEMBL, implements scaffold- and temporal-splitting strategies, performs automated

leakage auditing, and supports model training and latent-space analysis through a uni-

fied Python library, command-line interface, and no-code web interface.

Second, a controlled benchmark study evaluates six GNN message-passing opera-
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tors across eight protein families under three increasingly challenging data-splitting

strategies. By holding the remaining architecture fixed, the study demonstrates that

distribution shift—not encoder design—is the dominant limitation in current drug–

target prediction systems. Predictive performance decreases significantly when com-

pounds and targets are genuinely novel, while probabilistic calibration deteriorates

even more rapidly.

Third, this thesis introduces a domain-adaptation framework that combines multi-

modal molecular and protein representations with multi-level distribution alignment

and gradient-aware adaptive loss weighting, improving cross-domain predictive per-

formance and calibration relative to state-of-the-art baselines.

Together, these contributions advance more reliable and generalizable deep learning

systems for computational drug discovery.

Keywords: Drug–Target Interaction, Drug–Target Affinity, Graph Neural Networks,

Distribution Shift, Domain Adaptation
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ÖZ

HESAPLAMALI İLAÇ KEŞFİ İÇİN GENELLENEBİLİR DERİN
ÖĞRENME YAKLAŞIMLARI

Özsarı, Gökhan
Doktora, Bilgisayar Mühendisliği Bölümü

Tez Yöneticisi: Prof. Dr. Halit Oğuztüzün

Ortak Tez Yöneticisi: Prof. Dr. M. Volkan Atalay

Haziran 2026 , 146 sayfa

İlaç–hedef etkileşimlerinin hesaplamalı olarak tahmin edilmesi, maliyetli deneysel

doğrulama süreçlerinden önce aday bileşiklerin önceliklendirilmesini mümkün kıl-

ması nedeniyle modern ilaç keşfinin temel unsurlarından biridir. Özellikle grafik sinir

ağları (Graph Neural Networks, GNN) olmak üzere derin öğrenme yöntemleri bu

alanda önemli ilerlemeler sağlamıştır. Ancak bildirilen performans sonuçları, değer-

lendirme protokollerinin eğitim ve test kümeleri arasında kimyasal ve biyolojik bilgi

sızıntısına sıklıkla izin vermesi nedeniyle gerçek dünya kullanımını olduğundan yük-

sek göstermektedir. Bu tez, ilaç–hedef etkileşimi ve afinite tahmini için geliştirilen

derin öğrenme modellerinin genelleme yeteneklerini, dağılım kayması altındaki da-

yanıklılığa odaklanarak incelemektedir.

İlk olarak, tez kapsamında bilgi sızıntısına duyarlı ilaç–hedef afinite modellemesi

için açık kaynaklı bir araç geliştirilmiştir. Bu çerçeve, ChEMBL verilerinden he-

defe özgü veri kümelerinin otomatik oluşturulmasını sağlamakta; scaffold ve zaman-

sal veri bölme stratejileri uygulamakta; otomatik bilgi sızıntısı denetimi gerçekleş-
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tirmekte ve model eğitimi ile örtük uzay analizini birleşik bir Python kütüphanesi,

komut satırı arayüzü ve kod gerektirmeyen web arayüzü üzerinden desteklemektedir.

İkinci olarak, kontrollü bir karşılaştırma çalışması kapsamında altı farklı GNN mesaj

iletim operatörü, sekiz protein ailesi üzerinde ve giderek zorlaşan üç farklı veri bölme

stratejisi altında değerlendirilmiştir. Mimari yapının diğer bileşenleri sabit tutularak

gerçekleştirilen bu çalışma, mevcut ilaç–hedef tahmin sistemlerinde temel sınırlayıcı

unsurun kodlayıcı tasarımı değil, dağılım kayması olduğunu göstermektedir. Bileşik-

ler ve hedefler gerçekten yeni olduğunda tahmin performansı büyük oranda düşerken,

olasılıksal kalibrasyon daha da hızlı bozulmaktadır.

Üçüncü olarak, çok kipli moleküler ve protein temsillerini çok seviyeli dağılım hiza-

lama ve gradyan farkındalıklı uyarlanabilir kayıp ağırlıklandırması ile birleştiren bir

alan uyarlama çerçevesi önerilmiştir. Önerilen yöntem, alanlar arası tahmin perfor-

mansı ve kalibrasyon açısından mevcut yöntemlere kıyasla iyileşme sağlamaktadır.

Bu katkılar birlikte değerlendirildiğinde, hesaplamalı ilaç keşfi için daha güvenilir ve

genellenebilir derin öğrenme sistemlerinin geliştirilmesine katkı sağlamaktadır.

Anahtar Kelimeler: İlaç–Hedef Etkileşimi, İlaç–Hedef Afinitesi, Grafik Sinir Ağları,

Dağılım Kayması, Alan Uyarlama
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CHAPTER 1

INTRODUCTION

1.1 Motivation and Problem De�nition

Bringing a single new drug to market is among the most expensive and time-consuming

endeavours in the applied sciences, typically requiring more than a decade of devel-

opment and billions of dollars of investment, the majority of which is ultimately spent

on candidates that fail. A central reason for this attrition is the sheer size of the search

space: the number of synthetically accessible drug-like molecules is astronomically

large, and each candidate must be matched against a biological target whose modu-

lation is expected to produce a therapeutic effect. Experimentally measuring whether

a compound binds a target—through high-throughput screening or in vitro binding

assays—is reliable but slow and costly, and cannot realistically be applied at the scale

of the chemical and proteomic spaces relevant to modern pharmacology [1, 2]. Com-

putational prediction of drug–target interactions has therefore become a cornerstone

of early-stage drug discovery, allowing candidate compound–target pairs to be prior-

itized in silico before any laboratory resources are committed [3, 4].

Over the past decade, deep learning has substantially advanced this prediction task.

Graph neural networks (GNNs), in particular, operate directly on the molecular graph—

atoms as nodes, bonds as edges—and have largely supplanted earlier descriptor- and

string-based models for molecular representation learning [5]. On standard bench-

marks these models report impressive accuracy, and the steady stream of new message-

passing operators, fusion mechanisms, and protein encoders gives the impression of

continual progress. Yet a persistent and consequential gap separates reported bench-

mark performance from real-world utility. The cause is methodological rather than
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architectural: evaluation protocols frequently permit chemical and biological infor-

mation to leak between the training and test sets. When a test compound is nearly

identical to one seen during training, or a test target shares a binding site with a

training target, a model can succeed by recognizing close neighbours rather than by

genuinely generalizing [6, 7]. Performance estimates obtained under such conditions

are optimistic, and they say little about the prospective setting that matters most in

drug discovery—screening a given library of genuinely novel chemical series against

targets of interest.

This thesis investigates the generalization capabilities of deep learning models for

drug–target interaction and af�nity prediction, with a focus on robustness under dis-

tribution shift: the situation in which the compounds and targets encountered at de-

ployment differ systematically from those seen during training. The central problem

can be stated as follows. Current evaluation practice overstates the reliability of deep

learning models for drug–target prediction, and it is unclear which design choices—if

any—actually improve generalization to novel chemical and biological space. In ev-

ery setting considered in this thesis, the candidate compounds and protein targets are

assumed to be available; what is unknown—and what the model predicts—is the in-

teraction (or af�nity) label of each compound–target pair. The task is to label known

pairs, not to generate or discover the compounds themselves. Addressing this prob-

lem requires, �rst, the infrastructure to build and evaluate datasets without leakage;

second, a controlled diagnosis of where current models actually fail; and third, meth-

ods that improve robustness once that diagnosis is in hand. These three requirements

correspond to the three contributions of this thesis.

1.2 Background and Scope

This section provides a brief, shared primer on the concepts that recur throughout the

thesis, so that the technical chapters need not re-derive them.

Molecular representation. A small molecule is commonly stored as a SMILES

string, a linear text encoding of its atoms and bonds. While convenient, a string

discards the two-dimensional topology that governs chemical behaviour. GNNs in-
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stead operate on the molecular graph, in which heavy atoms are nodes and covalent

bonds are edges. Under the message-passing framework [8], each layer lets every

atom exchange information with its neighbours; stacking layers widens the receptive

�eld. Different choices of the message, aggregation, and update functions give rise

to distinct operators—among them GCN [9], GAT [10], GIN [11], GraphSAGE [12],

PNA [13], and ChebNet [14]—each encoding a different inductive bias about which

neighbourhood statistics are most informative.

Protein representation. A target protein is given by its amino-acid sequence. Self-

supervised protein language models, culminating in the evolutionary-scale ESM fam-

ily [15, 16], map such sequences to rich �xed-dimensional embeddings that capture

structural and evolutionary signal. Using a frozen, pre-trained protein encoder is a

common and convenient strategy: it supplies high-quality target features at no addi-

tional training cost and holds the protein representation constant across experiments.

Task formulations. Two closely related prediction tasks appear in this thesis. Drug–

target af�nity (DTA) prediction is a regression problem: estimate a continuous binding-

strength value, typically a pChEMBL value (the negative base-10 logarithm of a mo-

lar potency such as IC50, Ki , or Kd) [17]. Drug–target interaction (DTI) prediction

is the corresponding binary classi�cation problem: predict, for a given compound–

target pair, whether the compound is active against the target, usually by thresholding

the af�nity (a pChEMBL value of 6.0, i.e. 1 �M, is a standard cut-off). The two for-

mulations share representations and encoders but differ in their outputs and evaluation

metrics.

Data and leakage. Large public bioactivity repositories such as ChEMBL [18, 19]

make large-scale modelling possible, but turning raw records into a sound benchmark

requires careful curation and, critically, a splitting strategy that controls leakage. A

random split mixes near-identical compounds across train and test; a scaffold split

separates molecular scaffolds; a temporal split partitions by publication date to sim-

ulate prospective use; and the network-based dissimilar-compound (cold-drug) and

fully-dissimilar (cold-pair) splits of ProtBENCH [20] enforce that test compounds—

and, in the hardest case, test targets—are genuinely dissimilar from anything seen in

training. Moving across this sequence induces a controlled gradient of distribution
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shift.

Calibration. Beyond whether a model ranks actives above inactives (discrimina-

tion), it matters whether its predicted probabilities are trustworthy (calibration). A

well-calibrated model that reports 90% con�dence is correct about nine times in ten.

Because predicted interaction probabilities are used directly to triage compounds,

miscalibration wastes experimental effort. Calibration is quanti�ed by the Expected

Calibration Error (ECE) [21] and the Brier score, and modern deep networks are

known to be systematically overcon�dent [22].

Domain adaptation. When labelled data are plentiful in a source domain but scarce

or absent in a target domain, domain-adaptation methods seek representations that

remain predictive across the shift, typically by adding an alignment objective that

reduces the discrepancy between source and target feature distributions. This is the

natural family of methods for improving robustness once distribution shift has been

identi�ed as the binding constraint.

Scope. The thesis is concerned with leakage-aware evaluation and distribution-shift

robustness for compound–target prediction built on two-dimensional molecular graphs

and pre-trained protein embeddings. It does not address three-dimensional or docking-

based modelling, generative molecular design, or wet-lab validation, although it points

toward several of these as future work.

1.3 Contributions and Novelties

The contributions of this thesis form a single arc—make leakage-aware evaluation

practical, diagnose where current models fail, and then mitigate the failure—and are

organized as three technical chapters:

� A leakage-aware toolkit for drug–target af�nity modelling (Chapter 2). We

present DTA-GNN, an open-source toolkit that automates target-speci�c dataset

construction from ChEMBL, implements scaffold- and temporal-splitting strate-

gies, performs automated leakage auditing, and supports model training and

latent-space analysis through a uni�ed Python library, command-line interface,
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and no-code web interface. The toolkit provides the infrastructure needed to

build leakage-free benchmarks and to compare models on equal footing.

� An operator-controlled benchmark of GNNs under distribution shift (Chap-

ter 3). We evaluate six GNN message-passing operators across eight protein

families under three increasingly challenging splitting strategies, holding the re-

maining architecture �xed so that only the molecular operator varies. The study

demonstrates that distribution shift—not encoder design—is the dominant lim-

itation in current drug–target prediction systems: predictive performance falls

sharply when compounds and targets are genuinely novel, and probabilistic cal-

ibration deteriorates even faster. To our knowledge, this is the �rst controlled

GNN-DTI benchmark to report calibration alongside discrimination.

� A gradient-aware domain-adaptation framework (Chapter 4). Building di-

rectly on the diagnosis above, we introduce GRADDA-DTI, which combines

multimodal molecular and protein representations with multi-level distribu-

tion alignment and gradient-aware adaptive loss weighting. It improves cross-

domain predictive performance and calibration relative to state-of-the-art base-

lines, demonstrating that the generalization gap identi�ed by the benchmark

can be partially closed by targeted adaptation.

Together, these contributions advance more reliable and generalizable deep learn-

ing systems for computational drug discovery: the �rst establishes how to evaluate

honestly, the second establishes what actually limits performance, and the third es-

tablishes one way to improve it.

1.4 Outline of the Thesis

The remainder of the thesis is organized as follows. Chapter 2 presents the DTA-

GNN toolkit, describing its four-component architecture, its leakage-aware splitting

and auditing functionality, and an end-to-end case study on the epidermal growth

factor receptor. Chapter 3 presents the operator-controlled benchmark, detailing the

uni�ed dual-branch architecture, the eight protein families and three splitting strate-

gies, and the discrimination, calibration, and ef�ciency results across 7,200 train-
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ing runs. Chapter 4 presents GRADDA-DTI, describing its multimodal encoders,

multi-level alignment, and gradient-aware loss weighting, and evaluating it on cross-

domain drug–target interaction prediction. Chapter 5 summarizes the contributions,

discusses the limitations that span the three studies, and outlines directions for fu-

ture work. Supplementary material for the toolkit and the benchmark is collected in

Appendices E and F.
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CHAPTER 2

DTA-GNN: A TOOLKIT FOR LEAKAGE-AWARE DRUG–TARGET

AFFINITY MODELLING

2.1 Motivation and Signi�cance

Drug–target af�nity (DTA) prediction is a core task in computational drug discov-

ery [23, 24, 25, 26, 27], supporting applications such as virtual screening, target pri-

oritization, and lead optimization [4]. Advances in machine learning, particularly

the increasing adoption of graph neural networks (GNNs) for molecular represen-

tation learning [28, 29, 30, 31], along with recent model-level innovations such as

multi-scale feature fusion, transformer–variational architectures, and language model

�ne-tuning for af�nity prediction [32, 33, 34, 35, 36], have increased interest in de-

veloping predictive models that operate directly on molecular graph structures. In

parallel, network-based approaches that encode drugs and targets as nodes in biologi-

cal networks and apply graph encoders to learn node embeddings represent a comple-

mentary direction for DTA prediction [37, 38, 39]. However, the reliability of all such

models depends critically on the quality and construction of the underlying datasets.

Large public bioactivity resources such as ChEMBL [18]—an open-access reposi-

tory containing millions of bioactivity data points extracted from medicinal chemistry

literature—enable large-scale DTA modelling. However, while ChEMBL provides

extensively curated data, converting these raw records into a high-quality benchmark

dataset is not a straightforward task and requires signi�cant domain expertise. The

heterogeneous nature of bioactivity records requires rigorous preprocessing steps—

including unit harmonization, normalization (e.g., pChEMBL conversion, the nega-

tive log10 of molar dose–response measures (IC50, XC50, EC50, AC50) and binding
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af�nity values (Ki, Kd) [17]), aggregation of replicated or con�icting measurements,

and validation of molecular structures—before the data can be used for model devel-

opment.

Second, evaluation protocols often fail to account for prospective generalization. A

particularly important and well-documented issue is data leakage arising from in-

appropriate dataset splitting strategies [6]. Random training–test splits can retain

substantial overlap in molecular scaffolds between training and evaluation sets, lead-

ing to overly optimistic performance estimates and models that generalize poorly to

genuinely novel chemical series—a key requirement in prospective drug discovery

settings. Despite this being a known issue, leakage-aware splitting and systematic

leakage auditing are not consistently treated as standard steps in DTA dataset con-

struction and evaluation.

Third, reported model performance is often dif�cult to compare across studies be-

cause model development and evaluation are fragmented: architectural choices, train-

ing procedures, hyperparameter optimization, and evaluation protocols vary substan-

tially and are frequently not reproducible. While many cheminformatics and machine

learning libraries support individual components of DTA work�ows (e.g., molecular

featurization, model training utilities, or access to public bioactivity data) [40, 41],

they typically do not provide an end-to-end work�ow in which dataset curation,

leakage-aware splitting, leakage auditing, and artifact tracking are tightly coupled

and enforced as part of a single evaluation protocol. As a result, assembling realistic

and reproducible DTA benchmarks often requires additional attention to querying and

curating ChEMBL records, generating consistent training–validation–test splits, and

tracking dataset and model artifacts. For instance, DeepPurpose [42] offers a deep

learning library supporting several encoder–decoder architectures for drug–target in-

teraction prediction, but operates on pre-existing datasets and does not provide target-

speci�c dataset construction from raw ChEMBL records or automated leakage au-

diting. Similarly, the Therapeutics Data Commons (TDC) [43] provides AI-ready

datasets, standardized splitting strategies, and leaderboards across diverse therapeutic

tasks, yet it serves as a benchmarking and data access platform rather than an end-to-

end pipeline that couples dataset curation from source databases with model training

and artifact tracking.
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To address these challenges, this chapter presents DTA-GNN, a uni�ed open-source

toolkit that enables the construction of target-speci�c drug–target af�nity datasets

and the training of predictive models within a single framework. DTA-GNN com-

prises four modular components—data ingestion, preprocessing, modelling/training,

and visualization—organized into a seven-phase end-to-end work�ow. This work-

�ow covers dataset construction (including leakage-aware splitting and leakage au-

dits), model training (including hyperparameter optimization), evaluation of both

baseline machine learning methods and graph neural networks, and post hoc analy-

sis through latent-space inspection and interactive visualization of learned molecular

embeddings. By providing these capabilities in a single open-source toolkit, DTA-

GNN aims to enhance the transparency, reliability, and reusability of DTA modelling

work�ows in computational drug discovery research. The current code version and

reproducibility metadata are summarized in Appendix E.

2.2 Software Architecture

DTA-GNN is an open-source toolkit designed to support the end-to-end construction

of target-speci�c drug–target af�nity datasets and the training of predictive models

within a uni�ed and reproducible work�ow. The toolkit integrates data ingestion, rig-

orous preprocessing, leakage-aware splitting, automated auditing, and model training

into a single toolkit, reducing the need for ad hoc scripts and manual coordination

between separate tools.

DTA-GNN was developed as a modular Python package comprising four components

that form a pipeline with seven phases, as shown in Figure 2.1.

1. Component 1 – Data Ingestion: This component isolates I/O operations from

processing logic. It implements the ChemblSource interface with two con-

crete implementations: ChemblWebSource for REST API interaction and

ChemblSQLiteSource for optimized SQL queries against local database

dumps. This abstraction allows the backend to be swapped without modifying

the downstream pipeline.

2. Component 2 – Preprocessing: The core processing logic resides here. The
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Preprocessing module handles vectorization of scalar values (e.g., nor-

malization to pChEMBL), while the Featurizer module operates in paral-

lel branches: one generating Morgan �ngerprints (implemented in the RDKit

library) and another constructing PyTorch Geometric data objects (node

features, edge indices) for graph-based learning.

To ensure scienti�c validity, the splitting logic is encapsulated in this module

rather than embedded in the data loaders. The Splitter class implements

“Cold-Drug” splitting (clustering by Murcko scaffolds to enforce structural dis-

tinctness) and temporal splitting (partitioning by publication year to simulate

prospective validation). Crucially, a distinct Audit component serves as a

quality-assurance layer, computing intersection metrics between data partitions

to detect leakage prior to model instantiation.

3. Component 3 – Modelling and Trainer: The training component is built

on PyTorch, PyTorch Geometric, and scikit-learn. It uses a dy-

namic registry to instantiate models (e.g., GIN, GAT, SVR) from con�guration

strings. This component integrates an HPO wrapper that interfaces with the

Weights & Biases API for Bayesian hyperparameter search.

4. Component 4 – Visualizer: This component is architected as a library of func-

tions in the visualization module for latent space analysis and visualiza-

tion. It exposes a uni�ed interface for dimensionality reduction—accepting ei-

ther ECFP4 features, a speci�c variant of Morgan �ngerprints, or learned GNN

embeddings—and delegates projection to scikit-learn's t-SNE and PCA

implementations.

These components are managed by the Pipeline class, which handles state transi-

tions and artifact serialization, ensuring that every execution produces a strictly ver-

sioned run directory containing data, logs, and model weights.
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Figure 2.1: Overview of the DTA-GNN software architecture. The pipeline integrates

data ingestion, preprocessing, and feature generation, leakage-aware dataset splitting,

model training using baseline models or graph neural networks, and inference within

a uni�ed work�ow. All runs produce timestamped artifacts to support reproducibility

and reuse.
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2.3 Software Functionalities

DTA-GNN exposes its functionality through a Python library, a Command Line In-

terface (CLI), and an interactive Web UI. The key capabilities available to the user

include:

� Flexible Data Ingestion: Users can seamlessly switch between the ChEMBL

Web API for lightweight queries and a local SQLite database for high-performance,

of�ine dataset construction (Phase 1 in Figure 2.1).

� Standardized Preprocessing: All fetched bioactivity measurements are con-

verted to the pChEMBL scale (� log10 of molar dose–response values). Multi-

ple measurements for the same compound–target pair are aggregated using the

median by default, with mean, minimum, and maximum also available as con-

�gurable options. Censored measurements (e.g., IC50 > 10 �M) are retained

by default but can be excluded. For temporal splits, the earliest publication year

among duplicated records is preserved to prevent future-information leakage.

� Leakage-Aware Splitting: The toolkit implements speci�c splitting strategies

designed for drug discovery, including “Cold-Drug” scaffold splitting (cluster-

ing by Murcko scaffolds) and temporal splitting (based on publication year) to

simulate prospective validation (Phase 2 in Figure 2.1).

� Automated Leakage Audits: Built-in auditing functions quantify the overlap

of scaffolds and targets between training and test sets, providing immediate

feedback regarding dataset integrity (Phase 2 in Figure 2.1).

� Comprehensive Model Zoo: DTA-GNN supports baseline regressors (Ran-

dom Forest, SVR) and ten distinct Graph Neural Network architectures (Ta-

ble 2.1) with con�gurable hyperparameters (Phase 3 in Figure 2.1).

� Integrated Experiment Tracking: The toolkit streamlines Hyperparameter

Optimization (HPO) via a seamless integration with Weights & Biases [44].

By simply providing an API key, users can trigger Bayesian sweeps and auto-

matically track training metrics, loss curves, and artifact versioning through a
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cloud-based dashboard without writing custom logging code (Phase 4 in Fig-

ure 2.1).

� Model Training: Using the selected hyperparameters, the toolkit retrains the

chosen model to produce a �nal optimized checkpoint for downstream predic-

tion and embedding extraction (Phase 5 in Figure 2.1).

� Inference with Trained Models: Trained models are saved as reusable check-

points and can be reloaded to perform inference on unseen compounds, en-

abling binding af�nity prediction for the target of interest without retraining

(Phase 6 in Figure 2.1).

� Latent Space Analysis & Visualization: Unlike standard libraries that only

output predictions, DTA-GNN allows users to extract learned molecular repre-

sentations (embeddings) from the GNN encoder into NumPy format (.npz).

The Web UI includes a dedicated visualization module for dimensionality re-

duction. Users can project high-dimensional molecular embeddings using t-

SNE [45] or PCA [46] and colour-code points by dataset split, ground-truth

af�nity, or model af�nity predictions in order to visually audit the separation of

active and inactive compounds (Phase 7 in Figure 2.1).

� No-Code Web Interface: A Gradio-based UI allows users to visually con�gure

pipelines, conduct hyperparameter optimization, monitor training progress, and

visualize chemical space distributions without writing code, allowing subject

matter experts without computational expertise to access its functionality. It is

available on Hugging Face Spaces1 and SciLifeLab Serve2.
1 https://huggingface.co/spaces/gozsari/dta-gnn
2 https://dta-gnn.serve.scilifelab.se/
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Table 2.1: Graph neural network architectures supported in DTA-GNN.

Architecture Description Key Characteristics

GIN Graph Isomorphism Network [11] A strong general-purpose model that can learn subtle structural

differences between molecules

GCN Graph Convolutional Network [9] A simple baseline that averages information from directly

connected atoms

GAT Graph Attention Network [10] Learns which neighbours are more important and gives them

higher weight

GraphSAGE Sample and Aggregate [12] Scales to large graphs by sampling neighbours instead of using

all of them

PNA Principal Neighbourhood Aggrega-

tion [13]

Uses several ways of aggregating neighbours (mean/max/etc.)

for richer representations

Transformer Masked Label Prediction: Uni�ed

Message Passing [47]

A Transformer-style model adapted to graphs; uses attention-

based message passing

TAG Topology Adaptive Graph Convolu-

tion [48]

Scans the graph with a set of �xed-size learnable �lters that

adapt to the local topology

ARMA Auto-Regressive Moving Aver-

age [49]

Uses recursive �ltering to capture wider, global context and

diverse patterns beyond local neighborhoods

Cheb Chebyshev Spectral Graph Convolu-

tion [14]

Captures information up to K steps away using an ef�cient

approximation

SuperGAT Supervised Graph Attention Net-

work [50]

Makes attention models more robust to noisy edges via extra

supervision/regularization

2.4 Usage Example

The following code snippet demonstrates the DTA-GNN work�ow: building a drug–

target af�nity dataset for a speci�c target (CHEMBL1862, Tyrosine-protein kinase

ABL1) using scaffold-based splitting, and training baseline models (Random Forest,

SVR) and a Graph Neural Network (GIN) to predict binding af�nities.

Listing 2.1: DTA-GNN usage example

from dta gnn.pipeline import Pipeline

from dta gnn.models import train random forest on run ,

train svr on run , train gnn on run , GnnTrainConfig

1. Build a dataset for your target of interest

pipeline = Pipeline(sourcetype = web )
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dataset = pipeline.builddta(

target ids = [ CHEMBL1862 ] , target of interest

splitmethod = scaffold , leakage free splitting

)

print(f Dataset: len(dataset) drug target pairs )

2. Train a baseline model (Random Forest or SVR)

rf result = train random forest on run ( runs/current , nestimators

=100)

print(f RF Test RMSE: rf result.metrics [ splits ] [ test ] [ rmse

]: .3f )

Or train SVR

svrresult = t ra in svr on run ( runs/current , C=10.0, epsilon=0.1,

kernel = rbf )

print(f SVR Test RMSE: svrresult.metrics [ splits ] [ test ] [ rmse

]: .3f )

3. Train a Graph Neural Network

config = GnnTrainConfig(

architecture = gin , GIN, GCN, GAT, GraphSAGE, PNA,

Transformer, TAG, ARMA, Cheb, SuperGAT

hiddendim=256,

numlayers=5,

epochs=100,

)

gnnresult = t ra in gnn on run ( runs/current , config=config)

print(f GNN Test RMSE: gnnresult.metrics [ splits ] [ test ] [ rmse

]: .3f )

2.5 Illustrative Case Study: EGFR (P00533)

This section presents an end-to-end example that demonstrates the functionalities of

the proposed toolkit on EGFR (UniProt: P00533), a clinically important human re-

ceptor tyrosine kinase implicated in multiple cancers. Using ChEMBL bioactivity
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data, we build target-speci�c datasets, audit scaffold leakage, train and tune a Graph-

SAGE regressor to predict binding af�nity, and evaluate performance on held-out

splits. The example was executed in a Google Colab notebook3 using the ChEMBL

web API (or available dataset �les) and produces all the tables and �gures used in this

section.

2.5.1 Dataset Construction and Leakage Auditing

Two target-speci�c datasets were constructed from ChEMBL bioactivity records (stan-

dard types: IC50, Ki, Kd) using (i) a conventional random split and (ii) a scaffold-

based “cold-drug” split (Table 2.2). We quanti�ed scaffold overlap between the train-

ing and test sets using a leakage ratio (the fraction of test scaffolds also present in

the training set). The random split exhibits substantial scaffold leakage [7], while the

scaffold split achieves zero overlap for this target (Table 2.3).

Table 2.2: Number of samples per dataset split for random and scaffold splitting

(P00533).

Split Random Scaffold

Train 10171 10174

Validation 1453 1451

Test 2906 2885

Total 14530 14530

Table 2.3: Scaffold leakage ratio on P00533 (lower is better).

Split Leakage ratio

Random 0.5106

Scaffold 0.0000

3 https://colab.research.google.com/drive/1REX98XQ_bZk1ly17RCBT1Zt2necXA
vv7
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2.5.2 Hyperparameter Optimization and GraphSAGE Training

We then optimized a GraphSAGE regressor on the scaffold split using Weights &

Biases (W&B) Bayesian sweeps over learning rate and number of message-passing

layers (�xed seed: 42). Table 2.4 presents the top 20 hyperparameter con�gurations

from GraphSAGE HPO on the P00533 scaffold split, ranked by validation R2. The

validation R2 values across the top 20 trials range from 0.62 to 0.66, indicating rela-

tively stable performance across a range of hyperparameter settings. The best con�g-

uration found was a learning rate of 1:40 � 10�3 with 5 GNN layers (validation score

R2: 0.66; Table 2.4). This HPO is documented as a report and available on W&B4.
4 https://api.wandb.ai/links/lab_bio_inf/qv8jv1sr
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Table 2.4: Top 20 hyperparameter con�gurations from GraphSAGE HPO on the

P00533 scaffold split, ranked by validation R2.

Rank Trial Learning Rate (lr) Number of GNN Layers Validation R2

1 34 0.001403 5 0.6574

2 12 0.000845 6 0.6556

3 41 0.001691 2 0.6551

4 39 0.001824 3 0.6507

5 33 0.001770 3 0.6485

6 32 0.002035 5 0.6482

7 8 0.002572 4 0.6457

8 10 0.002887 4 0.6454

9 28 0.003908 3 0.6445

10 7 0.002735 4 0.6444

11 35 0.002810 5 0.6440

12 18 0.002784 6 0.6420

13 9 0.002108 4 0.6412

14 11 0.002869 4 0.6378

15 48 0.000439 5 0.6371

16 42 0.000735 3 0.6357

17 0 0.007006 3 0.6332

18 20 0.005996 3 0.6313

19 30 0.000870 2 0.6254

20 4 0.009403 5 0.6186

Using the best-performing hyperparameters on the validation dataset, we trained a

�nal GraphSAGE model on the scaffold split and evaluated it on the held-out vali-

dation and test sets. Performance is reported as RMSE, MAE, Pearson correlation,

R2, and Spearman's rank correlation (Table 2.5), and the predicted-versus-true scatter

plot illustrates the calibration of the test set (Figure 2.2).
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Table 2.5: GraphSAGE performance on the P00533 scaffold split.

Split RMSE MAE R2 Pearson Spearman R

val 0.88 0.67 0.66 0.81 0.82

test 0.89 0.66 0.60 0.77 0.78

Figure 2.2: Predicted vs. ground-truth af�nity on the P00533 test split (GraphSAGE).

2.5.3 Model Inference and Embeddings

To demonstrate the inference capability of the toolkit, we obtain the predictions of

molecules in the test set and list the top-ranked according to predicted af�nity (Ta-

ble 2.6). Finally, we extracted the molecular embeddings learned from the trained

encoder and visualized the chemical space of the test set using PCA, colour-coded by

predicted and ground-truth af�nity (Figure 2.3).
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Table 2.6: Top �ve test-set molecules ranked by predicted af�nity (P00533, Graph-

SAGE).

Rank SMILES Predicted Af�nity True Af�nity

1 CCS(=O)(=O)Nc1nc(-c2ccc(F)cc2)c(-c2ccnc(Nc3cc(C)c(N4CCC(N5CCN

(C)CC5)CC4)cc3OC)n2)s1

9.5069 8.0000

2 Cn1ncc([N+](=O)[O-])c1C[N+](C)(C)C/C=C/C(=O)Nc1ccc2ncnc(Nc3ccc

c(Br)c3)c2c1.[Br-]

9.3810 9.6600

3 O=C(/C=C/C(=O)NCCCN1CCOCC1)Cc1cc2c(Nc3cccc(Br)c3)ncnc2cn1 9.3275 9.0900

4 C#Cc1cccc(Nc2ncnc3cc(OC)c(OCCCCCN/C(=N\C#N)Nc4ccncc4)cc23)c

1

9.2798 9.5900

5 Cc1nc(F)ccc1[C@H](Nc1cc(C#N)c2ncc(C#N)c(NCC(C)(C)C)c2c1)C1=C

N(C2(C(N)=O)CC2)NN1

9.2753 9.0000

Figure 2.3: PCA visualization of test-set embeddings for P00533, colour-coded by

(left) predicted af�nity and (right) ground-truth af�nity.

2.5.4 Baseline Model Training and Evaluation

Additionally, we trained a baseline model to assess the performance of a classical

approach and to quantify the improvement achieved by the proposed GNN models.

To demonstrate this, we trained a Random Forest regressor on the P00533 scaffold

split and evaluated it on the validation and test sets (Table 2.7).
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Table 2.7: Random Forest performance on the P00533 scaffold split.

Split RMSE MAE R2 Pearson Spearman R

val 0.89 0.66 0.65 0.81 0.81

test 0.86 0.62 0.61 0.78 0.79

When we compare the results, we observe that the Random Forest provides a useful

reference point for this target. The metric scores given in Table 2.5 and Table 2.7

are similar, probably due to the limited hyperparameter search conducted for Graph-

SAGE. If additional improvement is required, further GraphSAGE-speci�c optimiza-

tion via an expanded hyperparameter search can be pursued to boost the model.

2.5.5 Additional Experiments

To illustrate the applicability of DTA-GNN across diverse protein targets, we pro-

vide a complete worked example, benchmarking �ve GNN architectures (GCN, GIN,

GAT, GraphSAGE, PNA) and two classical baselines (Random Forest, SVR) on three

targets from distinct protein families: Androgen Receptor (P10275), Acetylcholinesterase

(P22303), and Prostaglandin G/H synthase 2 (P35354). These examples demonstrate

how users can employ the toolkit's end-to-end work�ow—from dataset construction,

through W&B Bayesian hyperparameter optimization, to model evaluation and em-

bedding extraction—for their own targets of interest. The results highlight practical

considerations: GNN architectures ranked highest on all three targets, but the margin

over �ngerprint-based baselines varied substantially depending on the target's ligand

diversity, illustrating why the toolkit's systematic comparison capability is valuable.

Appendix E reports the full settings, per-target performance comparisons, optimized

hyperparameters, and the wall-clock training times, per-epoch durations, embedding

extraction times, and peak GPU memory consumption for each architecture, pro-

viding users with practical guidance for hardware planning and architecture selec-

tion. All datasets, training scripts, optimized hyperparameters, predictions, runtime

and memory pro�les, and visualization artifacts are provided as a reference for users
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adapting the pipeline to new targets.

2.6 Impact and Discussion

� Standardizing Evaluation Protocols: In computational drug discovery, incon-

sistent dataset construction and random splitting frequently lead to the “Clever

Hans” effect, where models exploit data biases. DTA-GNN mitigates this by

standardizing the evaluation protocol. By automating “Cold-Drug” scaffold

splitting and temporal splitting, the toolkit provides realistic estimates of how

models will perform on novel chemical series.

� Systematic Architectural Benchmarking: The current literature is ambigu-

ous about which GNN architectures are best suited to speci�c tasks [51, 52, 53].

DTA-GNN allows researchers to perform controlled ablation studies. Users

can systematically benchmark ten distinct architectures (e.g., PNA vs. GCN)

on identical, target-speci�c datasets. This enables targeted analysis of which

graph inductive biases are most effective for speci�c target classes, such as

kinases or GPCRs.

� Supporting Early-Stage DMTA Work�ows: DTA-GNN contributes to early-

stage Design–Make–Test–Analyze (DMTA) work�ows [54] by facilitating ac-

cess to GNN-based deep learning model development for subject matter ex-

perts without computational specializations. By replacing complex, ad hoc

scripts with a standardized “no-code” Web UI, the toolkit empowers medici-

nal chemists to independently construct datasets and train baseline models, sig-

ni�cantly shortening the iteration time between data acquisition and decision-

making. Crucially, the toolkit enables “Cold-Drug” scaffold splitting to sim-

ulate prospective validation, ensuring that generated models provide realistic

performance estimates for novel chemical series—a key requirement for the

Design phase. Furthermore, DTA-GNN strengthens the Analyze phase through

its interactive visualization module, which allows users to audit learned molec-

ular embeddings and distinguish active scaffolds from decoys in the latent

space. This integration enables project teams to prioritize compounds more

reliably before committing to experimental synthesis.
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2.7 Chapter Summary

DTA-GNN is an open-source toolkit that addresses key practical challenges in drug–

target af�nity modelling by providing an end-to-end, reproducible pipeline for dataset

construction and model development. The toolkit integrates standardized dataset

construction, leakage-aware dataset splitting, automated audits, and support for both

baseline machine learning models and graph neural networks.

By emphasizing transparent dataset construction and reproducible evaluation, DTA-

GNN supports more reliable comparison of DTA modelling approaches and facilitates

reuse across projects. As part of model analysis and validation, DTA-GNN enables

latent space analysis and interactive visualization of learned molecular embeddings,

helping users interpret model behaviour and inspect latent chemical space organiza-

tion. The availability of a Python application programming interface, a command-

line interface, and a graphical user interface enables use by both software-oriented

researchers and users without programming expertise, supporting adoption across in-

terdisciplinary research teams.

DTA-GNN is designed to complement existing cheminformatics and machine learn-

ing libraries by providing infrastructure that bridges raw bioactivity data and model

training work�ows. The toolkit thus serves as the leakage-aware foundation on which

the controlled benchmarking study of Chapter 3 and the domain-adaptation frame-

work of Chapter 4 build.
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CHAPTER 3

OPERATOR-CONTROLLED BENCHMARKING OF GRAPH NEURAL

NETWORKS FOR DRUG–TARGET INTERACTION

3.1 Introduction and the Benchmarking Gap

Identifying the interactions between small-molecule compounds and protein targets

is a fundamental step in the drug discovery pipeline. Traditional high-throughput

screening and in vitro binding assays, while reliable, incur substantial costs and

lengthy development cycles that limit their scalability to the vast chemical and pro-

teomic spaces relevant to modern pharmacology [1, 2]. Computational approaches

for drug–target interaction (DTI) prediction have therefore received growing atten-

tion as a means of prioritizing candidate compound–target pairs before experimental

validation, thereby reducing both time and cost in early-stage drug discovery [3].

Early computational DTI methods framed the problem as link prediction in a bipartite

compound–target network using hand-crafted similarity kernels over chemical �nger-

prints and protein sequences [55, 56], but these descriptors struggle to capture com-

plex, non-linear structure–activity relationships. Deep learning brought a paradigm

shift: sequence-based models such as DeepDTA [57], WideDTA [58], and DeepConv-

DTI [59] showed that convolutional networks applied directly to SMILES strings and

amino-acid sequences could match or surpass kernel-based methods. However, repre-

senting a molecule as a �at character string discards its two-dimensional topology—

the bonding pattern that governs its chemical behaviour. Graph neural networks

(GNNs) address this limitation by operating directly on the molecular graph, where

atoms are nodes and covalent bonds are edges, under the unifying Message Passing

Neural Network (MPNN) framework [8]. GraphDTA [5] was among the �rst to ap-
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ply GNN-based molecular encodings to DTI prediction, and a rich landscape of graph

convolution operators has since emerged—including GCN [9], GAT [10], GIN [11],

GraphSAGE [12], PNA [13], and ChebNet [14]—each embodying a different in-

ductive bias about which neighbourhood statistics are most informative. A comple-

mentary line of work incorporates bond features through edge-conditioned message

passing, exempli�ed by the directed message-passing network D-MPNN [60, 61]; we

focus here on the six node-aggregation operators above because they share a common

edge-feature-free interface, which is what makes a strictly controlled comparison pos-

sible (§3.2.2). Their relative merits for molecular property prediction, and for DTI in

particular, nonetheless remain poorly understood under controlled conditions.

Standardised benchmark suites such as MoleculeNet [62] and the Open Graph Bench-

mark [63] have advanced GNN evaluation on molecular tasks, yet Shchur et al. [64]

showed that many reported comparisons are unreliable because they rely on �xed

train/test splits with inconsistent training procedures, making it impossible to at-

tribute performance differences to the architecture itself. Subsequent work estab-

lished methodological best practices for fair comparison: controlled parameter bud-

gets and consistent evaluation across diverse datasets [52], and domain-speci�c bench-

marking in materials chemistry [65] and biomedical informatics [66], with several

studies observing that top architectures converge in accuracy once hyperparameters

are equally tuned. Despite these advances, none have targeted the compound–target

pair classi�cation setting central to DTI. Transformer- and attention-based DTI mod-

els [67, 68, 69, 70] have demonstrated strong results, but they typically modify the

molecular encoder, protein encoder, and interaction module simultaneously, making

it dif�cult to attribute gains to any single architectural decision.

In parallel, self-supervised protein language models (PLMs)—culminating in the

evolutionary-scale ESM family [15, 16]—now provide rich pre-trained representa-

tions that capture structural information from sequence alone. Freezing a pre-trained

PLM and using its embeddings as �xed input to the protein branch is a common strat-

egy [71], as it provides high-quality target features without the overhead of end-to-end

�ne-tuning and holds the protein encoder constant across experiments.

The choice of evaluation benchmark profoundly affects the conclusions that can be
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drawn from a DTI study. The Davis [72] and KIBA [73] kinase-inhibitor panels,

while widely used, are limited to a single protein superfamily and have been repeat-

edly shown to produce in�ated performance estimates when partitioned by random

splitting [20]. Broader repositories such as BindingDB [74] and the Therapeutics

Data Commons [75] offer greater diversity but still rely predominantly on random or

scaffold-based splits that allow chemically similar—or even identical—compounds

to appear in both training and test sets. ProtBENCH [20] was introduced speci�-

cally to address this data-leakage problem. It constructs family-speci�c datasets from

ChEMBL [19] binding assays and provides three network-based splitting strategies

of increasing dif�culty: random, dissimilar-compound (no test compound has Tani-

moto similarity � 0:5 to any training compound on ECFP4 �ngerprints), and fully-

dissimilar (both compounds and proteins are dissimilar across partitions, enforced

via Louvain community detection on a heterogeneous similarity network). Together,

these splits induce a controlled gradient of distribution shift, enabling researchers

to distinguish models that merely memorize training-set neighbours from those that

genuinely generalize.

An additional dimension of model quality that is routinely neglected in DTI bench-

marks is probabilistic calibration: the degree to which a model's predicted con�-

dence matches its empirical accuracy. Guo et al. [22] demonstrated that modern deep

networks are often poorly calibrated, with deeper and wider architectures exhibiting

increasing overcon�dence. In drug discovery, where predicted interaction probabili-

ties directly inform compound prioritization and assay design, miscalibrated outputs

can waste experimental resources or cause missed therapeutic opportunities. Standard

calibration metrics—the Expected Calibration Error (ECE) [21] and the Brier score—

are well established in machine learning, yet to our knowledge no GNN benchmark

for DTI has systematically reported them. Recent uncertainty-quanti�cation work,

notably EviDTI [76], has highlighted the value of reliable con�dence estimates, but

evaluates calibration through its own evidential uncertainty measures rather than ECE

or the Brier score, and focuses on proposing a new uncertainty-aware architecture

rather than evaluating how existing GNN encoders compare in calibration quality.

Taken together, the literature reveals a clear gap: existing comparisons of GNN ar-

chitectures for DTI prediction change too many variables simultaneously—different
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molecular encoders, protein representations, data splits, and unequal tuning budgets—

making it impossible to isolate the effect of the message-passing operator itself.

While the general GNN benchmarking community has converged on best practices [52,

64, 65, 66], these have not been fully applied to DTI. The concurrent GTB-DTI

benchmark [77] compares tens of GNN- and Transformer-based DTI methods un-

der each method's reported optimal hyperparameters, but because it evaluates each

method as a monolithic system—with its own molecular encoder, protein encoder,

and interaction module—it cannot disentangle the contribution of the graph convo-

lution operator from other architectural choices; it also evaluates each method with

�ve-fold cross-validation on each dataset's standard train/test partition, rather than

leakage-aware family splits, and does not report calibration.

In this chapter, we address this gap with an operator-controlled, large-scale bench-

marking study. The contributions are as follows:

1. Enabling design. We wrap six widely used GNN message-passing operators—

GCN, GAT, GIN, GraphSAGE, PNA, and ChebNet—in a single dual-branch

architecture with a shared frozen-ESM2 protein branch, identical projection

and fusion heads, and an identical 50-trial Bayesian tuning budget for ev-

ery (model, family, split) triple, so that observed differences are attributable

principally to the message-passing operator. Operator-intrinsic capacity is de-

liberately not equalized (parameter counts span 4.9–17.4 M); rather than hide

this residual confound, we quantify it through a parameter-ef�ciency analysis

(§3.5.5).

2. Scale. We evaluate all six operators across eight therapeutically relevant pro-

tein families and three ProtBENCH splitting strategies (random, dissimilar-

compound, fully-dissimilar)—a controlled gradient of distribution shift—over

a total of 7,200 training runs.

3. Calibration. To our knowledge, this is the �rst controlled GNN-DTI bench-

mark to report probabilistic calibration (Brier score and ECE), and we show

that calibration degrades 3.9–5.7� under distribution shift (§3.4.4).

4. Rank instability. We show that the in-distribution operator ranking does not

transfer under distribution shift, and—because the operators are statistically

28



indistinguishable out-of-distribution (§3.4.6)—draw the methodological con-

clusion that a random-split leaderboard carries no information about out-of-

distribution order.

5. Uniform convergence. We con�rm, uniformly across six standard operators,

that equally tuned GNN operators converge in-distribution and collapse by 82–

89% under strict train–test dissimilarity.

6. Prescription, not a null result. We convert these largely null operator com-

parisons into a regime-keyed decision guide (Figure 3.11, Table 3.11) that tells

practitioners where to stop tuning operators and where to invest instead.

7. Interventions and robustness checks. We complement the controlled compar-

ison with a reduced multi-seed study, a limited matched-capacity check, and a

post-hoc recalibration analysis.

Practical takeaway. If the deployment setting is in-distribution (screening com-

pounds chemically similar to the training data), GAT is marginally the most ac-

curate encoder, but GraphSAGE and GCN reach almost the same accuracy at a

fraction of the parameters and GPU memory. If the setting involves novel scaf-

folds, dissimilar targets, or cold-pair deployment, the choice of message-passing

operator is not the limiting factor—train–test distribution shift and probabilistic

miscalibration are. Effort is therefore better spent on post-hoc recalibration, do-

main adaptation, three-dimensional or edge-aware molecular encoders, and vali-

dation under realistic chemical novelty than on searching for a better operator.

3.2 Methodology

3.2.1 Problem Formulation

We frame DTI prediction as pairwise (compound–target) binary classi�cation. Let C

be a �nite set of small-molecule compounds and T a �nite set of protein targets. For

each interaction record (c; t) 2 C �T we observe a bioactivity measurement reported

as a pChEMBL value. Both C and T are given; only the label y of each observed pair
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is unknown. Following the convention adopted by the ProtBENCH suite, an interac-

tion is labelled active (y = 1) if its pChEMBL value is at least 6.0 (corresponding

to an IC50, Ki , or Kd of � 1 �M) and inactive (y = 0) otherwise. Negatives are

therefore measured inactives rather than sampled non-interactions, which avoids the

negative-sampling bias common in DTI benchmarks. Given the molecular structure

of c, encoded as a SMILES string, and the amino-acid sequence of t, the task is to

learn a function f� : (c; t) ! [0; 1] that estimates the posterior probability of activ-

ity. Our objective is not to propose a new model but to compare, under controlled

conditions, six widely used GNN encoders that differ only in how they aggregate

information over the molecular graph.

3.2.2 Molecular Graph Construction

Each compound c is converted from its canonical SMILES into a molecular graph

Gc = (V c; Ec) using RDKit. Nodes correspond to heavy atoms and edges to covalent

bonds; the resulting graph is undirected. We deliberately exclude edge features (bond

type, stereochemistry, conjugation) from the molecular graph representation in this

work: edges encode only connectivity. This restricts the comparison to the edge-

feature-free regime in which all six operators share a common interface, since the

standard PyTorch Geometric implementations of GCN, GIN, and ChebNet do not

accept edge-feature tensors. For every atom a 2 Vc we compute a 78-dimensional

feature vector that concatenates: (i) a 44-way one-hot encoding of the atomic symbol;

(ii) an 11-way one-hot encoding of the atomic degree (0–10); (iii) an 11-way encoding

of the total number of attached hydrogens; (iv) an 11-way encoding of the implicit

valence; and (v) a single binary indicator of aromaticity. The resulting feature vector

is normalized to sum to one. Single-atom molecules are augmented with a self-loop

so that all message-passing layers can be applied without exception.

3.2.3 Protein Representation with ESM2

For each target t we obtain a �xed-dimensional protein representation from a pre-

trained ESM2 model (esm2_t33_650M_UR50D), an evolutionary-scale transformer
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language model trained on UniRef50 sequences. Each amino-acid sequence is to-

kenized and passed through the frozen 33-layer encoder; we then extract the per-

residue hidden states from the �nal layer. Sequences exceeding 1022 residues are

truncated, and special tokens are excluded from the pooling step. Per-residue em-

beddings are mean-pooled across the sequence dimension to yield a single 1280-

dimensional vector  t per protein. Embeddings are computed once and cached on

disk, so the protein branch contributes no additional GPU memory or runtime to the

GNN training process.

3.2.4 Uni�ed Dual-Branch Architecture

A core design decision of this benchmark is that all six GNN encoders are wrapped

in an identical dual-branch network so that any difference in performance can be

attributed to the choice of message-passing operator rather than to ancillary architec-

tural choices. Only the graph convolution operator and a small set of operator-speci�c

hyperparameters differ between models; operator-intrinsic capacity is not equalized

and is analyzed separately in §3.5.5. The shared backbone has three components: a

molecular branch, a protein branch, and a fusion classi�cation head (Figure 3.1).

Molecular branch. The atom feature matrix X 2 RN�78 is processed by a stack

of L message-passing layers, where L is a hyperparameter. Each layer applies an

architecture-speci�c convolution followed by a ReLU non-linearity. The �rst layer

maps the 78 input channels to 78 hidden channels; subsequent layers expand the

channel width geometrically as 78 � 2` . Node embeddings produced by the �nal

layer are aggregated by global max-pooling and passed through a two-layer MLP that

produces a d-dimensional drug embedding zc.

Protein branch. The pre-computed ESM2 vector  t is projected into the same d-

dimensional space by a two-layer MLP with batch normalization and dropout. Be-

cause the protein encoder is not �ne-tuned, the protein branch contributes only a small

set of trainable parameters and does not affect training cost.

Fusion head. The drug embedding zc and the protein embedding zt are concatenated

to form a 2d-dimensional joint representation, which is then transformed by a three-
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layer MLP (1024 ! 512 ! 2 hidden units, with ReLU activations and dropout). The

output is a 2-logit vector representing the activity class. The protein branch and fu-

sion head are identical across all six models so that the only varying components are

the graph convolution operator and a small number of architecture-speci�c hyperpa-

rameters.
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Figure 3.1: Uni�ed dual-branch architecture used for all six GNN encoders. The

molecular branch encodes the compound graph with a stack of L architecture-speci�c

message-passing layers followed by global max-pooling and an MLP projection. The

protein branch projects the pre-computed 1280-dimensional ESM2 embedding into

the same latent space. The two embeddings are concatenated and passed through a

shared fusion MLP that produces the binary activity prediction. Only the boxed graph

convolution operator changes between models.
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3.2.5 Graph Neural Network Encoders

In the message-passing framework [8], each layer performs three steps: a message

function constructs a vector for every edge from the features of its endpoints, a

permutation-invariant aggregation function pools the incoming messages at each node,

and an update function combines the aggregated message with the node's current

state. Formally, a generic message-passing layer can be written as

h(t+1)
v = �

0

@h(t)
v ;

M

u2N (v)

 
�
h(t)

v ; h(t)
u ; evu

�
1

A ;

where h(t)v is the representation of node v at layer t, evu denotes optional edge features,

 is the message function,
L

is a permutation-invariant aggregation, and � is the

update function. We compare six message-passing operators that span the most in�u-

ential families of GNNs. Table 3.1 summarizes the aggregation scheme, the de�ning

inductive bias, and the implementation-speci�c con�guration of each operator; full

mathematical de�nitions are given in Appendix F.1.
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Table 3.1: The six graph convolution operators compared in this benchmark. “Con-

�g.” lists the implementation-speci�c choices that differ between operators within the

otherwise-identical dual-branch network; full equations are provided in Appendix F.1.

Operator Aggregation De�ning inductive bias Con�g.

GCN Degree-normalized sum First-order spectral ap-

proximation; baseline

—

GAT Attention-weighted sum Learned, feature-

dependent neighbour

weighting

h heads (swept

f4; 8g); single head

in �nal layer; edge

dropout

GIN Sum Injective multiset aggre-

gation; WL-expressive

2-layer MLP per

layer; learnable �

SAGE Mean (concat. with self) Self-state preserved sep-

arately from neighbour-

hood

Mean aggregator

PNA Multi-aggregator + scalers Multiple statistics mit-

igate single-aggregator

loss

A = fmean, min,

max, stdg; degree

scalers; per-family

degree histogram

CHEB Spectral (Chebyshev) localized graph-

frequency �ltering

K = 4 intermediate

layers, K = 1 �nal

layer

3.2.6 Training Objective

We train each model with the cross-entropy loss applied to the 2-class softmax outputs

of the fusion head. To mitigate the substantial class imbalance present in several

protein families (positive-class fractions range from approximately 46% in hydrolases

to 70% in transporters), the loss is weighted per-family using the empirical training-

set class proportions. The class weights are computed automatically from the training

labels at the start of each run. We adopt this scheme uniformly across all models so

that any difference in robustness to imbalance is attributable to the encoder rather than
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to the loss con�guration.

3.2.7 Optimization and Early Stopping

All models are optimized with Adam using a single, swept learning rate. Each train-

ing trial is allotted up to 100 epochs, with early stopping triggered when the valida-

tion Matthews Correlation Coef�cient (MCC) does not improve for 15 consecutive

epochs. The model state corresponding to the best validation MCC is restored before

computing test-set metrics. The same patience, maximum number of epochs, and

validation criterion are used across every model, family, and split combination.

3.2.8 Bayesian Hyperparameter Optimization

A common confound in GNN benchmarks is that different architectures are tuned

with unequal effort. We address this by performing per-architecture Bayesian hy-

perparameter optimization with an identical search budget for every (model, family,

split) triple. Optimization is carried out with the Weights & Biases (W&B) sweep ser-

vice using the bayes method, which employs a Gaussian-process surrogate model

to maximize validation MCC. The shared search space is summarized in Table 3.2.

Each sweep performs 50 trials, giving a total budget of 6 architectures � 8 families

� 3 splits � 50 trials = 7,200 training runs.
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Table 3.2: Bayesian hyperparameter optimization search space, shared across all six

GNN architectures. Each sweep performs 50 trials per (model, family, split) triple,

totalling 7,200 training runs.

Hyperparameter Type Range / Values

Learning rate log-uniform 10�5 – 10�2

Dropout uniform 0.1 – 0.5

Embedding width d categorical f128; 256; 512g

Number of GNN layers L integer [3; 6]

Batch size categorical f128; 256; 512g

Attention heads (GAT only) categorical f4; 8g

Maximum epochs �xed 100

Early-stopping patience �xed 15

All runs use a �xed random seed of 42.

3.2.9 Evaluation Metrics

We evaluate each trained model along three complementary axes. Discriminative

performance: Matthews Correlation Coef�cient (MCC), F1-score, accuracy, preci-

sion, recall, AUROC, and AUPRC. MCC is the primary ranking metric throughout

because it remains informative under class imbalance and assigns equal importance

to both classes [78]. Calibration: the Brier score (mean squared error between pre-

dicted probabilities and binary labels) and the Expected Calibration Error (ECE) com-

puted with ten equal-width probability bins. Computational ef�ciency: the number

of trainable parameters, checkpoint size, wall-clock training time, test-set inference

time, throughput, CPU utilization and resident memory, and peak GPU memory.
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3.3 Experimental Setup

3.3.1 Datasets and Protein Families

We adopt the large-scale, protein-family-speci�c benchmark datasets released as part

of ProtBENCH [20], constructed for rigorous leakage-aware evaluation. The under-

lying bioactivity records are drawn from ChEMBL [19] (version 24) under the fol-

lowing inclusion criteria: target type “single protein”, standard relation “=”, non-null

pChEMBL value, and assay type “B” (binding assays). From the resulting taxonomy

we select eight therapeutically relevant families, organized into four enzyme groups

(proteases, oxidoreductases, hydrolases, and other enzymes) and four non-enzyme

groups (ion channels, transporters, transcription factors, and epigenetic regulators).

For binary classi�cation we binarise the continuous pChEMBL values with a thresh-

old of 6.0 (1 �M). After dataset construction, canonical SMILES are obtained from

ChEMBL and amino-acid sequences from UniProt. Interactions for which a valid

molecular graph cannot be constructed, or whose protein sequence cannot be em-

bedded by ESM2, are excluded (affecting only �1.6% of records). The �nal bench-

mark contains approximately 337,933 interactions per split (around 317,000 train and

21,000 test). Per-family statistics for the random split are summarized in Table 3.3;

full per-split statistics are provided in Appendix F.7.
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Table 3.3: Dataset statistics per protein family for the random split after molecular-

graph and ESM2 �ltering. Class fractions correspond to the percentage of interactions

with pChEMBL value � 6:0.

Family Train (n) Test (n) Active % (Train) Active % (Test)

Epigenetic regulators 16,318 1,458 58.5 57.8

Hydrolases 58,651 3,893 46.0 46.2

Ion channels 30,698 2,890 62.9 63.7

Other enzymes 28,899 3,316 66.3 65.3

Oxidoreductases 51,555 2,168 53.5 53.9

Proteases 81,751 3,625 66.8 66.5

Transcription factors 23,406 1,570 63.5 62.0

Transporters 25,731 2,004 69.5 70.1

Total 317,009 20,924 — —

3.3.2 Splitting Strategies

To assess robustness under realistic distribution shift, we adopt the three network-

based splitting strategies released with ProtBENCH, constructed independently for

every protein family. Two proteins are deemed similar if they belong to the same

UniRef50 cluster (�50% sequence identity); two compounds are deemed similar if

their ECFP4 �ngerprints have a Tanimoto coef�cient of at least 0.5. Random split:

interactions are partitioned uniformly at random, leaving at least 95% of test proteins

and roughly 60% of test compounds with a similar counterpart in training—an in-

distribution upper bound. Dissimilar-compound split: no test compound is similar

to any training compound, while proteins may overlap (a cold-drug, scaffold-hopping

scenario). Fully-dissimilar split: both compounds and proteins must be dissimilar

across train and test, enforced via Louvain community detection (a cold-pair sce-

nario); between 8.7% and 24.0% of bioactivity records per family are removed dur-

ing this process. The drug-discovery reading of the three regimes is summarized in

Table 3.4.
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Table 3.4: Drug-discovery reading of the three ProtBENCH splitting regimes used in

this benchmark.

Split Cold-start setting Prospective drug-discovery scenario

Random warm-start Analogue-series expansion: test compounds

and targets resemble those already assayed.

Dissimilar-compound cold-drug Scaffold hopping: a new chemotype

screened against a known target family.

Fully-dissimilar cold-pair Cold-pair discovery: a novel chemotype

against a dissimilar or weakly characterized

target.

A non-obvious but important property of the released splits is that the bioactivity

records discarded during fully-dissimilar splitting are also removed from the random

and dissimilar-compound versions of the same family, so that the three split variants

operate on exactly the same underlying set of records and differ only in how those

records are partitioned. This ensures that any difference in measured performance

re�ects the splitting strategy alone, and not differences in dataset size or composition.

3.3.3 Validation Protocol

During hyperparameter optimization, each training �le is divided into an 80% train-

ing and 20% validation portion using strati�ed sampling on the binary activity label.

The validation portion is used both for early stopping and as the optimization target

of the Bayesian sweep. Because this validation set is in-distribution even under the

dissimilar-compound and fully-dissimilar protocols, the con�gurations it selects may

favour in-distribution generalization; we return to this point when interpreting the

out-of-distribution results (§3.4.2 and §3.5.7). After optimization, the best con�gu-

ration per (model, family, split) is identi�ed by ranking sweep runs by their highest

validation MCC, and the corresponding saved model is evaluated on the held-out test

set.
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3.3.4 Statistical Comparison Across Architectures

Aggregating results across eight protein families yields a paired sample of test scores

per architecture. We summarize relative performance with mean ranks across families

per split and assess signi�cance with a non-parametric Friedman test, followed by a

Nemenyi post-hoc test [79] to identify pairwise differences. Critical-difference dia-

grams visualize the resulting orderings. For pairwise signi�cance under each split we

additionally compute paired bootstrap con�dence intervals over family-level metric

differences.

3.3.5 Implementation Details

All models are implemented in PyTorch 2.5 and PyTorch Geometric 2.7 [80], us-

ing the public reference implementations of the six convolution operators. Molecular

graph construction is performed with RDKit [81] and NetworkX, while ESM2 em-

beddings are extracted with the Hugging Face Transformers library. Training, hyper-

parameter optimization, and result aggregation are orchestrated through Weights &

Biases [44]. All experiments are performed on NVIDIA GPUs; the complete hyper-

parameter optimization campaign of 7,200 trials required approximately 960 GPU-

hours on NVIDIA A40 GPUs.

3.4 Results

We present the results of 7,200 Bayesian hyperparameter optimization trials. For

every (model, family, split) triple, we select the con�guration with the highest valida-

tion MCC and evaluate its saved model on the held-out test set. All experiments were

performed on NVIDIA A40 GPUs (48 GB).

3.4.1 Overall Classi�cation Performance

Under the random split, all architectures achieve mean MCC values between 0.654

and 0.677 (averaged across eight protein families). GAT leads (0:677 � 0:041), fol-
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lowed by CHEB (0:665 � 0:043), GIN (0:659 � 0:038), SAGE (0:656 � 0:034), PNA

(0:654 � 0:039), and GCN (0:654 � 0:038), where � denotes the standard deviation

across the eight protein families. The gap between the best and worst architectures

is small—approximately 0.02 MCC points—and no single architecture dominates:

GAT ranks �rst on �ve of the eight families, while GIN, PNA, and SAGE each lead

on one of the remaining three. The only statistically signi�cant pairwise difference

is GAT–PNA (§3.4.6). Because each test score is estimated from a single seed, the

small in-distribution gaps should be read cautiously.

Table 3.5 provides the per-family breakdown under the random split. The remaining

discriminative metrics are consistent with MCC: mean AUROC ranges from 0.907

(PNA) to 0.916 (GAT), and mean AUPRC ranges from 0.931 (PNA) to 0.940 (GAT).

Full discriminative metrics for all three splits are provided in Appendix F.3; a mean-

MCC bar chart appears in Figure F.1.

Table 3.5: Test MCC per architecture and protein family under the random split.

The best result per family is shown in bold. The rightmost column reports the mean

across all eight families.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.640 0.706 0.638 0.717 0.617 0.660 0.640 0.6160.654

GAT 0.699 0.723 0.635 0.736 0.630 0.680 0.676 0.6360.677

GIN 0.657 0.716 0.639 0.713 0.616 0.667 0.644 0.6230.659

SAGE 0.653 0.696 0.615 0.701 0.610 0.667 0.671 0.6370.656

PNA 0.680 0.692 0.634 0.693 0.596 0.656 0.680 0.6050.654

CHEB 0.695 0.708 0.636 0.731 0.607 0.657 0.658 0.6260.665

3.4.2 Sensitivity to Distribution Shift

A consistent �nding of this benchmark is the steep performance degradation that

all architectures exhibit as the splitting strategy moves from random to dissimilar-

compound to fully-dissimilar. Figure 3.3 visualizes this degradation as a slope chart.

Table 3.6 quanti�es it. Under the dissimilar-compound split, mean MCC drops by ap-

proximately 0.38 points across all architectures—a relative decline of roughly 58%.
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Performance further collapses under the fully-dissimilar split, where mean MCC falls

to 0.072–0.114, representing an 82–89% relative decline. Part of this drop may re-

�ect that hyperparameters and early stopping were selected on an in-distribution val-

idation set (§3.3.3); we therefore interpret the magnitude as an upper bound on the

representational failure. The architecture ranking also shifts: CHEB achieves the

highest mean MCC (0.114) under the fully-dissimilar split, while GIN degrades most

severely (89.1% drop).

These results indicate that performance on random splits substantially overstates the

generalization capacity of all six architectures. This loss of discrimination manifests

primarily as a collapse in recall rather than precision: averaged across the six opera-

tors, mean precision falls modestly from 0.88 under the random split to 0.66 under the

fully-dissimilar split, whereas mean recall drops far more steeply, from 0.85 to 0.31

(Figure 3.2). In a virtual-screening context this is the more damaging failure mode,

because missing true actives forecloses discovery.

Figure 3.2: Mean precision and recall across the six operators under the three split-

ting strategies. Precision degrades modestly (0.88!0.66) while recall collapses

(0.85!0.31): under distribution shift the models become conservative, suppressing

positive predictions and missing true actives.
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Figure 3.3: Mean test MCC degradation across the three splitting strategies. Each

line represents one architecture. Shaded bands indicate �1 standard deviation across

the eight protein families. The universal collapse from random to fully-dissimilar

splits (82–89% relative drop) demonstrates that in-distribution performance is a poor

predictor of out-of-distribution generalization. The grey dashed line marks MCC = 0

(random guessing).

Table 3.6: Distribution shift analysis. Mean test MCC across eight protein families

for each split, together with the absolute difference (�) and relative percentage drop

from the random baseline. Best per column is shown in bold.

Model Random Dissim.-Comp. Fully-Dissim. �(R!FD) % Drop

GCN 0.654 0.289 0.107 �0.547 83.6

GAT 0.677 0.280 0.110 �0.566 83.7

GIN 0.659 0.267 0.072 �0.587 89.1

SAGE 0.656 0.278 0.093 �0.563 85.8

PNA 0.654 0.280 0.092 �0.562 85.9

CHEB 0.665 0.278 0.114 �0.551 82.8
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3.4.3 Per-Family Architecture Rankings

Figure 3.4 presents the complete MCC landscape across all model–family–split com-

binations as three annotated heatmaps. First, the winning architecture varies not only

across splits but also across protein families. Under the random split, GAT wins �ve

of the eight families, while GIN leads on ion channels, PNA on transcription factors,

and SAGE on transporters. Under the fully-dissimilar split, every architecture except

PNA wins at least one family, and no model wins more than two. Second, general-

ization dif�culty is not uniform across target classes: under the fully-dissimilar split,

epigenetic regulators remain partially tractable (best MCC = 0.508, GAT), whereas

transcription factors and transporters approach or cross the zero-MCC boundary for

most architectures. Per-family MCC tables for the dissimilar-compound and fully-

dissimilar splits are provided in Appendix F.2.

Figure 3.4: Test MCC per architecture and protein family under each splitting strat-

egy, shown on a single shared colour scale across all three panels (red low, yellow

mid, green high) so that the magnitude of the degradation is directly comparable; val-

ues are annotated in each cell. Under the random split most cells are green (>0.6

MCC), whereas under the fully-dissimilar split they fall to yellow, orange, or red,

with several crossing zero.

3.4.4 Calibration Analysis

Table 3.7 reports the mean Brier score and ECE across the eight families for each

architecture and split, while Figure 3.5 visualizes the ECE values. Under the random

split, all models are reasonably well calibrated, with mean ECE values between 0.061

and 0.107. GIN achieves the lowest ECE (0.061), and CHEB exhibits the worst in-
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distribution calibration (ECE = 0.107). Calibration degrades sharply under distribu-

tion shift: under the dissimilar-compound split, mean ECE rises to 0.247–0.315, and

under the fully-dissimilar split it reaches 0.345–0.416. GCN is the best-calibrated ar-

chitecture under both out-of-distribution splits, while CHEB is consistently the worst.

Per-family calibration tables are provided in Appendix F.4.

Figure 3.5: Mean Expected Calibration Error (ECE) across eight protein families for

each architecture under the three splitting strategies. Lower is better. The 3.9–5.7�

increase in ECE from random to fully-dissimilar splits highlights the need for post-

hoc recalibration in out-of-distribution screening.
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Table 3.7: Calibration metrics (mean across eight families). Brier score and ECE are

both lower-is-better. Best per split is shown in bold.

Random Dissim.-Compound Fully-Dissimilar

Model Brier ECE Brier ECE Brier ECE

GCN 0.120 0.068 0.286 0.247 0.378 0.345

GAT 0.116 0.068 0.314 0.284 0.399 0.369

GIN 0.119 0.061 0.298 0.258 0.376 0.346

SAGE 0.123 0.076 0.292 0.261 0.408 0.384

PNA 0.123 0.072 0.293 0.261 0.378 0.346

CHEB 0.130 0.107 0.332 0.315 0.430 0.416

The sharp calibration degradation under shift raises the question of whether it can be

corrected post hoc. Using the saved checkpoints, we �t three standard calibrators—

temperature scaling, Platt scaling, and isotonic regression—on the in-distribution val-

idation set and apply them to the test set; as an upper bound, we additionally �t an or-

acle temperature directly on the test set. Table 3.8 reports mean ECE before and after

each method. In-distribution, recalibration is highly effective: mean ECE falls from

0.075 to 0.026 (Platt) or 0.020 (isotonic), and because these transforms are monotonic

the discriminative ranking is unchanged. Out-of-distribution, recalibration helps but

does not fully close the gap: under the fully-dissimilar split mean ECE falls from

0.368 to 0.263 (Platt), whereas the oracle reaches 0.105. Recalibration is therefore

a necessary but not suf�cient remedy under strong shift. Figure 3.6 shows represen-

tative reliability diagrams for GCN and ChebNet; the full set for all six operators is

provided in Appendix F.8.
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Table 3.8: Post-hoc recalibration of Expected Calibration Error (mean across the six

operators and eight families). “Before” is the raw softmax ECE; the temperature,

Platt, and isotonic calibrators are �t on the in-distribution validation set; “Oracle” is

a temperature �t on the test set. Temperature scaling leaves MCC unchanged. Full

per-(model, split) results appear in Appendix F.8.

Split Before Temperature Platt Isotonic Oracle

Random 0.075 0.035 0.026 0.020 0.036

Dissimilar-compound 0.271 0.196 0.180 0.198 0.114

Fully-dissimilar 0.368 0.286 0.263 0.287 0.105

Figure 3.6: Representative reliability diagrams (predicted probability vs. empirical

accuracy, ten equal-width bins) for GCN (top, best-calibrated under shift) and Cheb-

Net (bottom, most overcon�dent) across the three splitting strategies. Blue: raw

softmax outputs; red: after temperature scaling; the diagonal is perfect calibration.

Calibration is good in-distribution, degrades markedly under shift, and is partially re-

covered by temperature scaling. The full grid appears in Appendix F.8 (Figure F.2).
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3.4.5 Computational Ef�ciency

Table 3.9 compares the six architectures along �ve computational dimensions, av-

eraged across all 24 family–split combinations, while Figure 3.7 plots the accuracy–

cost trade-off of the individual hyperparameter con�gurations. The architectures span

a wide range: from the two most compact encoders—SAGE (4.9 M parameters) and

GIN (5.1 M, lowest mean training time of 177 s and lowest peak GPU memory of

244 MB)—to GAT, the heaviest (17.4 M parameters, 2.4 GB GPU memory, 996 s

training time). In aggregate, SAGE and GCN are the most parameter-ef�cient op-

erators: SAGE trails GAT by only 0.02 MCC on the random split while requiring

3.5� fewer parameters, 5.5� less training time, and 9.6� less GPU memory. PNA

does not translate its parameter budget into a clear advantage over the much cheaper

GCN. Per-split ef�ciency pro�les are provided in Appendix F.5.
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Figure 3.7: Accuracy–ef�ciency trade-off under the random split, showing the top-

10 hyperparameter con�gurations (trials) of each operator as individual points rather

than a single per-operator mean. Every point is placed by its trainable parameter count

(millions, log-scale x-axis) and its test MCC (y-axis); colour denotes the message-

passing operator and bubble area encodes peak GPU memory. The dashed line traces

the Pareto front. Test MCC varies little with model size—the entire �eld spans barely

0:06 MCC—and larger models are not reliably better: the best con�guration is a mid-

sized GAT (�25 M parameters), whereas the largest GAT (�100 M) is among the

lowest-scoring points. The most compact GCN and PNA con�gurations (�2–4 M

parameters) come within �0.02 MCC of the best model at a small fraction of its GPU

memory.

The per-trial view sharpens the benchmark's central message. Sweeping the trainable

parameter count across more than an order of magnitude (from �2 M to �100 M)

shifts the test MCC by less than 0:06 overall, and additional capacity does not re-

liably help: the single best con�guration is a mid-sized GAT (�25 M parameters),
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yet the largest GAT (�100 M) is among the worst-scoring points in the plot, indi-

cating diminishing—and eventually negative—returns to model size. Within each

operator the trials form a nearly �at vertical band, so a con�guration's parameter

budget explains little of its accuracy. Conversely, the most compact GCN and PNA

con�gurations reach within �0.02 MCC of the best model while using a fraction of

its memory. Model size is therefore a weak lever on in-distribution performance—

and, as the split-wise results show, this in-distribution spread is itself dwarfed by the

distribution-shift effects that dominate this chapter.

Table 3.9: Computational ef�ciency averaged across all 24 (family � split) combina-

tions. Training time and inference throughput are measured on a single NVIDIA A40

GPU. Parameter counts vary across families and splits because Bayesian optimization

selects different con�gurations; the values shown are grand means. Best per column

is shown in bold. Per-split means are reported in Appendix F.5.

Model Params (M) Train (s) GPU (MB) Thru. (samp/s) Size (MB)

GCN 5.3 241 452 12,140 20.1

GAT 17.4 996 2,420 8,015 66.3

GIN 5.1 177 244 13,889 19.4

SAGE 4.9 182 252 13,965 18.8

PNA 15.2 941 1,321 9,686 57.9

CHEB 9.5 358 619 8,882 36.1

3.4.6 Statistical Testing

To assess whether the observed differences among architectures are statistically sig-

ni�cant, we apply the non-parametric Friedman test to the family-level MCC values

within each split (eight paired observations per architecture), followed by a Nemenyi

post-hoc test [79] where appropriate. Figure 3.8 presents the critical-difference dia-

grams for all three splits.

Under the random split, the Friedman test yields a signi�cant result (�2 = 13:86,

p = 0:0165). The Nemenyi post-hoc test with a critical difference of CD = 2.67
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�nds only the GAT–PNA difference signi�cant: GAT (mean rank 1.63) outranks PNA

(mean rank 4.88) by 3.25, exceeding the CD (p = 0:0068). The intermediate archi-

tectures cannot be statistically distinguished from either extreme or from one another.

With only k = 6 architectures and n = 8 families, the Nemenyi test has limited sta-

tistical power; combined with the single-seed evaluation, the GAT–PNA result should

be regarded as suggestive rather than de�nitive. Under both the dissimilar-compound

split (� 2 = 2:00, p = 0:85) and the fully-dissimilar split (�2 = 2:86, p = 0:72),

the Friedman test does not reach signi�cance, consistent with the observation that all

architectures collapse to near-chance performance and their rankings become effec-

tively interchangeable.
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Figure 3.8: Mean-rank trajectories across the three splitting strategies, based on

Friedman tests with Nemenyi post-hoc comparison across eight protein families

(� = 0:05). Each line traces one architecture's mean rank from random to dissimilar-

compound to fully-dissimilar splits (lower rank = better). The shaded band marks the

Nemenyi critical difference (CD = 2.67). Under the random split, the Friedman test is

signi�cant (p = 0:017) and only the GAT–PNA gap exceeds the CD. Under both out-

of-distribution splits, all architectures compress into the CD band and the Friedman

test is non-signi�cant (p = 0:85 and p = 0:72). The in-distribution ranking does not

transfer, but because all six operators compress into the CD band out-of-distribution,

a random-split leaderboard carries no information about out-of-distribution order.

To complement the rank-based tests with effect sizes, Figure 3.9 reports the family-

level mean MCC difference of each operator relative to the GCN baseline under the

random split, with 95% con�dence intervals obtained by bootstrapping over the eight

protein families. The differences are uniformly small—at most 0:023 MCC (GAT)—

and the intervals for SAGE, PNA, and CHEB straddle zero.
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Figure 3.9: Family-level effect sizes under the random split: mean test MCC differ-

ence of each operator relative to the GCN baseline, with 95% con�dence intervals

from bootstrapping over the eight protein families (n = 8). All differences fall within

0:023 MCC and most intervals straddle zero, indicating that inter-operator differences

are small in absolute terms even when statistically detectable.

Finally, to gauge how much of this picture depends on the single training seed, we

re-ran a reduced con�rmatory experiment: the best con�guration of every operator

on three representative families (epigenetic regulators, proteases, transcription fac-

tors), across all three splits, with three seeds (42–44). Table 3.10 reports the result-

ing mean � standard-deviation MCC. The run-to-run standard deviation is small in-

distribution (0.01–0.05 MCC), and the operator ordering is stable, so the convergence

pattern survives re-seeding. Full per-family detail is in Appendix F.9.
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Table 3.10: Reduced multi-seed validation: mean � standard deviation of test MCC

over three seeds (42–44) for each operator, averaged across three representative fami-

lies (epigenetic regulators, proteases, transcription factors). The in-distribution order-

ing and the convergence pattern are preserved. Full per-seed runs are in Appendix F.9.

Operator Random Dissim.-Compound Fully-Dissimilar

GCN 0:646 � 0:013 0:255 � 0:066 0:165 � 0:069

GAT 0:673 � 0:016 0:201 � 0:041 0:177 � 0:047

GIN 0:645 � 0:018 0:204 � 0:056 0:145 � 0:058

SAGE 0:656 � 0:015 0:262 � 0:053 0:197 � 0:035

PNA 0:625 � 0:052 0:177 � 0:045 0:141 � 0:066

CHEB 0:669 � 0:010 0:255 � 0:044 0:131 � 0:070

3.5 Discussion

Read together, the �ndings of this 7,200-trial benchmark are prescriptive rather than

merely negative: they identify which modelling choice is not worth over-optimizing—

the message-passing operator—and which failure modes must be solved next—distribution

shift and calibration.

3.5.1 No Single Architecture Dominates

Under the random split, GAT achieves the highest mean MCC (0.677), and the only

statistically signi�cant pairwise difference is GAT–PNA; all other pairs are indistin-

guishable, and the �ve architectures behind GAT span just 0.01 MCC (0.654–0.665).

This convergence echoes the materials-chemistry �nding of Fung et al. [65] and the

controlled-benchmarking methodology of Dwivedi et al. [52]. In the DTI setting, we

attribute this plateau to the small size of drug-like molecular graphs (median 29 heavy

atoms across the 227,855 unique compounds in our benchmark): a three- to six-layer

GNN already reaches every node from every other node, leaving little room for richer

aggregation schemes to provide additional discriminative power. PNA stands out
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negatively in-distribution, and GIN, though competitive in-distribution, degrades the

most under distribution shift.

3.5.2 Distribution Shift Is the Dominant Factor

The single most important practical lesson is not about architectures but about eval-

uation methodology. The 82–89% MCC drop from random to fully-dissimilar splits

dwarfs any inter-architecture difference: the best architecture under the fully-dissimilar

split (CHEB, 0.114) performs worse than the worst architecture under the random

split (GCN, 0.654) by nearly a factor of six. Moreover, the Friedman test fails to de-

tect any signi�cant differences among architectures under either out-of-distribution

split. This collapse has a straightforward mechanistic explanation: under the random

split the model can match a test compound to a chemically near-identical training

compound, effectively performing a soft nearest-neighbour lookup. When this crutch

is removed, the molecular encoder must extrapolate beyond its training distribution—

a task for which current message-passing GNNs are not designed. For high-stakes ap-

plications, dissimilar-compound or fully-dissimilar evaluation should be the default,

and improving generalization under distribution shift is a far more productive avenue

than searching for a better message-passing operator.

3.5.3 Family-Speci�c Variation

The heatmap analysis (Figure 3.4) reveals substantial variation in both absolute per-

formance and architecture ranking across protein families. Under the fully-dissimilar

split, epigenetic regulators remain partially tractable (best MCC = 0.508), while tran-

scription factors and transporters collapse to near zero for most architectures. Con-

tributing factors may include the smaller, more focused chemical space of epige-

netic regulators, highly conserved binding pockets that allow the protein branch to

provide discriminative signal, and the differing community structure of the hetero-

geneous similarity network across families. CHEB—second overall in-distribution—

emerges as the most robust architecture out-of-distribution (lowest relative MCC drop

of 82.8%), though this interpretation should be treated cautiously given the non-
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signi�cant Friedman test.

3.5.4 The Calibration–Discrimination Trade-off

Our benchmark indicates that discriminative performance and calibration quality are

largely decoupled rather than inversely related (Figure 3.10). The one consistent pat-

tern is CHEB, the second-best discriminator in-distribution yet the most overcon�-

dent architecture across all three splits. Strong discrimination does not, however, en-

tail poor calibration: GIN combines a top-three MCC with the lowest in-distribution

ECE, and GCN, a middle-ranked discriminator, is the best-calibrated architecture un-

der both out-of-distribution splits. In early-stage drug discovery, predicted interaction

probabilities are often used directly to rank compounds; our results show that under

in-distribution conditions a reported con�dence is approximately met (ECE � 0.11),

but under shift predicted con�dences become grossly unreliable (ECE up to 0.42).

Deploying any of the six architectures for novel-scaffold screening without post-hoc

recalibration would yield misleading probability estimates. To our knowledge, this is

the �rst GNN benchmark for DTI to systematically report calibration metrics and to

test their post-hoc correction.
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Figure 3.10: Discrimination rank versus calibration rank across the six operators un-

der the random split (rank 1 = best; left column ordered by mean MCC, right column

by mean ECE). Crossing lines indicate that calibration quality is not predictable from

discriminative ranking: ChebNet is second by MCC but worst by ECE, whereas GIN

and GCN rise from the middle of the discrimination order to the top of the calibration

order.

3.5.5 Practical Architecture Selection

Synthesising the discriminative, calibration, and ef�ciency results, we distil three op-

erating regimes for architecture selection, summarized in Figure 3.11.

In-distribution, resource-unconstrained. When the screening library is chemically

similar to the training data and computational resources are not a binding constraint,

GAT is the recommended encoder: highest mean MCC (0.677), lowest Brier score

(0.116), and the only statistically signi�cant advantage over any other architecture.

In-distribution, resource-constrained. When deployment cost matters, SAGE and

GCN offer the most competitive cost–performance pro�les. SAGE trails GAT by only

0.02 MCC while requiring 3.5� fewer parameters, 5.5� less training time, and 9.6�

less GPU memory.

Out-of-distribution. When the target application involves novel compound scaf-
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folds or dissimilar protein targets, no statistically signi�cant effect of GNN encoder

choice can be detected. Practitioners should invest in better data, improved molec-

ular representations, or domain-adaptation techniques rather than encoder selection.

The choice of adaptation target follows the regime: under the cold-drug setting only

the compound distribution shifts, so adaptation should be applied to the molecular

branch, whereas under the cold-pair setting both distributions shift, motivating adap-

tation of both branches.

To partially address the unequal-capacity confound, we computed a parameter-ef�ciency

metric—mean MCC per million trainable parameters on the random split. GCN leads

(0.151), followed by SAGE (0.118), GIN (0.104), CHEB (0.065), GAT (0.051), and

PNA (0.042). To probe whether GAT's in-distribution advantage is purely a capac-

ity effect, we performed a limited matched-capacity check: re-trained at a SAGE-

comparable budget of 4.8 M parameters on two families, GAT's MCC fell by only

0.005–0.011 in-distribution, suggesting its small advantage is not solely explained by

parameter count (Appendix F.10).
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Figure 3.11: Decision guide for using GNN-DTI models under increasing train–test novelty, organized as a regime-by-regime matrix.

The upper rows summarize �ndings directly supported by this benchmark: operator differences are small in-distribution, vanish under

distribution shift, calibration degrades sharply, and recall collapses under shifted splits. The lower rows translate these �ndings into practical

recommendations and future-work priorities. Adaptation strategies are prospective and were not evaluated here.
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3.5.6 Comparison with Prior Work

The convergence of architectures under equal tuning budgets aligns with Dwivedi et

al. [52] and Fung et al. [65]. The severe degradation under distribution shift is con-

sistent with the ProtBENCH �ndings of Atasgüvenilir et al. [20] and extends them

by showing that the degradation is uniform across all six tested GNN operators. Our

work differs from the concurrent GTB-DTI benchmark [77] in two respects: by wrap-

ping all encoders in an identical dual-branch architecture we isolate the effect of the

message-passing operator, and we employ leakage-aware ProtBENCH family splits

while reporting calibration metrics. One aspect of our design that warrants discussion

is the use of frozen ESM2 embeddings: the strong protein signal may partially mask

differences among molecular encoders, reinforcing our �nding that encoder selection

is secondary to representation quality and evaluation rigour.

3.5.7 Limitations and Threats to Validity

Internal validity. The full 7,200-run benchmark uses a single random seed (42); the

smallest in-distribution gaps should be interpreted cautiously. A reduced three-seed

study (§3.4.6) supports the stability of the ordering. Operator-intrinsic capacity is

not equalized (4.9–17.4 M parameters); a limited matched-capacity check suggests

GAT's advantage is not solely a capacity effect, but a full sweep would be needed

for stronger conclusions. Hyperparameters and early stopping are selected on an in-

distribution validation set under all three protocols, so the out-of-distribution degra-

dation should be read as an upper bound.

Construct validity. We frame DTI as binary classi�cation at a �xed pChEMBL

threshold of 6.0, which is standard and pharmacologically meaningful but discards

af�nity information; an af�nity-regression formulation could produce different oper-

ator rankings. Negatives are measured inactives rather than sampled non-interactions.

External validity. The six encoders operate on two-dimensional molecular graphs

without edge features or three-dimensional geometry, and the protein branch uses

frozen ESM2 embeddings. Richer molecular representations, bond-aware message

passing, geometric encoders, or �ne-tuned protein encoders could shift the inter-
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operator ranking. The conclusions are speci�c to the family-structured ChEMBL/Prot-

BENCH setting and the eight protein families evaluated here.

3.6 Implications for Prospective Virtual Screening

Translating the benchmark into work�ow terms, the appropriate use of a GNN-DTI

model depends on how far the intended screen departs from the training distribution

(Table 3.4). For analogue-series expansion, the screening library is effectively in-

distribution and encoder choice is a minor lever. For scaffold hopping, the dissimilar-

compound regime is relevant, and two cautions apply: absolute performance is far

below random-split numbers, and predicted probabilities are substantially miscali-

brated. For cold-pair or dissimilar-target screening, no operator predicts reliably

and we would not recommend deploying any evaluated GNN encoder without do-

main adaptation or additional target-speci�c data. For large-scale screening under

resource constraints, the parameter-ef�cient encoders (GraphSAGE, GCN) are the

rational default. For probability-based triage, raw softmax probabilities should not

be used directly across any shifted regime: ECE rises 3.9–5.7� under shift, so recal-

ibration is a prerequisite for any con�dence-weighted decision.

3.7 Chapter Summary

We have presented an operator-controlled, large-scale benchmark of six widely used

GNN message-passing operators—GCN, GAT, GIN, GraphSAGE, PNA, and ChebNet—

for drug–target interaction prediction. By wrapping all encoders in an identical dual-

branch architecture with frozen ESM2 protein embeddings, evaluating them across

eight therapeutically relevant protein families and three ProtBENCH splitting strate-

gies, and allocating an equal Bayesian hyperparameter optimization budget (7,200

runs in total), we isolated the contribution of the graph convolution operator. Three

principal �ndings emerge. First, probabilistic calibration is the most consequen-

tial failure mode we identify, and—to our knowledge—the �rst reported for GNN-

DTI under controlled conditions: ECE rises 3.9–5.7� from the random to the fully-

dissimilar split. Second, the in-distribution operator ranking does not transfer under
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distribution shift, so a leaderboard built on random splits carries no information about

out-of-distribution order. Third, distribution shift—not encoder design—is the bind-

ing constraint: in-distribution the six operators converge to within �0.02 MCC, and

under strict train–test dissimilarity all six lose 82–89% of their MCC.

Table 3.11 distils these �ndings into actionable guidance for practitioners selecting a

GNN encoder, complementing the regime-keyed decision guide of Figure 3.11. The

most pressing open problem is closing the generalization gap under distribution shift.

Our controlled dual-branch framework, in which all confounders except the molec-

ular encoder are already removed, provides an ideal testbed for domain-adaptation

methods—a direction pursued directly in Chapter 4. The bioactivity datasets used

in this study are derived from ProtBENCH [20]; compound structures were retrieved

from ChEMBL [19] and protein sequences from UniProt [82]. All processed datasets,

trained model checkpoints, hyperparameter sweep con�gurations, and analysis scripts

are available at https://github.com/gozsari/BenchmarkingGNNs4DT

I.
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Table 3.11: Practical architecture recommendations by operating regime, derived

from the empirical results of this benchmark.

Operating

Regime

Encoder Rationale

In-distribution,

resource-

unconstrained

GAT Highest mean MCC (0.677); only architecture

with a statistically signi�cant advantage (vs.

PNA).

In-distribution,

resource-

constrained

SAGE or

GCN

SAGE trails GAT by 0.02 MCC at 3.5� fewer

parameters and 9.6� less GPU memory. GCN

matches PNA's MCC at one-third the cost.

Out-of-

distribution: cold-

drug (dissimilar-

compound)

GCN or

SAGE

No signi�cant operator difference. Use an ef-

�cient encoder, recalibrate probabilities, and

consider compound-branch adaptation.

Out-of-

distribution:

cold-pair (fully-

dissimilar)

None reli-

able

All operators near chance; adapt both com-

pound and protein branches or collect target-

speci�c data.
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CHAPTER 4

DOMAIN ADAPTATION FOR ROBUST DRUG–TARGET INTERACTION

PREDICTION

4.1 Motivation and Problem De�nition

Drug–target interaction (DTI) prediction plays a central role in modern drug discov-

ery by enabling computational screening of candidate compounds against biological

targets. Although deep learning and graph-based approaches have signi�cantly im-

proved predictive performance, a persistent challenge in real-world deployment is the

presence of domain shift, where the distribution of data encountered during model

deployment differs from the distribution observed during model training. Such dis-

tributional discrepancies may arise due to differences in chemical space, protein fam-

ilies, experimental protocols, assay noise, or database-speci�c biases. When these

shifts occur, models trained under standard supervised settings often exhibit reduced

accuracy and poor generalization.

This challenge becomes particularly critical in drug discovery settings where the can-

didate compound–target pairs are available but their interaction labels are limited,

expensive, or unavailable for newly emerging domains. In practice, researchers fre-

quently operate in scenarios where a relatively large labelled dataset is available for

a source domain, while only sparse labels (or no labels) are available for the target

domain. This creates a key bottleneck: the model must be able to transfer useful pre-

dictive representations across domains despite distributional differences and limited

supervision in the target environment.

Existing approaches for unsupervised domain adaptation (UDA) [83, 84] aim to re-

duce the discrepancy between source and target representations to enable transferabil-
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ity. However, many methods rely on limited alignment objectives, such as matching

only a single distribution moment (e.g., mean), or using �xed and manually tuned

loss weights. Such approaches may fail to capture the complex structural differences

between domains and may be unstable when competing objectives (classi�cation vs.

alignment) generate con�icting gradients. In response to these limitations, this chap-

ter focuses on domain adaptation strategies speci�cally designed for DTI prediction,

where generalization to dissimilar chemical and protein spaces is essential.

Building on the benchmarking �ndings from the previous chapter, where model per-

formance decreased substantially under dissimilar-compound and fully-dissimilar eval-

uation splits, this chapter addresses the following problem: How can we improve

cross-domain generalization for DTI prediction when target-domain labels are scarce

or unavailable? Throughout, the target-domain compound–target pairs themselves

are assumed available (for example, a screening library against a new target); it is

their interaction labels that are unknown and must be predicted, consistent with the

problem de�nition in Chapter 1 and the formulation in Chapter 3. The proposed solu-

tion is a gradient-aware domain adaptation framework, GRADDA-DTI, which aligns

source and target embeddings at multiple distribution levels and dynamically balances

prediction and alignment objectives during training.

4.2 Background: Unsupervised Domain Adaptation

Unsupervised Domain Adaptation (UDA) refers to a learning setting where a model is

trained using labelled data from a source domain and unlabelled data from a different

but related target domain. The goal is to learn representations that remain predictive

and transferable across domains by reducing the discrepancy between the feature dis-

tributions of the two domains. Formally, UDA aims to minimize the prediction error

on the target domain despite the absence of target labels during training.

In the context of drug–target interaction prediction, domain adaptation is highly rele-

vant because training and deployment data may differ substantially due to the chem-

ical diversity of compounds and structural variability of proteins across datasets. A

common strategy is to train a predictor on labelled source interactions while simul-
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taneously encouraging the feature encoder to produce domain-invariant embeddings

for both source and target inputs. This is typically achieved by adding an alignment

loss to the standard supervised objective.

Many UDA methods attempt to align source and target embeddings by reducing dis-

tribution mismatch through statistical criteria. These include techniques that match

�rst-order moments (such as mean alignment) [85] or second-order moments (such

as covariance alignment) [86], as well as adversarial approaches that train a discrimi-

nator to distinguish source from target representations [83, 84]. However, alignment

methods that focus only on limited statistics may be insuf�cient for complex domain

shifts, and �xed weighting schemes for combining prediction and alignment losses

may introduce instability during optimization.

Therefore, effective UDA for DTI prediction requires not only alignment mechanisms

that capture richer distributional differences between domains but also robust strate-

gies for balancing prediction accuracy and domain-invariance objectives. This mo-

tivates the development of GRADDA-DTI, which introduces multi-level distribution

alignment and a gradient-aware dynamic loss weighting mechanism to improve sta-

bility and generalization under domain shift.

4.3 Proposed Method: GRADDA-DTI

This section presents the proposed domain adaptation framework, GRADDA-DTI,

which is designed to improve cross-domain generalization in drug–target interaction

prediction under distribution shift. GRADDA-DTI combines (i) multi-level embed-

ding alignment through complementary statistical objectives and (ii) gradient-aware

dynamic loss weighting to stabilize training and balance the competing goals of pre-

dictive accuracy and domain invariance.

4.3.1 Overview of GRADDA-DTI

GRADDA-DTI is developed to address two primary limitations commonly encoun-

tered in unsupervised domain adaptation settings for DTI prediction. First, many
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adaptation methods attempt to align source and target feature distributions using only

a single type of discrepancy measure, such as �rst-order alignment, which may fail to

capture the full complexity of domain shifts. Second, standard approaches often de-

pend on static and manually tuned loss weights, which can lead to unstable optimiza-

tion and poor transfer performance when gradients from different loss components

con�ict.

To overcome these limitations, GRADDA-DTI introduces a multi-level distribution

alignment strategy that aligns both �rst-order and second-order statistics of learned

embeddings using Maximum Mean Discrepancy (MMD) [85] and Correlation Align-

ment (CORAL) [86], respectively. Additionally, it integrates a gradient-aware loss

balancing mechanism (UPGrad) [87] that dynamically reweights loss terms based on

gradient interactions, reducing con�icts between objectives and improving training

stability.

4.3.2 Input Representations

GRADDA-DTI uses multimodal representations for both drug compounds and tar-

get proteins to capture complementary sources of information. Speci�cally, each

drug is represented using a combination of ChemBERTa-based embeddings [88] and

ECFP4 molecular �ngerprints [89], while each protein is encoded using ESM2 em-

beddings [16]. The use of both language-model-based and �ngerprint-based drug

representations enables the model to capture both semantic patterns from SMILES

strings [90] and chemically interpretable structural properties, whereas ESM2 pro-

vides high-quality contextualized representations of protein sequences.

4.3.3 Model Architecture

The GRADDA-DTI architecture consists of modality-speci�c encoders followed by a

fusion mechanism and a prediction head. First, drug embeddings and protein embed-

dings are processed independently through multi-layer perceptron (MLP) encoders,

which map each modality into a shared latent space. The framework optionally ap-

plies cross-attention to enable interaction between drug and protein representations,
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followed by an attention pooling mechanism to obtain compact, informative repre-

sentations.

To integrate drug and protein information, GRADDA-DTI employs a gated multi-

modal fusion mechanism [91] that adaptively combines learned features from each

modality. This fusion output is then fed into a classi�er head, which produces drug–

target interaction predictions. The model is optimized using focal binary cross-entropy [92],

which helps handle class imbalance and prioritizes dif�cult examples during learning.

4.3.4 Multi-level Distribution Alignment

A central component of GRADDA-DTI is its multi-level distribution alignment strat-

egy, which aims to reduce the discrepancy between source-domain and target-domain

embeddings. Instead of relying on a single alignment objective, GRADDA-DTI

aligns embeddings using both �rst-order and second-order statistics. Speci�cally,

Maximum Mean Discrepancy (MMD) is used to align �rst-order distribution char-

acteristics, while Correlation Alignment (CORAL) aligns second-order statistics by

matching covariance structures.

This dual alignment captures complementary aspects of domain shift: MMD targets

differences in mean embedding distributions, whereas CORAL captures differences

in feature correlations. Combining these objectives enables GRADDA-DTI to adapt

more effectively under complex domain shifts that occur across heterogeneous drug

and protein spaces.

4.3.5 Gradient-aware Dynamic Loss Weighting (UPGrad)

Domain adaptation training typically involves optimizing multiple objectives simulta-

neously, such as a supervised prediction loss on the source domain and unsupervised

alignment losses between source and target representations. However, these objec-

tives may con�ict: alignment may reduce predictive features, while prediction may

reinforce domain-speci�c patterns. GRADDA-DTI addresses this issue by adopting

UPGrad, a gradient-aware dynamic loss weighting mechanism that adjusts the rela-

71



tive in�uence of loss components based on their gradient interactions.

Instead of using �xed coef�cients for the prediction and alignment losses, UPGrad

dynamically recalibrates task contributions during training. This gradient-aware bal-

ancing reduces destructive interference between objectives, improves optimization

stability, and supports better generalization to the target domain.

4.3.6 Training Objective and Optimization Details

The prediction output is generated by a classi�er that is optimized using focal bi-

nary cross-entropy, while domain adaptation is enforced via the MMD and CORAL

alignment losses. The overall learning objective combines these components and is

dynamically balanced through UPGrad.

For optimization, the training procedure uses modern stability and performance en-

hancements, including AdamW with Lookahead [93] optimization, cosine learning

rate scheduling, mixed precision training [94], deterministic seeding, and early stop-

ping. These choices improve training robustness and reproducibility, especially when

adapting across domains with distribution shift.

4.4 Experimental Setup

This section describes the datasets, evaluation protocol, baseline methods, and imple-

mentation details used to assess the proposed GRADDA-DTI framework under realis-

tic domain shift conditions. The goal is to evaluate whether the proposed multi-level

alignment and gradient-aware loss balancing improve generalization when training

and test distributions differ substantially.

4.4.1 Datasets

To evaluate cross-domain transfer in drug–target interaction prediction, experiments

were conducted using two widely used benchmark datasets: BindingDB [74] and

BioSNAP [95]. These datasets provide complementary testbeds for domain adapta-
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tion because they differ in their underlying compound distributions, protein targets,

and interaction patterns. Importantly, both datasets re�ect real-world challenges in

DTI prediction, including structural diversity and data sparsity, which can induce dis-

tributional discrepancies between training and deployment settings.

BindingDB is a curated database of measured binding af�nities between drug-like

compounds and protein targets. It is commonly used in supervised DTI prediction

and contains a large number of experimentally validated interactions. BioSNAP, in

contrast, is derived from biomedical network integration and provides interaction data

that can differ in its chemical and biological coverage. The use of both datasets en-

ables evaluation of model robustness under domain shifts that arise from differences

in chemical space and protein families.

In addition to this cross-dataset evaluation, we construct two cross-family domain

splits in which the source and target domains correspond to distinct protein groups, so

that the target domain is dominated by protein families that are under-represented dur-

ing source training. The �rst split uses enzymes as the source domain and membrane

proteins as the target domain (enzyme!membrane); the second uses membrane pro-

teins as the source domain and transferases as the target domain (membrane!transferase).

These splits are more challenging than the cross-dataset setting because they combine

a shift in protein-family composition with a pronounced label-prior shift: as summa-

rized in Table 4.1, the positive (binding) fraction differs markedly between source and

target domains—most strongly for enzyme!membrane, where it falls from roughly

41% in the source to about 22% in the target. Per-split class-balance plots for both

scenarios are provided in Appendix G.
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Table 4.1: Per-split statistics of the two cross-family domain splits used to evaluate

GRADDA-DTI. “Positive” is the fraction of binding (active) pairs in each split.

Domain split Split Size Positive (%)

Enzyme ! Membrane

Source train 84,574 40.8

Target train 32,422 22.2

Source val 8,105 41.0

Target val 8,105 22.0

Target test 10,131 21.9

Membrane ! Transferase

Source train 44,082 21.0

Target train 29,251 25.4

Source val 7,312 20.2

Target val 7,312 25.6

Target test 9,140 25.3

4.4.2 Baselines

GRADDA-DTI was compared against strong state-of-the-art baselines for DTI pre-

diction and domain generalization. In particular, the evaluation includes recent deep

learning frameworks that have been widely adopted for drug–target prediction, such

as GraphBAN [96] and DrugBAN [70], which serve as representative high-performance

baselines in this setting. The baseline selection allows assessment of whether explicit

domain adaptation mechanisms provide measurable improvements beyond well-established

architectures.

4.4.3 Evaluation Metrics

Performance is evaluated using standard classi�cation metrics commonly used in

drug–target interaction prediction. In particular, the Area Under the ROC Curve

(AUROC) and F1-score are used to capture overall discriminatory power and class-

balance sensitivity, respectively. These metrics are especially important in DTI set-
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tings where the interaction labels are often imbalanced. In addition to predictive per-

formance, calibration behaviour is also considered, as reliable probability estimation

is important for downstream drug discovery decisions.

4.4.4 Implementation and Training Details

GRADDA-DTI was trained with several optimization and training enhancements de-

signed to improve stability and reproducibility. The model uses focal binary cross-

entropy as the main prediction objective, combined with alignment losses for domain

adaptation. Optimization is performed using AdamW together with Lookahead, and

training is supported by cosine learning rate scheduling, mixed precision, determinis-

tic seeding, and early stopping. These design choices help ensure stable optimization

when multiple objectives are trained jointly under domain shift.
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Figure 4.1: Overview of the GRADDA-DTI architecture. The Feature Encoder maps

drug and protein features through modality-speci�c MLP encoders, an optional cross-

attention module, and attention-aware embeddings, which are combined by a gated/-

concatenation fusion and fusion MLP into a joint drug–protein pair embedding. The

Prediction Head feeds source-domain embeddings to an MLP classi�er optimized

with a (focal) binary cross-entropy loss against source labels. The Domain Adaptor

aligns source and target embeddings using complementary MMD (�rst-order) and

CORAL (second-order) losses. Finally, the Loss & Optimization block combines

the prediction and alignment losses through gradient-aware multi-task loss weighting

(UPGrad) into a single weighted objective that drives the optimizer.
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4.5 Results

This section reports the cross-domain drug–target interaction (DTI) prediction results

of GRADDA-DTI and compares its performance against strong domain adaptation

baselines. The evaluation was conducted on two benchmark datasets, BioSNAP and

BindingDB, using AUROC and F1-score as the main metrics. Table 4.2 summarizes

the results.

4.5.1 Cross-domain Performance on BioSNAP and BindingDB

As shown in Table 4.2, GRADDA-DTI consistently outperformed the baseline meth-

ods on both datasets. On BioSNAP, GRADDA-DTI achieved an AUROC of 0.791

and an F1-score of 0.718, exceeding GraphBAN (AUROC: 0.751, F1: 0.697) and

DrugBAN (AUROC: 0.687, F1: 0.672). This dataset is characterized by high struc-

tural diversity and data sparsity, and the observed gains demonstrate the robustness of

the proposed framework under challenging cross-domain scenarios.

On BindingDB, GRADDA-DTI achieved an AUROC of 0.697 and an F1-score of

0.638. Compared to GraphBAN (AUROC: 0.618, F1: 0.688) and DrugBAN (AU-

ROC: 0.586, F1: 0.672), the proposed method improved AUROC substantially, demon-

strating stronger generalization under domain shift. This improvement corresponds

to up to a 7-point gain in AUROC relative to state-of-the-art baselines.

These results indicate that combining complementary alignment strategies (MMD

and CORAL) with gradient-aware dynamic weighting yields more transferable and

stable representations for cross-domain DTI prediction.
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Table 4.2: Comparison of the performances of domain adaptation-based methods on

the benchmarking datasets.

Dataset Method AUROC F1-score

BioSNAP

GraphBAN 0.751 0.697

DrugBAN 0.687 0.672

GRADDA-DTI 0.791 0.718

BindingDB

GraphBAN 0.618 0.688

DrugBAN 0.586 0.672

GRADDA-DTI 0.697 0.638

4.5.2 Embedding-Space Visualization

To qualitatively assess the effect of the domain-alignment objective, we visualized

the joint drug–protein pair embeddings of the source and target domains on BioS-

NAP using three complementary dimensionality-reduction techniques: UMAP [97],

t-SNE [45], and PCA [46]. The input to each projection is the post-fusion joint em-

bedding: the 128-dimensional vector emitted by the fusion MLP of the Feature En-

coder (Figure 4.1)—the same representation that is passed to the prediction head and

aligned by the MMD/CORAL objective, not the raw input features. Each such vector

is obtained by encoding a drug–protein pair's drug features (ChemBERTa + ECFP4)

and protein features (ESM2) through their modality-speci�c encoders and the gated

fusion. We project 2,000 source-domain and 2,000 target-domain pairs, extracted

once from the model trained with the classi�cation loss alone (before alignment) and

once from the full GRADDA-DTI model (after alignment). Figure 4.2 shows the

UMAP projection before and after alignment; the corresponding t-SNE and PCA

projections are provided in Appendix G (Figure G.2).

Without alignment, the model trained only with the supervised classi�cation loss
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produces embeddings in which the source and target pairs occupy partially distinct

regions, re�ecting the distribution shift between the two domains. After training

with the MMD and CORAL alignment losses, the source and target embeddings be-

come well intermixed across all three projections (quanti�ed in Table 4.3), while the

binding/non-binding class structure is preserved. This indicates that the alignment ob-

jective reduces the domain gap in the shared representation space without collapsing

the discriminative signal. The visual trend is consistent with the quantitative results:

alignment improves target-domain performance from approximately AUROC 0.77

/ MCC 0.40 to AUROC 0.79 / MCC 0.43, the aligned model corresponding to the

GRADDA-DTI result reported in Table 4.2 (BioSNAP AUROC 0.791). As is stan-

dard, the t-SNE and UMAP axes do not correspond to interpretable distances and the

projections are used for qualitative visualization only.
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Figure 4.2: Visualization of the joint drug–protein pair embeddings—the 128-

dimensional post-fusion vectors (fusion-MLP output, identical to the representation

fed to the prediction head and the alignment losses)—before (top) and after (bot-

tom) domain alignment on BioSNAP, projected with UMAP. Within each row, the

left sub-panel colours points by domain (source vs. target) and the right sub-panel

by interaction label (binding/non-binding), with source and target shown separately.

Before alignment the two domains occupy partially separated regions, revealing a

domain shift; after alignment (MMD + CORAL) the source and target distributions

overlap substantially, indicating a more domain-invariant embedding space, while the

binding/non-binding structure is retained. Corresponding t-SNE and PCA projections

appear in Appendix G.
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Table 4.3: Source–target domain-gap metrics on the 128-dimensional fused BioS-

NAP embeddings, before (source-only) and after (GRADDA-DTI, MMD+CORAL)

alignment. Each state uses the same �xed sample of nsrc = n tgt = 2000 drug–protein

pairs (seed 42); the kNN same-domain fraction and the target-class silhouette are di-

agnostics rather than training objectives. Formal de�nitions of all four metrics are

given in Appendix G.

Metric Before After Direction

MMD 2 (RBF kernel) 3:31 � 10�2 2:33 � 10 �3 lower = aligned (�14�)

CORAL (covariance) distance 4:08 � 10�2 1:75 � 10 �4 lower = aligned (�234�)

kNN same-domain fraction 0:619 0:595 ! 0:5 = mixed

Target-domain class silhouette 0:077 0:087 higher = better

Table 4.3 makes the qualitative trend quantitative. The two statistics tied to the train-

ing objective collapse by one to two orders of magnitude after adaptation: the squared

RBF-MMD falls from 3:31 � 10 �2 to 2:33 � 10 �3 (�14�) and the CORAL distance

from 4:08 � 10 �2 to 1:75 � 10 �4 (�234�), con�rming that GRADDA-DTI effec-

tively matches the �rst- and second-order statistics of the source and target repre-

sentations. Neighbourhood-level mixing also improves, with the kNN same-domain

fraction moving from 0.619 towards the ideal 0.5 (0.595), and—importantly—the

target-domain class silhouette does not fall but edges up from 0.077 to 0.087, so

alignment intermixes the domains while preserving—and marginally sharpening—

the separation between binding and non-binding pairs. These are single-sample,

single-run point estimates at seed 42, so the large MMD2 and CORAL reductions

are the most robust signal. Overall, alignment substantially reduces the measured

domain gap while preserving the discriminative class structure, consistent with the

improved target-domain performance reported in Table 4.2.
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4.5.3 Cross-Family Domain Shift

Beyond the cross-dataset evaluation, we assess GRADDA-DTI under the more de-

manding cross-family domain splits introduced in §4.4.1, where the target domain

is dominated by protein families under-represented in the source. Figure 4.3 reports

GRADDA-DTI performance across all �ve data splits for the membrane!transferase

scenario, and Table 4.4 lists the corresponding values. On the held-out target test set

GRADDA-DTI attains an AUROC of 0.708 and an MCC of 0.292, with balanced pre-

cision (0.629) and recall (0.666); performance on the target validation and test sets is

close to that on the source validation set, indicating that the framework transfers rea-

sonably well across protein families despite the shift. The enzyme!membrane sce-

nario, which carries a stronger label-prior shift, is examined as an ablation in §4.5.4.

Table 4.4: GRADDA-DTI performance across data splits for the

membrane!transferase cross-family domain shift.

Split AUROC Accuracy Precision Recall F1 MCC

Source train 0.785 0.708 0.709 0.708 0.708 0.417

Target train 0.694 0.649 0.649 0.648 0.648 0.297

Source val 0.776 0.675 0.634 0.698 0.625 0.326

Target val 0.711 0.663 0.625 0.661 0.622 0.284

Target test 0.708 0.664 0.629 0.666 0.625 0.292
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Figure 4.3: GRADDA-DTI performance (AUROC, accuracy, precision, recall, F1,

and MCC) across the �ve data splits for the membrane!transferase cross-family do-

main shift. Performance on the target validation and test sets remains close to the

source validation level, indicating reasonable cross-family transfer.

4.5.4 Effect of the Alignment Objective

To isolate the contribution of the multi-level alignment objective, we compare the

full model (focal BCE + MMD + CORAL) against a source-only variant trained with

the classi�cation loss alone (BCE) on the enzyme!membrane split, which exhibits

the largest label-prior shift (positive fraction �41% in the source versus �22% in

the target). Figure 4.4 shows the full per-split, per-metric comparison, and Table 4.5

summarizes the target-test result.
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Table 4.5: Effect of the alignment objective on the enzyme!membrane target test

set. Adding MMD + CORAL alignment improves the threshold-free and balanced

metrics (AUROC, MCC), whereas the source-only model attains higher F1 by ex-

ploiting the target's majority class under the label-prior shift. Values read from Fig-

ure 4.4.

Con�guration AUROC F1 MCC

Source-only (BCE) 0.56 0.67 0.06

GRADDA-DTI (BCE + MMD + CORAL) 0.59 0.47 0.10

Adding the alignment objective improves the threshold-free discrimination (AUROC)

and the balanced correlation (MCC) on the target test set, consistent with the embed-

ding overlap seen in §4.5.2. At the same time, the source-only model attains higher

accuracy, recall, and F1 on the target. This apparent reversal is an artifact of the pro-

nounced label-prior shift: because the target domain is only �22% positive, a model

that retains the source's higher positive rate scores well on threshold-dependent met-

rics, while the aligned model produces more balanced, better-calibrated predictions

that are favoured by AUROC and MCC. The trade-off underscores that, under strong

prior shift, threshold-free metrics (AUROC, MCC) are the more meaningful indica-

tors of cross-domain quality—echoing the calibration �ndings of Chapter 3.
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Figure 4.4: Effect of the alignment objective on the enzyme!membrane split:

GRADDA-DTI (BCE + MMD + CORAL, blue) versus a source-only baseline (BCE,

orange) across six metrics and �ve data splits. On the target splits, alignment raises

AUROC and MCC while the source-only model scores higher on accuracy, recall,

and F1 owing to the strong label-prior shift between the enzyme source and mem-

brane target domains.

4.5.5 Case Study: Target-Centric Ranking under Domain Shift

To complement the aggregate metrics with a concrete, interpretable example, we con-

ducted a target-centric case study on the BioSNAP target (shifted) domain, whose

protein clusters are disjoint from those seen during training. From the held-out tar-

get test set we selected the protein associated with the largest number of candidate

compounds—human cytochrome P450 2C9 (CYP2C9; UniProt P11712) [82], a 490-

residue enzyme that is one of the principal human drug-metabolizing monooxygenases—

yielding 22 candidate drug–target pairs, of which 21 are annotated as interacting.

Because no information about this target's cluster was available to the model at train-

ing time, the task re�ects a realistic cold-target deployment scenario. Every candidate

compound was scored by the domain-adapted model, and the compounds were ranked

by predicted interaction probability.

Table 4.6 reports the �fteen highest-ranked compounds together with their ground-
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truth labels. The model assigns its two highest scores (0.993 and 0.992) to con-

�rmed interactions, and 14 of the 21 true interactions fall within the top 15 ranks;

the only non-interacting compound among the leading predictions appears at rank 3.

Because all candidates for this target exceed the model's calibrated decision thresh-

old (0.5495), the example is most informative as a ranking of binders rather than as

a thresholding exercise: the top of the list is dominated by genuine interactions (21

of the 22 candidates are true binders), with only an isolated false positive interleaved

near the top. This indicates that the domain-adapted model does not merely achieve

favourable aggregate statistics but produces biologically meaningful rankings for in-

dividual, previously unseen targets, prioritising the true binders that would be the

natural candidates for experimental follow-up—a property that connects directly to

the calibration analysis of Chapter 3, since reliable ranking under shift depends on

well-behaved predicted probabilities. The complete ranking of all 22 candidates is

provided in Appendix G (Table G.1).
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Table 4.6: Top-15 ranked candidate compounds for the held-out human cy-

tochrome P450 2C9 (CYP2C9, UniProt P11712) target in the BioSNAP target do-

main, scored by the domain-adapted GRADDA-DTI model. Score is the predicted

interaction probability; Y is the ground-truth label (1 = interacting). The calibrated

decision threshold is 0:5495.

Rank Compound (SMILES) Y Score

1 CNC1(CCCCC1=O)C1=CC=CC=C1Cl 1 0.993

2 NC1CC1C1=CC=CC=C1 1 0.992

3 C1CN2C[C@@H](N=C2S1)C1=CC=CC=C1 0 0.992

4 NC(=N)NC(=O)CC1=C(Cl)C=CC=C1Cl 1 0.990

5 CN(CCOC1=CC=C(CC2SC(=O)NC2=O)C=C1)C1=CC=CC=N1 1 0.988

6 CC(=O)CC(C1=CC=CC=C1)C1=C(O)C2=C(OC1=O)C=CC=C2 1 0.987

7 ClC1=CC=C(C=C1)C(=O)NCCN1CCOCC1 1 0.985

8 CCC1=C2NC3=C(CCOC3(CC)CC(O)=O)C2=CC=C1 1 0.985

9 CN1C(C(=O)NC2=CC=CC=N2)=C(O)C2=C(C=C(Cl)S2)S1(=O)=O 1 0.984

10 NC1=NC(=O)N(C=C1)[C@H]1CC[C@@H](CO)O1 1 0.984

11 CC(C)C[C@H](NC(=O)[C@H](CC1=CC=CC=C1)NC(=O)C1=CN=CC=N1)B(O)O 1 0.984

12 CN1C(C(=O)NC2=CC=CC=N2)=C(O)C2=C(C=CS2)S1(=O)=O 1 0.982

13 [H][C@@]1(C[C@@]2([H])C[C@]3([H])C[C@@]([H])(C1)N2CC3=O)OC(=O)C1=CNC2=C1

C=CC=C2

1 0.980

14 CCOC1=CC=C(CC2=C(Cl)C=CC(=C2)[C@@H]2O[C@H](CO)[C@@H](O)[C@H](O)[C@H]

2O)C=C1

1 0.979

15 NC(=O)N1C2=CC=CC=C2C=CC2=CC=CC=C12 1 0.978

4.6 Discussion

The experimental results demonstrate that GRADDA-DTI improves cross-domain

drug–target interaction prediction performance relative to strong domain adaptation

baselines on both BioSNAP and BindingDB. The improvements are particularly mean-

ingful in settings where the target domain differs substantially from the source domain

and labelled interaction data is limited. These conditions re�ect realistic deployment

scenarios in drug discovery, where models must generalize to novel chemical and

protein spaces.

A key factor contributing to the observed gains is the proposed multi-level distri-

bution alignment. GRADDA-DTI aligns source and target embeddings using two
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complementary objectives: Maximum Mean Discrepancy (MMD), which captures

�rst-order alignment, and CORAL, which aligns second-order statistics through co-

variance matching. By combining �rst- and second-order alignment, the framework

can better capture complex distributional differences that arise across domains, be-

yond what can be achieved by single-moment alignment approaches. This alignment

strategy provides richer regularization and supports the learning of domain-invariant

representations that remain predictive across diverse datasets.

In addition, GRADDA-DTI introduces a gradient-aware dynamic weighting mecha-

nism (UPGrad) to address a common limitation of domain adaptation training: the

need to manually tune the relative weights of prediction and alignment losses. Fixed

loss weights can lead to unstable training and suboptimal performance, particularly

when the objectives generate con�icting gradients. In contrast, UPGrad dynamically

adjusts the contributions of each loss component based on gradient interactions, help-

ing prevent destructive interference and improving training stability. This mechanism

reduces the burden of hyperparameter tuning and leads to more consistent adaptation

performance across datasets and tasks.

The strong performance of GRADDA-DTI on both benchmarks supports the broader

conclusion that effective domain adaptation for the prediction of DTI requires both

robust distribution alignment and adaptive optimization strategies. In particular, the

results suggest that embedding alignment bene�ts from capturing multiple statistical

properties of the domain shift and that optimization strategies must account for the

competing nature of prediction and alignment objectives.

The cross-family experiments add nuance to this picture. Under the membrane!transferase

split, GRADDA-DTI transfers reasonably well across protein families (target-test

AUROC 0.708, MCC 0.292), showing that the framework is not con�ned to the cross-

dataset setting. Under the enzyme!membrane split, which combines a family shift

with a strong label-prior shift, the alignment objective still improves the threshold-

free metrics (AUROC and MCC) on the target, but trades off accuracy and recall.

This is a reminder that aggregate accuracy can be misleading under prior shift, and

that ranking- and correlation-based metrics (AUROC, MCC), together with explicit

calibration, give a more faithful account of cross-domain quality—an observation that
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directly connects this chapter to the calibration analysis of Chapter 3. The embedding

visualizations corroborate the quantitative trends: the alignment objective visibly

intermixes the source and target representations while preserving the binding/non-

binding structure.

From an application perspective, these �ndings are directly relevant to practical drug

discovery pipelines. In many real-world settings, researchers aim to deploy DTI mod-

els on new target families, new compound libraries, or datasets generated under dif-

ferent experimental conditions, often with limited labelled interaction data. A frame-

work such as GRADDA-DTI, which is designed explicitly for robust cross-domain

generalization and reduced tuning overhead, can therefore improve the usability and

reliability of predictive modelling in real drug discovery work�ows.

Limitations and failure conditions. The experiments also delineate the conditions

under which GRADDA-DTI is disadvantaged. First, its alignment objective operates

on the marginal feature distribution: MMD and CORAL match the source and target

embedding distributions but do not explicitly model the conditional P (y j z) or the la-

bel prior P (y). Under a strong label-prior shift—as in the enzyme!membrane split,

where the positive fraction falls from �41% to �22%—this is precisely where the

method underperforms on threshold-dependent metrics: alignment improves ranking

quality (AUROC, MCC) but degrades accuracy, recall, and F1 relative to a source-

only model (§4.5.4). Second, and relatedly, marginal alignment can be counterpro-

ductive when the two domains require genuinely different decision boundaries; forc-

ing their marginals to coincide may blur the class structure, and although UPGrad mit-

igates gradient con�ict it cannot reconcile objectives that are fundamentally opposed.

Third, the framework is purely unsupervised on the target domain and therefore can-

not correct systematic target-speci�c biases that even a handful of target labels would

resolve. Fourth, GRADDA-DTI builds on �xed pre-trained representations (Chem-

BERTa, ECFP4, ESM2): when these encoders poorly represent the target chemistry

or protein families—for example, scaffolds or sequences far from their pre-training

distribution—alignment operates on uninformative features and cannot recover the

lost signal. Finally, as the case study illustrates (§4.5.5), absolute decision thresh-

olds transfer poorly under shift, so the model is best deployed for ranking candidates

rather than for calibrated binary classi�cation unless its probabilities are recalibrated
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on target-like data—echoing the calibration �ndings of Chapter 3. These observations

motivate the class-conditional alignment and broader validation discussed next.

Despite promising results, there remain important directions for future work. First,

although multi-level alignment improves transfer performance, additional forms of

alignment (e.g., class-conditional alignment) could further enhance robustness under

severe shifts. Second, extending the framework to incorporate additional modali-

ties such as structural protein representations or omics-derived context may improve

performance in settings where sequence-based embeddings are insuf�cient. Finally,

further validation in larger and more diverse datasets would help assess the scalability

and general applicability of the proposed approach in broader drug discovery tasks.

4.7 Chapter Summary

This chapter addressed one of the central limitations of current drug–target interaction

(DTI) prediction models: reduced generalization under domain shift when training

and deployment distributions differ and labelled target-domain data is scarce. Mo-

tivated by the benchmarking �ndings in the previous chapter—where model perfor-

mance degraded substantially under dissimilar-compound and fully-dissimilar eval-

uation settings—this chapter introduced GRADDA-DTI, a gradient-aware domain

adaptation framework designed to improve robustness in cross-domain DTI predic-

tion.

GRADDA-DTI combines two key ideas. First, it performs multi-level embedding

alignment by jointly applying Maximum Mean Discrepancy (MMD) and CORAL to

align �rst- and second-order statistics between source and target domains. Second,

it introduces gradient-aware dynamic loss weighting (UPGrad) to adaptively balance

the prediction and alignment objectives during training, reducing gradient con�icts

and mitigating the need for manual tuning of loss weights.

Experimental evaluation on BioSNAP and BindingDB demonstrated that GRADDA-

DTI improves cross-domain predictive performance compared to strong baselines.

In particular, the framework achieved consistently higher AUROC and competitive

F1-scores, highlighting its ability to generalize under challenging distributional dis-
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crepancies. These results emphasize the importance of combining robust distribution

alignment with adaptive optimization strategies to improve generalization in drug dis-

covery settings.

Overall, this chapter contributes to the thesis by providing a practical and effective

solution for improving the transferability of DTI prediction models under domain

shift. Together with the benchmarking framework developed in the previous chap-

ter, GRADDA-DTI strengthens the thesis goal of enabling reproducible and robust

GNN-based drug discovery pipelines that remain reliable across diverse chemical and

biological contexts.
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CHAPTER 5

CONCLUSION AND FUTURE DIRECTIONS

This thesis set out to examine a persistent gap in computational drug discovery: the

distance between the performance that deep learning models for drug–target predic-

tion report on standard benchmarks and the reliability they actually deliver when

faced with genuinely novel chemical and biological space. The three technical chap-

ters address this gap as a single arc—�rst building the infrastructure to evaluate hon-

estly, then diagnosing where current models fail, and �nally mitigating that failure—

and this concluding chapter draws the three together, re�ects on their shared limita-

tions, and outlines where the work points next.

5.1 Summary of Contributions

The thesis advances three contributions that build on one another.

Chapter 2 presented DTA-GNN, an open-source toolkit for leakage-aware drug–

target af�nity modelling. By automating target-speci�c dataset construction from

ChEMBL, implementing scaffold- and temporal-splitting strategies, performing auto-

mated leakage auditing, and exposing model training and latent-space analysis through

a uni�ed library, command-line interface, and no-code web interface, the toolkit sup-

plies the methodological foundation that the rest of the thesis depends on. Its central

lesson is concrete: on a representative target, a conventional random split retained

roughly half of its test scaffolds in the training set, whereas a scaffold split eliminated

this overlap entirely—a difference invisible to a practitioner who does not audit for it,

yet decisive for how the resulting performance estimate should be interpreted.
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Adopting the same leakage-aware, distribution-shift perspective, Chapter 3 conducted

an operator-controlled benchmark of six GNN message-passing operators across

eight protein families and three splitting strategies, totalling 7,200 training runs. By

holding every component of a dual-branch architecture �xed except the molecu-

lar operator, the study isolated the contribution of the encoder and reached a clear,

somewhat de�ationary conclusion: once the architecture is controlled, the choice of

message-passing operator is not where drug–target prediction is won or lost. In-

distribution, the six operators converged to within roughly 0:02 MCC; under strict

train–test dissimilarity, all six lost 82–89% of their discriminative performance, and

their probabilistic calibration degraded even faster, with the Expected Calibration

Error rising several-fold. Distribution shift, not encoder design, is the dominant

limitation—and calibration, reported here for the �rst time in a controlled GNN-DTI

setting, is the failure mode most likely to mislead a practitioner relying on predicted

probabilities.

Chapter 4 responded to that diagnosis with GRADDA-DTI, a gradient-aware domain-

adaptation framework. Combining multimodal molecular and protein representations

with multi-level distribution alignment (matching both �rst- and second-order statis-

tics) and a gradient-aware mechanism that adaptively balances the prediction and

alignment objectives, GRADDA-DTI improved cross-domain predictive performance

and calibration relative to strong baselines on two benchmark datasets. It demon-

strates that the generalization gap exposed by the benchmark is not immovable: tar-

geted adaptation can recover a meaningful fraction of it.

Read together, the three contributions tell a coherent story. Chapter 2 makes leakage-

aware evaluation practical; an independent controlled benchmark (Chapter 3) reveals

that distribution shift and miscalibration—not architectural choices—are the binding

constraints; and a method built for exactly those constraints (Chapter 4) begins to

relax them. The overarching message of the thesis is that progress in computational

drug discovery depends less on the search for a better neural operator than on rig-

orous, leakage-aware evaluation and on methods designed explicitly for robustness

under realistic chemical and biological novelty.
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5.2 Limitations

Several limitations span the three studies and temper their conclusions.

Molecular representation. The models throughout this thesis operate on two-dimensional

molecular graphs, and the benchmark deliberately excludes edge (bond) features so

that all operators share a common interface. Three-dimensional geometry, stereo-

chemistry, and bond-aware message passing are therefore not exploited, and richer

representations could shift both absolute performance and the relative standing of

encoders.

Protein representation. Targets are encoded with frozen, pre-trained ESM2 embed-

dings. This provides a strong and convenient signal, but it also means the protein side

is held �xed rather than adapted to the task, and the strength of these embeddings may

partially mask differences attributable to the molecular encoder.

Evaluation variance and capacity. The large-scale benchmark uses a single training

seed; although a reduced multi-seed study supports the stability of its main conclu-

sions, a full multi-seed sweep would give a �rmer estimate of run-to-run variance.

The operators were also not constrained to a common parameter budget, so some

in-distribution differences may re�ect capacity as well as inductive bias.

Task framing and data scope. The benchmark frames prediction as binary classi�ca-

tion at a �xed activity threshold, which discards af�nity information that a regression

formulation would retain; the domain-adaptation study was evaluated on two datasets;

and model selection used in-distribution validation data even under shifted test proto-

cols, so the reported out-of-distribution degradation should be read as an upper bound.

The conclusions are speci�c to the family-structured ChEMBL/ProtBENCH setting

examined here.

5.3 Future Directions

The limitations above, together with the diagnosis at the heart of the thesis, suggest

several productive directions.
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Closing the generalization gap. The controlled dual-branch framework of Chap-

ter 3, in which all confounders except the molecular encoder are already removed, is

an ideal testbed for distribution-shift methods beyond the alignment-based approach

of GRADDA-DTI. Adversarial domain adaptation [83, 84], optimal-transport align-

ment, self-training on unlabelled target-domain compounds, and conditional adapta-

tion in the style of DrugBAN [70] could all be evaluated with clean attribution of any

gain to the adaptation method itself. Class-conditional alignment, in particular, is a

natural extension of GRADDA-DTI for severe shifts.

Richer representations. Incorporating three-dimensional molecular geometry through

geometric message passing, adding bond-aware edge features, and integrating pro-

tein structural information would test whether spatial signal improves extrapolation

to novel scaffolds. Pre-trained molecular foundation models such as Uni-Mol [98]

offer a complementary, implicit form of domain adaptation: by exposing the encoder

to diverse chemistry during self-supervised pre-training, they may generalize better

at �ne-tuning time.

Calibration-aware modelling. Because miscalibration emerged as the failure mode

most likely to mislead practitioners, training objectives that target calibration directly—

focal loss, evidential deep learning [76], or other uncertainty-quanti�cation methods—

deserve far more attention in drug–target prediction than they currently receive, along-

side the post-hoc recalibration evaluated in this thesis.

Stronger and broader validation. Extending evaluation to af�nity regression, to

more datasets and target families, to split-aware model selection, and ultimately to

prospective experimental validation would test how far the conclusions generalize.

Integrating the leakage-aware construction of Chapter 2, the controlled evaluation of

Chapter 3, and the adaptation framework of Chapter 4 into a single open pipeline

would give practitioners an end-to-end route from raw bioactivity data to a robust,

well-calibrated, and honestly evaluated model.
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5.4 Concluding Remarks

Computational drug–target prediction has matured to the point where its principal ob-

stacle is no longer the expressiveness of its models but the honesty and robustness of

their evaluation and deployment. This thesis has argued that point through construc-

tion rather than assertion: a toolkit that makes leakage-aware evaluation routine, a

benchmark that shows distribution shift and calibration—not architecture—to be the

binding constraints, and an adaptation framework that begins to address them. Pur-

sued together, leakage-aware evaluation and distribution-shift-robust modelling offer

a credible path toward deep learning systems whose benchmark performance can �-

nally be trusted to re�ect their real-world utility.
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APPENDICES

E DTA-GNN: Reproducibility, Settings, and Additional Experiments

This appendix records the code metadata, experimental settings, and additional bench-

marking experiments for the DTA-GNN toolkit presented in Chapter 2.
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E.1 Code Metadata

Table E.1: DTA-GNN code metadata.

Nr. Code metadata description Metadata

C1 Current code version v0.2.0

C2 Permanent link to code/reposi-

tory used for this code version

https://github.com/g

ozsari/DTA-GNN

C3 Permanent link to Repro-

ducible Capsule

https://colab.resear

ch.google.com/drive/

1REX98XQ_bZk1ly17RCB

T1Zt2necXAvv7

C4 Legal Code License MIT License

C5 Code versioning system used git

C6 Software code languages,

tools, and services used

Python, PyTorch [99], PyTorch

Geometric [80], RDKit [100],

scikit-learn [101]

C7 Compilation requirements, op-

erating environments & depen-

dencies

Python 3.10+; pip; optional

GPU support via CUDA or

MPS (no compilation re-

quired)

C8 Link to developer documenta-

tion/manual

https://github.com/g

ozsari/DTA-GNN/tree/

main/docs

C9 Support email for questions gokhan.ozsari@chalmers.se

E.2 Experimental Settings

All experiments in this appendix were conducted using the DTA-GNN pipeline, which

automates dataset construction, baseline training, GNN hyperparameter optimization,

model training, evaluation, and artifact generation. The pipeline comprises three

stages, each implemented as a standalone script.
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Dataset Construction

Bioactivity data were retrieved from ChEMBL by mapping UniProt accession IDs

to ChEMBL target identi�ers. Standard bioactivity types (IC50, Ki, Kd) were col-

lected and converted to pChEMBL values (negative log-molar potency). Datasets

were split into training (70%), validation (10%), and test (20%) partitions using Mur-

cko scaffold-based splitting, which assigns all compounds sharing the same Bemis–

Murcko scaffold to the same partition. All experiments used a �xed random seed of

42 for reproducibility.

Classical Baselines

Two classical machine learning baselines were trained on Morgan circular �ngerprints

(radius 2, 2048 bits): (1) Random Forest (RF) with 10 estimators and max depth of

5, and (2) Support Vector Regression (SVR) with an RBF kernel (C = 0:1, " =

0:01). Default parameters were used across all targets. No hyperparameter tuning

was applied to the baselines.

GNN Training and Hyperparameter Optimization

Five GNN architectures were evaluated: Graph Convolutional Network (GCN), Graph

Isomorphism Network (GIN), Graph Attention Network (GAT), GraphSAGE, and

Principal Neighbourhood Aggregation (PNA). Molecular graphs were constructed

from SMILES strings using RDKit, with atoms as nodes and bonds as edges. Node

features included atomic number, degree, formal charge, hybridization, aromaticity,

and other standard atom-level descriptors.

Hyperparameter optimization (HPO) was performed using Weights & Biases (W&B)

Bayesian sweeps, which employ a Gaussian process surrogate model to ef�ciently

explore the hyperparameter space. Each sweep comprised 200 trials per architecture

per target. The search space included: learning rate (1e�4 to 5e�3, log-uniform),

number of GNN layers (2–5), dropout rate (0.0–0.4), weight decay (1e�6 to 1e�3,

log-uniform), graph-level pooling strategy (add, mean, max, attention), and resid-
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ual connections (boolean). Architecture-speci�c knobs were also searched: atten-

tion heads for GAT, MLP layers and learnable " for GIN, and aggregation type for

GraphSAGE. The following dimensions were �xed across all trials: hidden dimension

(256), embedding dimension (128), batch size (64), and prediction head MLP layers

(2). The best hyperparameters from each sweep were used to train a �nal model for

100 epochs, with model selection based on validation RMSE.

E.3 Additional Experiments on Three Targets

To demonstrate the robustness of the DTA-GNN pipeline, we evaluated it on three

additional targets from distinct protein families. All experiments used scaffold-based

splitting. The three targets were selected to maximize diversity across protein fami-

lies, therapeutic areas, and dataset sizes (Table E.2).

Table E.2: Dataset summary for the three benchmark targets.

UniProt ID Target Name N Total N Train N Val N Test Split Family

P10275 Androgen Receptor (AR) 3267 2292 328 646 Scaffold Nuclear hormone

receptor family

NR3 subfamily

P22303 Acetylcholinesterase (AChE) 7371 5162 751 1456 Scaffold Acetylcholinesterase-

related enzymes

P35354 Prostaglandin G/H synthase 2 (PTGS2) 5542 3892 557 1108 Scaffold Oxylipin biosyn-

thesis and

metabolism

Tables E.3–E.5 present test-set performance for �ve GNN architectures (GCN, GIN,

GAT, GraphSAGE, PNA) and two classical baselines (Random Forest with Morgan

�ngerprints, SVR with RBF kernel) on each target. All GNN models were trained

with W&B Bayesian hyperparameter optimization (200 trials). Models are ranked by

Pearson r on the held-out test set.
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Table E.3: Test-set performance comparison for P10275. Ntest = 646 out of 3267

total compounds.

Model Type RMSE MAE R2 Pearson r Spearman � Rank

PNA GNN 0.841 0.663 0.396 0.657 0.641 1

GIN GNN 0.884 0.682 0.334 0.624 0.617 2

SAGE GNN 0.862 0.680 0.366 0.622 0.601 3

SVR Baseline 0.893 0.720 0.320 0.611 0.600 4

GAT GNN 0.943 0.729 0.241 0.593 0.557 5

RF Baseline 0.910 0.742 0.294 0.560 0.556 6

GCN GNN 0.974 0.738 0.190 0.504 0.471 7

Table E.4: Test-set performance comparison for P22303. Ntest = 1456 out of 7371

total compounds.

Model Type RMSE MAE R2 Pearson r Spearman � Rank

PNA GNN 1.008 0.756 0.587 0.771 0.764 1

GCN GNN 1.080 0.769 0.527 0.741 0.750 2

GIN GNN 1.072 0.788 0.533 0.734 0.729 3

SAGE GNN 1.103 0.789 0.506 0.732 0.749 4

GAT GNN 1.180 0.851 0.434 0.685 0.698 5

SVR Baseline 1.232 0.889 0.384 0.644 0.673 6

RF Baseline 1.294 1.002 0.320 0.567 0.446 7
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Table E.5: Test-set performance comparison for P35354. Ntest = 1108 out of 5542

total compounds.

Model Type RMSE MAE R2 Pearson r Spearman � Rank

GCN GNN 1.320 1.031 0.182 0.513 0.515 1

SVR Baseline 1.301 1.037 0.205 0.484 0.504 2

GIN GNN 1.337 1.001 0.160 0.455 0.479 3

SAGE GNN 1.340 1.047 0.157 0.455 0.458 4

GAT GNN 1.341 1.019 0.156 0.442 0.469 5

PNA GNN 1.361 1.072 0.131 0.420 0.434 6

RF Baseline 1.383 1.133 0.102 0.342 0.355 7

A cross-target comparison of the best GNN versus the best baseline is given in Ta-

ble E.6. Several key �ndings emerge. (1) For P10275 (Androgen Receptor), PNA

achieved the best GNN performance (r = 0:657), outperforming the best baseline

SVR (r = 0:611) by �r = +0:046. (2) For P22303 (Acetylcholinesterase), GNNs

showed the largest improvements, with PNA achieving r = 0:771 versus SVR at

0.644, a gain of �r = +0:127; all �ve GNN architectures outperformed both base-

lines on this target. (3) For P35354 (Prostaglandin G/H synthase 2), all models

showed lower overall predictive correlation. GCN achieved the highest Pearson r

(0.513), surpassing SVR (r = 0:484) by �r = +0:029. Notably, SVR attains a

higher R2 (0.205 vs. 0.182) on this target, illustrating that R2 penalizes systematic

prediction offsets more heavily, whereas Pearson r captures the strength of the lin-

ear trend regardless of such shifts. This target exhibits high structural diversity in

its ligand set, which challenges both GNN and classical approaches under scaffold

splitting.

These results demonstrate the advantage of GNNs over classical baselines: when

ranked by Pearson r, GNN architectures achieve the top position on all three tar-

gets. GNNs excel when molecular graph structure encodes information beyond what

�ngerprint-based representations capture, but may offer limited improvement on tar-

gets with high scaffold diversity or narrow activity ranges. The DTA-GNN pipeline
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enables systematic identi�cation of such differences. Here, r refers to the Pearson

correlation coef�cient, and �r to the difference between the best GNN and the best

baseline Pearson correlation coef�cient.

Table E.6: Cross-target comparison of best GNN vs. best baseline (test set).

Target Best GNN GNN r GNN RMSE Best BL BL r BL RMSE �r

P10275 PNA 0.657 0.841 SVR 0.611 0.893 +0.046

P22303 PNA 0.771 1.008 SVR 0.644 1.232 +0.127

P35354 GCN 0.513 1.320 SVR 0.484 1.301 +0.029

The best hyperparameters found by W&B Bayesian sweeps for each GNN architec-

ture on each target are reported in Tables E.7–E.9.

Table E.7: Best hyperparameters for P10275.

Parameter GCN GIN GAT SAGE PNA

Layers 4 5 4 3 3

Learning Rate 1.36e-03 6.80e-04 3.34e-04 3.75e-03 1.84e-04

Dropout 0.019 0.003 0.020 0.063 0.045

Weight Decay 3.36e-04 5.96e-06 7.26e-05 2.16e-04 2.02e-05

Pooling mean attention attention add max

Residual False True True True True
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Table E.8: Best hyperparameters for P22303.

Parameter GCN GIN GAT SAGE PNA

Layers 5 5 5 5 5

Learning Rate 2.09e-03 1.89e-03 1.17e-03 2.36e-03 3.06e-04

Dropout 0.033 0.030 0.008 0.034 0.016

Weight Decay 6.80e-05 1.83e-05 6.11e-06 2.22e-05 2.36e-06

Pooling max add add max max

Residual True True False True True

Table E.9: Best hyperparameters for P35354.

Parameter GCN GIN GAT SAGE PNA

Layers 5 2 3 5 4

Learning Rate 1.31e-03 4.32e-03 8.39e-04 9.63e-04 4.29e-04

Dropout 0.034 0.093 0.038 0.006 0.071

Weight Decay 1.11e-05 1.07e-05 3.02e-04 1.75e-06 2.22e-04

Pooling max max add add max

Residual True True False True True

E.4 Wall-Clock Runtimes and Memory Footprints

This section reports wall-clock runtimes and memory footprints for dataset construc-

tion, GNN training, and embedding extraction, for both GPU and CPU environments.

Hardware Environments

GNN experiments were conducted on a GPU node equipped with an NVIDIA Tesla

T4 (16 GB VRAM), x86_64 CPU, running Python 3.11.3 with PyTorch and PyTorch

Geometric. Classical baseline experiments (Random Forest, SVR) were run on a
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CPU-only environment with an Apple Silicon (ARM) processor, Python 3.11.8, ma-

cOS (Darwin 25.3.0). The baseline CPU environment uses a different architecture

than the GPU node; direct wall-clock comparisons between GNN and baseline tim-

ings should therefore be interpreted with this caveat in mind.

Tables E.10–E.12 report wall-clock times and peak GPU memory for each GNN ar-

chitecture across the three targets. HPO denotes the full W&B Bayesian hyperpa-

rameter search (200 trials); training time is for the �nal model (100 epochs with best

hyperparameters); embedding extraction covers forward-pass inference over the full

dataset.

Table E.10: GNN runtimes for P10275. Ntotal = 3267. GPU: Tesla T4.

GNN Train (s) Per Epoch (s) Embed (s) GPU Train (MB) GPU Embed (MB)

GCN 38.2 0.382 3.7 68 122

GIN 49.0 0.490 4.2 128 129

GAT 113.2 1.131 4.0 493 127

SAGE 33.5 0.335 3.7 102 129

PNA 111.7 1.117 3.8 309 129

Table E.11: GNN runtimes for P22303. Ntotal = 7371. GPU: Tesla T4.

GNN Train (s) Per Epoch (s) Embed (s) GPU Train (MB) GPU Embed (MB)

GCN 101.1 1.011 7.0 75 102

GIN 101.6 1.016 7.2 102 101

GAT 451.8 4.518 6.5 879 102

SAGE 98.5 0.985 7.6 135 56

PNA 415.0 4.150 6.7 471 101
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Table E.12: GNN runtimes for P35354. Ntotal = 5542. GPU: Tesla T4.

GNN Train (s) Per Epoch (s) Embed (s) GPU Train (MB) GPU Embed (MB)

GCN 76.2 0.762 5.2 74 99

GIN 50.6 0.506 5.2 63 97

GAT 182.0 1.820 5.4 521 97

SAGE 64.5 0.645 5.9 80 97

PNA 218.4 2.184 5.2 385 97

Table E.13: Baseline model runtimes (CPU: Apple Silicon ARM).

Target RF Time (s) RF RAM (MB) SVR Time (s) SVR RAM (MB) N Compounds

P10275 0.92 48.0 13.59 42.2 3267

P22303 2.07 105.5 68.52 141.8 7371

P35354 1.49 97.3 39.70 123.1 5542

Several practical insights emerge from the runtime analysis. First, lightweight GNN

architectures (GCN, GIN, GraphSAGE) train in under 2 minutes for datasets of 3,000–

7,000 compounds on a Tesla T4 GPU, with per-epoch times below 1 second; these are

feasible even on modest GPU hardware. Second, architectures like GAT and PNA re-

quire 2–5� more time per epoch and signi�cantly more GPU memory (up to 879 MB

for GAT on P22303), re�ecting the cost of multi-head attention and multi-aggregator

computations. Third, hyperparameter optimization dominates wall-clock time across

all con�gurations, ranging from 2.7 hours (GCN on P10275) to 20.3 hours (GAT

on P22303) for 200 W&B Bayesian sweep trials. Users working in CPU-only envi-

ronments should note that GNN training times would increase substantially without

GPU acceleration. Fourth, classical baselines train in seconds to minutes on CPU,

making them a practical �rst-line approach for rapid screening before investing in

GNN training.
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F Benchmark Supplementary Material

This appendix provides the supplementary material for the operator-controlled bench-

mark of Chapter 3: full operator de�nitions, per-family metric tables, hyperparameter

con�gurations, and the recalibration, multi-seed, and matched-capacity analyses.

F.1 Graph Convolution Operator De�nitions

This section gives the full mathematical de�nition of each of the six message-passing

operators compared in the main text (§3.2.5, Table 3.1), together with the implementation-

speci�c con�guration used in this benchmark. Each operator updates a node repre-

sentation hv by aggregating messages from its 1-hop neighbourhood N (v) within the

otherwise-identical dual-branch network described in §3.2.4.

Graph Convolutional Network (GCN)

GCN performs a �rst-order approximation of spectral graph convolution by symmet-

rically normalizing the adjacency matrix with the degree matrix:

h(t+1)
v = �

0

@
X

u2N (v)[fvg

1
p

dv du
W (t) h(t)

u

1

A ;

where dv and du are the degrees of nodes v and u (including self-loops), W(t) is a

learnable weight matrix, and � is a nonlinear activation. The symmetric normalization

prevents the scale of the aggregated signal from growing with node degree. GCN is

the simplest of the six operators and serves as a strong baseline.

Graph Attention Network (GAT)

GAT replaces the �xed normalization coef�cients of GCN with learned attention

weights computed from the node features themselves. For each edge (v; u), an at-

tention coef�cient is obtained by a shared linear mapping followed by a LeakyReLU-
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activated single-layer network and softmax normalization over the neighbourhood:

� vu =
exp

�
LeakyReLU

�
a> [Wh(t)

v kWh(t)
u ]

��

P
k2N (v)[fvg exp

�
LeakyReLU

�
a> [Wh(t)

v kWh(t)
k ]

�� ;

where k denotes concatenation and a is a learnable attention vector. The node update

is then a weighted sum:

h(t+1)
v = �

0

@
X

u2N (v)[fvg

� vu W h(t)
u

1

A :

All intermediate layers use h heads (a swept hyperparameter) whose outputs are con-

catenated, while the �nal layer uses a single head. Edge dropout is applied to the

attention coef�cients during training.

Graph Isomorphism Network (GIN)

GIN was designed to be provably as expressive as the Weisfeiler–Lehman (WL) graph

isomorphism test. It uses injective multiset functions: a sum aggregation followed by

a learnable multilayer perceptron:

h(t+1)
v = MLP (t)

0

@
�
1 + � (t)

�
h(t)

v +
X

u2N (v)

h(t)
u

1

A ;

where �(t) is a learnable scalar that adjusts the weight of the central node relative to

its neighbours. Each GIN layer in our implementation applies a two-layer MLP after

sum aggregation.

GraphSAGE

GraphSAGE generalizes message passing by explicitly separating the aggregation

function from the update function. In the mean-aggregator variant that we employ,

neighbour representations are �rst averaged and then concatenated with the node's

own state before a linear transformation:
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The concatenation ensures that the node's self-information is not diluted by the neigh-

bourhood aggregate.

Principal Neighbourhood Aggregation (PNA)

PNA addresses the information loss that arises when a single permutation-invariant

aggregator is used. It combines multiple aggregators with degree-based scalers S to

form a rich set of basis functions:

h(t+1)
v = �

0

@h(t)
v ;








a2A; s2S

S

 
M

a

�
m(t)

uv : u 2 N (v)
	

; dv; �

! 1

A ;

where A = fmean; min; max; stdg, S = fidentity; ampli�cation; attenuationg, � is a

precomputed log-mean degree from the training set, and k denotes concatenation over

all aggregator–scaler combinations. We compute the degree histogram per family

from the training set and supply it to the PNA layers prior to training.

Chebyshev Spectral Convolution (ChebNet)

ChebNet performs localized spectral graph convolution by approximating an arbitrary

graph-frequency �lter with a truncated Chebyshev polynomial expansion of order K

on the normalized graph Laplacian̂L = 2L=� max � I:

h(t+1)
v = �

 
KX

k=0

� (t)
k Tk(L̂) h (t)

v

!

;

where Tk is the k-th Chebyshev polynomial de�ned by T0(x) = 1, T 1(x) = x,

Tk(x) = 2x T k�1 (x) � T k�2 (x), and � (t)
k are learnable spectral coef�cients. In our

con�guration, all intermediate layers use K = 4, while the �nal layer uses K = 1.

F.2 Per-Family MCC Tables

Tables F.1–F.2 report the per-family test MCC for the dissimilar-compound and fully-

dissimilar splits, complementing Table 3.5 (random split) in the main text. Figure F.1

summarizes the same results as mean test MCC per architecture across the three splits.
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Figure F.1: Mean test MCC across eight protein families for each architecture under

the three splitting strategies. Error bars indicate �1 standard deviation across the

eight protein families (not run-to-run variance; single seed). Per-family values are

reported in Table 3.5 (main text, random split) and in Tables F.1–F.2.

Table F.1: Test MCC per architecture and protein family under the dissimilar-

compound split. Bold indicates the best architecture per family.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.323 0.285 0.285 0.315 0.266 0.390 0.214 0.2330.289

GAT 0.316 0.307 0.283 0.304 0.332 0.344 0.145 0.2100.280

GIN 0.116 0.365 0.173 0.394 0.306 0.266 0.220 0.2970.267

SAGE 0.211 0.380 0.263 0.319 0.340 0.317 0.194 0.2010.278

PNA 0.137 0.337 0.255 0.305 0.355 0.337 0.234 0.2820.280

CHEB 0.311 0.274 0.249 0.427 0.274 0.295 0.146 0.2440.278
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Table F.2: Test MCC per architecture and protein family under the fully-dissimilar

split. Bold indicates the best architecture per family. Negative values indicate perfor-

mance worse than random guessing.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.391 0.059 �0.067 0.136 0.149 0.173 �0.028 0.045 0.107

GAT 0.508 0.040 0.097 0.066 0.055 0.213 �0.058 �0.038 0.110

GIN �0.016 0.103 0.012 0.132 0.132 0.058 0.216 �0.060 0.072

SAGE 0.399 0.094 0.160 0.113 �0.047 0.068 �0.044 0.002 0.093

PNA 0.336 0.099 0.038 0.057 0.077 0.111 0.000 0.0200.092

CHEB 0.316 0.103 0.045 0.144 0.070 0.069 0.137 0.0280.114

F.3 Full Discriminative Metrics per Split

Tables F.3–F.5 report the complete set of mean discriminative metrics across all eight

protein families for each of the three splitting strategies.

Table F.3: Mean discriminative performance metrics across eight protein families

under the random split. Best per metric is shown in bold.

Model F1 Accuracy Precision Recall AUROC AUPRC

GCN 0.860 0.837 0.874 0.847 0.909 0.934

GAT 0.870 0.847 0.881 0.859 0.916 0.940

GIN 0.861 0.838 0.880 0.843 0.909 0.933

SAGE 0.860 0.837 0.877 0.844 0.908 0.933

PNA 0.861 0.837 0.873 0.849 0.907 0.931

CHEB 0.866 0.843 0.874 0.859 0.910 0.935
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Table F.4: Mean discriminative performance metrics across eight protein families

under the dissimilar-compound split. Best per metric is shown in bold.

Model F1 Accuracy Precision Recall AUROC AUPRC

GCN 0.617 0.630 0.751 0.528 0.700 0.750

GAT 0.599 0.617 0.751 0.505 0.700 0.749

GIN 0.590 0.612 0.746 0.492 0.684 0.738

SAGE 0.614 0.622 0.746 0.526 0.707 0.752

PNA 0.597 0.620 0.754 0.499 0.697 0.742

CHEB 0.585 0.615 0.756 0.489 0.708 0.758

Table F.5: Mean discriminative performance metrics across eight protein families

under the fully-dissimilar split. Best per metric is shown in bold.

Model F1 Accuracy Precision Recall AUROC AUPRC

GCN 0.415 0.513 0.660 0.313 0.583 0.659

GAT 0.399 0.506 0.669 0.308 0.572 0.656

GIN 0.421 0.510 0.628 0.343 0.567 0.636

SAGE 0.366 0.493 0.667 0.260 0.561 0.651

PNA 0.423 0.509 0.661 0.334 0.564 0.639

CHEB 0.389 0.509 0.683 0.276 0.587 0.655

F.4 Per-Family Calibration Metrics

Tables F.6–F.11 provide the full per-family breakdown of calibration metrics (Brier

score and ECE) for all three splits.

126



Table F.6: Brier score per architecture and protein family — random split (lower is

better). Best per family is shown in bold.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.129 0.112 0.127 0.092 0.146 0.115 0.118 0.1200.120

GAT 0.113 0.107 0.128 0.093 0.131 0.115 0.113 0.1270.116

GIN 0.123 0.108 0.129 0.098 0.139 0.110 0.122 0.1270.119

SAGE 0.127 0.117 0.138 0.102 0.143 0.113 0.115 0.1270.123

PNA 0.116 0.115 0.134 0.110 0.145 0.114 0.118 0.1330.123

CHEB 0.129 0.121 0.135 0.103 0.165 0.124 0.127 0.1320.130

Table F.7: ECE per architecture and protein family — random split (lower is better).

Best per family is shown in bold.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.083 0.061 0.074 0.043 0.087 0.069 0.059 0.0700.068

GAT 0.050 0.056 0.075 0.058 0.055 0.085 0.072 0.0950.068

GIN 0.055 0.045 0.072 0.054 0.051 0.054 0.063 0.0970.061

SAGE 0.083 0.053 0.088 0.065 0.087 0.073 0.064 0.0950.076

PNA 0.057 0.038 0.094 0.083 0.076 0.049 0.085 0.0940.072

CHEB 0.114 0.094 0.102 0.084 0.152 0.096 0.095 0.1170.107

Table F.8: Brier score per architecture and protein family — dissimilar-compound

split (lower is better). Best per family is shown in bold.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.277 0.274 0.282 0.276 0.288 0.250 0.330 0.3110.286

GAT 0.280 0.285 0.308 0.311 0.276 0.265 0.465 0.3250.314

GIN 0.337 0.244 0.337 0.259 0.268 0.292 0.323 0.3200.298

SAGE 0.304 0.242 0.297 0.288 0.249 0.280 0.347 0.3310.292

PNA 0.350 0.278 0.299 0.292 0.250 0.280 0.280 0.3170.293

CHEB 0.329 0.322 0.363 0.230 0.318 0.312 0.453 0.3280.332
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Table F.9: ECE per architecture and protein family — dissimilar-compound split

(lower is better). Best per family is shown in bold.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.240 0.220 0.229 0.242 0.218 0.218 0.315 0.2930.247

GAT 0.244 0.257 0.268 0.297 0.235 0.233 0.459 0.2790.284

GIN 0.302 0.194 0.281 0.222 0.185 0.272 0.328 0.2810.258

SAGE 0.261 0.190 0.259 0.273 0.187 0.259 0.355 0.3020.261

PNA 0.307 0.243 0.244 0.275 0.196 0.245 0.293 0.2840.261

CHEB 0.319 0.308 0.347 0.198 0.289 0.287 0.459 0.3140.315

Table F.10: Brier score per architecture and protein family — fully-dissimilar split

(lower is better). Best per family is shown in bold.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.204 0.418 0.440 0.415 0.340 0.345 0.442 0.4200.378

GAT 0.209 0.445 0.322 0.469 0.365 0.387 0.483 0.5110.399

GIN 0.381 0.418 0.357 0.408 0.323 0.384 0.279 0.4620.376

SAGE 0.267 0.415 0.339 0.423 0.385 0.422 0.510 0.4990.408

PNA 0.282 0.408 0.356 0.443 0.419 0.307 0.359 0.4520.378

CHEB 0.306 0.476 0.418 0.413 0.486 0.477 0.422 0.4400.430

Table F.11: ECE per architecture and protein family — fully-dissimilar split (lower

is better). Best per family is shown in bold.

Model Epi.R. Hydro. Ion Ch. Oth.Enz. Oxido. Prot. Tr.Fac. Transp. Mean

GCN 0.144 0.379 0.416 0.402 0.294 0.321 0.420 0.3830.345

GAT 0.172 0.414 0.259 0.466 0.326 0.366 0.460 0.4860.369

GIN 0.367 0.399 0.303 0.381 0.291 0.359 0.232 0.4350.346

SAGE 0.239 0.391 0.285 0.396 0.354 0.408 0.502 0.4940.384

PNA 0.267 0.374 0.300 0.425 0.382 0.233 0.339 0.4480.346

CHEB 0.289 0.468 0.397 0.386 0.470 0.470 0.418 0.4310.416
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F.5 Computational Ef�ciency per Split

Table F.12 reports computational ef�ciency under the random split (mean across

8 families). Ef�ciency pro�les under the dissimilar-compound and fully-dissimilar

splits are qualitatively similar, as the model architecture and parameter count do not

change with the splitting strategy.

Table F.12: Computational ef�ciency under the random split (mean across 8 fami-

lies). Best per column is shown in bold. The parameter column reports the random-

split mean; the parameter-ef�ciency �gures in §3.5.5 divide by the corresponding

unrounded values, which differ from the 24-con�guration grand means in Table 3.9.

Model Params (M) Train (s) Epoch (s) GPU (MB) Thru. (samp/s)

GCN 4.4 182 1.66 478 12,944

GAT 13.2 812 8.16 2101 8,907

GIN 6.4 200 2.00 273 13,740

SAGE 5.5 245 2.16 256 12,872

PNA 15.6 734 7.56 1218 10,246

CHEB 10.2 319 4.11 765 9,488

F.6 Best Hyperparameter Con�gurations

Table F.13 reports the best hyperparameter con�guration found by Bayesian opti-

mization for each (model, family) pair under the random split. Con�gurations for the

dissimilar-compound and fully-dissimilar splits are available in the online repository.
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Table F.13: Best hyperparameter con�gurations under the random split. LR: learning

rate; Drop: dropout rate; L: number of GNN layers; d: embedding dimension; BS:

batch size; h: attention heads (GAT only).

Model Family LR Drop L d BS h

GCN Epi. regulators 1.10e-3 0.14 4 128 512 —

GCN Hydrolases 8.81e-4 0.14 4 128 512 —

GCN Ion channels 4.32e-4 0.14 4 256 512 —

GCN Other enzymes 7.74e-4 0.47 3 256 128 —

GCN Oxidoreductases 7.70e-4 0.19 4 256 512 —

GCN Proteases 6.35e-4 0.14 5 512 512 —

GCN Transcription factors 2.62e-4 0.29 5 512 512 —

GCN Transporters 3.45e-4 0.38 4 512 128 —

GAT Epi. regulators 4.21e-4 0.35 4 512 512 8

GAT Hydrolases 3.34e-4 0.32 4 512 256 8

GAT Ion channels 1.92e-4 0.19 3 512 256 8

GAT Other enzymes 5.37e-4 0.23 5 512 256 8

GAT Oxidoreductases 2.83e-4 0.23 4 128 512 8

GAT Proteases 3.34e-4 0.12 5 512 256 4

GAT Transcription factors 3.90e-4 0.22 5 128 256 8

GAT Transporters 4.52e-4 0.23 4 128 128 4

GIN Epi. regulators 2.39e-4 0.22 3 512 256 —

GIN Hydrolases 1.55e-4 0.42 3 512 128 —

GIN Ion channels 1.91e-4 0.10 3 512 512 —

GIN Other enzymes 1.11e-4 0.17 6 512 256 —

GIN Oxidoreductases 2.42e-4 0.31 3 512 512 —

GIN Proteases 6.14e-4 0.29 3 256 128 —

GIN Transcription factors 3.25e-4 0.41 4 512 256 —

GIN Transporters 3.30e-4 0.43 4 512 128 —

SAGE Epi. regulators 2.19e-3 0.13 4 128 256 —

continued on next page
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Table F.13 – continued from previous page

Model Family LR Drop L d BS h

SAGE Hydrolases 6.80e-5 0.24 6 128 128 —

SAGE Ion channels 4.33e-4 0.12 3 128 256 —

SAGE Other enzymes 8.62e-4 0.23 3 512 512 —

SAGE Oxidoreductases 3.22e-4 0.24 3 512 128 —

SAGE Proteases 5.07e-4 0.34 4 512 256 —

SAGE Transcription factors 5.08e-4 0.33 4 512 256 —

SAGE Transporters 7.53e-4 0.13 5 128 512 —

PNA Epi. regulators 5.61e-4 0.46 3 128 256 —

PNA Hydrolases 5.06e-4 0.25 3 128 512 —

PNA Ion channels 1.50e-4 0.22 3 512 512 —

PNA Other enzymes 1.80e-4 0.23 4 256 512 —

PNA Oxidoreductases 1.92e-4 0.48 3 512 128 —

PNA Proteases 3.70e-5 0.34 5 512 256 —

PNA Transcription factors 3.81e-5 0.15 6 256 128 —

PNA Transporters 3.31e-4 0.47 3 512 512 —

CHEB Epi. regulators 3.28e-4 0.26 6 512 512 —

CHEB Hydrolases 1.59e-4 0.15 5 512 128 —

CHEB Ion channels 2.48e-5 0.16 6 128 512 —

CHEB Other enzymes 1.64e-3 0.18 3 512 512 —

CHEB Oxidoreductases 1.18e-4 0.11 6 256 512 —

CHEB Proteases 1.55e-4 0.31 5 128 256 —

CHEB Transcription factors 1.62e-4 0.29 6 128 512 —

CHEB Transporters 1.17e-4 0.11 6 512 512 —

F.7 Dataset Statistics for Alternative Splits

Tables F.14–F.15 report the per-family dataset statistics for the dissimilar-compound

and fully-dissimilar splits, complementing Table 3.3 (random split) in the main text.

All counts are after molecular-graph and ESM2 �ltering.
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Table F.14: Dataset statistics per protein family for the dissimilar-compound split

after molecular-graph and ESM2 �ltering.

Family Train (n) Test (n) Active % (Train) Active % (Test)

Epigenetic regulators 16,405 1,371 58.0 58.7

Hydrolases 58,583 3,961 46.0 45.3

Ion channels 30,743 2,845 63.3 55.6

Other enzymes 29,141 3,074 67.0 59.6

Oxidoreductases 51,440 2,283 53.6 52.8

Proteases 81,988 3,388 66.9 59.1

Transcription factors 23,346 1,630 62.8 70.8

Transporters 25,648 2,087 69.8 60.2

Total 317,294 20,639 — —

Table F.15: Dataset statistics per protein family for the fully-dissimilar split after

molecular-graph and ESM2 �ltering.

Family Train (n) Test (n) Active % (Train) Active % (Test)

Epigenetic regulators 16,312 1,464 59.2 46.3

Hydrolases 58,716 3,828 45.2 57.3

Ion channels 30,661 2,927 63.8 51.3

Other enzymes 29,268 2,947 67.3 56.6

Oxidoreductases 51,522 2,201 53.3 60.3

Proteases 81,716 3,660 66.8 60.0

Transcription factors 23,408 1,568 63.0 67.0

Transporters 25,724 2,011 69.5 64.2

Total 317,327 20,606 — —
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F.8 Post-hoc Recalibration and Reliability Diagrams

Table F.16 gives the per-(model, split) Expected Calibration Error and Brier score

before and after temperature, Platt, and isotonic recalibration (calibrators �t on the

in-distribution validation set), together with the oracle temperature �t on the test set.

�MCC for temperature scaling is 0 throughout (monotonic transform). Figure F.2

provides the full reliability diagrams for all six operators across the three splits; the

main text shows representative GCN and ChebNet panels in Figure 3.6.
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Figure F.2: Full reliability diagrams (predicted probability vs. empirical accuracy,

ten equal-width bins) for all six operators (rows) under the three splitting strategies

(columns). Blue: raw softmax outputs; red: after temperature scaling. The diagonal

is perfect calibration; curves below it indicate overcon�dence.
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Table F.16: Post-hoc recalibration per architecture and split (mean across eight fam-

ilies). ECE and Brier are lower-is-better; calibrators are �t on the in-distribution

validation set, the oracle on the test set.

ECE Brier

Split Model Raw Temp. Platt Iso. Oracle Raw!Temp

Random GCN 0.068 0.035 0.027 0.021 0.037 0.120!0.116

GAT 0.068 0.034 0.026 0.021 0.035 0.116!0.111

GIN 0.061 0.038 0.028 0.018 0.038 0.119!0.117

SAGE 0.076 0.038 0.028 0.020 0.038 0.123!0.117

PNA 0.072 0.036 0.025 0.023 0.037 0.123!0.117

ChebNet 0.107 0.029 0.021 0.018 0.029 0.130!0.114

Dissim.-comp. GCN 0.247 0.188 0.173 0.193 0.113 0.286!0.256

GAT 0.284 0.205 0.183 0.204 0.113 0.314!0.271

GIN 0.258 0.210 0.193 0.210 0.124 0.297!0.270

SAGE 0.261 0.181 0.166 0.190 0.112 0.292!0.250

PNA 0.261 0.195 0.175 0.193 0.107 0.293!0.259

ChebNet 0.315 0.199 0.188 0.196 0.116 0.332!0.260

Fully-dissim. GCN 0.345 0.286 0.267 0.287 0.109 0.378!0.334

GAT 0.369 0.303 0.271 0.291 0.105 0.399!0.348

GIN 0.346 0.282 0.259 0.282 0.101 0.377!0.333

SAGE 0.384 0.292 0.268 0.302 0.102 0.407!0.343

PNA 0.346 0.274 0.254 0.281 0.104 0.378!0.328

ChebNet 0.416 0.279 0.258 0.276 0.107 0.430!0.328

F.9 Multi-seed Validation: Per-family Detail

Table F.17 reports mean � standard deviation of test MCC over three seeds (42–44)

for each operator and family, complementing the family-averaged Table 3.10.
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Table F.17: Reduced multi-seed validation, per operator and family (mean � s.d. of

test MCC over seeds 42–44).

Operator Family Random Dissim.-comp. Fully-dissim.

GCN Epigenetic Regulators 0:643 � 0:006 0:273 � 0:101 0:308 � 0:091

Proteases 0:663 � 0:011 0:341 � 0:024 0:214 � 0:036

Transcription Factors 0:630 � 0:015 0:152 � 0:035 �0:028 � 0:042

GAT Epigenetic Regulators 0:682 � 0:014 0:138 � 0:020 0:359 � 0:084

Proteases 0:670 � 0:013 0:320 � 0:026 0:163 � 0:016

Transcription Factors 0:667 � 0:011 0:144 � 0:055 0:010 � 0:016

GIN Epigenetic Regulators 0:638 � 0:007 0:154 � 0:087 0:266 � 0:065

Proteases 0:657 � 0:010 0:309 � 0:019 0:164 � 0:057

Transcription Factors 0:641 � 0:026 0:147 � 0:031 0:005 � 0:021

SAGE Epigenetic Regulators 0:648 � 0:015 0:229 � 0:046 0:388 � 0:008

Proteases 0:663 � 0:005 0:338 � 0:036 0:143 � 0:070

Transcription Factors 0:657 � 0:017 0:218 � 0:046 0:060 � 0:008

PNA Epigenetic Regulators 0:562 � 0:113 0:100 � 0:084 0:209 � 0:038

Proteases 0:661 � 0:005 0:293 � 0:010 0:168 � 0:032

Transcription Factors 0:652 � 0:010 0:140 � 0:016 0:047 � 0:092

CHEB Epigenetic Regulators 0:682 � 0:004 0:311 � 0:056 0:249 � 0:098

Proteases 0:659 � 0:008 0:286 � 0:006 0:053 � 0:024

Transcription Factors 0:667 � 0:012 0:170 � 0:045 0:091 � 0:049

F.10 Matched-capacity Analysis

We re-trained GAT—the heaviest operator and the in-distribution leader—at a SAGE-

comparable budget of �4.8 M parameters. Table F.18 lists the matched con�gurations

found for every operator near a 5 M-parameter target (within a 10% tolerance); Ta-

ble F.19 compares GAT's native and matched test MCC on two representative fami-

lies.
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Table F.18: Matched-capacity con�gurations near a 5 M-parameter target (10% tol-

erance): GNN layers L, embedding width d, attention heads h (GAT only), and

achieved parameter count.

Operator L d h Params

GCN 4 512 — 4,841,600

GAT 4 128 4 4,790,138

GIN 4 512 — 5,359,914

SAGE 4 512 — 5,103,212

PNA 3 512 — 5,331,518

CHEB 4 512 — 5,042,372

Table F.19: GAT native vs. matched-capacity (4.8 M parameters) test MCC on two

representative families.

Family Split Native MCC Matched MCC �

Epigenetic Regulators Random 0.699 0.688 -0.011

Proteases Random 0.680 0.675 -0.004

Epigenetic Regulators Dissim.-comp. 0.316 0.131 -0.185

Proteases Dissim.-comp. 0.344 0.352 +0.007

Epigenetic Regulators Fully-dissim. 0.508 0.503 -0.005

Proteases Fully-dissim. 0.212 0.199 -0.013
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G GRADDA-DTI Supplementary Material

This appendix provides supplementary visualizations for the GRADDA-DTI frame-

work of Chapter 4: per-split class-balance plots for the two cross-family domain

splits, and the t-SNE and PCA embedding projections that complement the UMAP

projection shown in the main text (Figure 4.2).

G.1 Class Balance of the Cross-Family Splits

Figure G.1 shows the positive/negative class balance of each split for the two cross-

family domain scenarios summarized in Table 4.1. The plots make the label-prior

shift explicit: for enzyme!membrane the positive fraction drops from �41% in the

source to �22% in the target, whereas for membrane!transferase the shift is milder

(21% to 25%).
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Figure G.1: Per-split class balance (positive/negative) for the cross-family domain

splits: enzyme!membrane (top) and membrane!transferase (bottom). Percentages

denote the fraction of binding (positive) pairs in each split.

G.2 Additional Embedding Projections

Figure G.2 shows the t-SNE and PCA projections of the joint drug–protein pair

embeddings on BioSNAP, before and after domain alignment, complementing the

UMAP projection in the main text. As with UMAP, the source and target representa-

tions become substantially more intermixed after alignment, while the binding/non-

binding class structure is preserved.
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