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ABSTRACT

INERTIAL-AIDED IN-MOTION MAGNETOMETER CALIBRATION
WITHOUT A HEADING REFERENCE

Dündar, Osman Harun

M.S., Department of Aerospace Engineering

Supervisor: Assoc. Prof. Dr. Halil Ersin Söken

July 2026, 189 pages

At tactical and MEMS (micro-electro-mechanical systems) grades the magnetometer

is the only absolute heading reference available in GNSS-denied (Global Navigation

Satellite System) navigation, but it serves this role only after calibration, since soft-

iron, hard-iron, scale, non-orthogonality, and above all the sensor-to-body mounting

misalignment displace the reported �eld direction beyond any heading budget.

Recasting the calibration problem by the orientation information entering the obser-

vation equation, this work replaces the attitude-independent/attitude-dependent bi-

nary with a four-family taxonomy and proves, via formal observability theorems, that

two intermediate regimes recover the misalignment without absolute heading. Their

residual degrees of freedom differ in kind. Relative-attitude calibration is blind to a

uniform scale that a scalar �eld-magnitude reference closes; gravity- referenced cali-

bration identi�es the full model wherever the platform's tilt varies, losing a rotational

degree only at constant tilt.

Two estimators realize this distinction. MACRO (Magnetic Calibration via Relative

Orientation) is a twelve-state extended Kalman �lter that eliminates the unknown

v



�eld through a conjugated relative-rotation residual and closes the scale gauge on-

line from the gyroscope and reference magnitude. GRACE-MC (Gravity-Referenced

Attitude-Constrained Estimation for Magnetometer Calibration) is a batch maximum-

likelihood estimator that recovers all twelve parameters from roll and pitch wher-

ever the motion makes them observable. On real �uxgate data against a navigation-

grade reference both attain 1.1°–1.9° heading accuracy, matching full-attitude meth-

ods while remaining outside the heading loop, and establish that geometric �t and

heading accuracy are orthogonal—an orientation-free method achieving a tighter cal-

ibration sphere yet with eight times higher heading error.

Keywords: Magnetometer calibration, Gyroscope-aided calibration, Calibration with-

out a heading reference, Observability analysis, GNSS-denied navigation
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ÖZ

YÖN REFERANSI OLMAKSIZIN HAREKET HAL �INDE ATALETSEL
DESTEKL �I MANYETOMETRE KAL �IBRASYONU

Dündar, Osman Harun

Yüksek Lisans, Havac�l�k ve Uzay Mühendisli�gi Bölümü

Tez Yöneticisi: Doç. Dr. Halil Ersin Söken

Temmuz 2026 , 189 sayfa

Taktik ve MEMS (mikro-elektro-mekanik sistem) s�n�f� sistemlerde manyetometre,

GNSS'in (Küresel Seyrüsefer Uydu Sistemi) devre d�ş� kald��g� ortamlarda mevcut

tek mutlak yön referans�d�r; ancak bu görevi ancak kalibrasyondan sonra üstlenebilir.

Yumuşak demir, sert demir, ölçek, diklik bozuklu�gu ve sensör-gövde montaj hizas�z-

l� �g� hatalar� ölçülen alan yönünü ciddi şekilde kayd�r�r.

Bu çal�şma, kalibrasyon problemini gözlem denklemine giren yönelim bilgisine göre

yeniden ele alarak, yayg�n kullan�lan yönelimden-ba�g�ms�z / yönelime-ba�g�ml� ikili

ayr�m�n� dört aileli bir s�n��and�rmayla de�giştirir . Gözlenebilirlik teoremleri arac�l�-

�g�yla, iki ara rejimin montaj hizas�zl��g�n� mutlak yön bilgisi olmaks�z�n geri kazana-

bildi �gini kan�tlar. Bu iki rejimin çözülemeden kalan serbestlik dereceleri nitelik bak�-

m�ndan farkl�d�r. Göreli-yönelim kalibrasyonu yaln�zca ölçek çarpan�na karş� kördür

ve bu çarpan, alan-şiddeti referans�yla kapat�l�r; yerçekimi-referansl� kalibrasyon ise

platformun e�gimi de�gişti�gi sürece modelin tamam�n� tan�mlar, yaln�zca sabit e�gim

durumunda bir serbestlik de�gerini yitirir.
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MACRO (Göreli Yönelimle Manyetik Kalibrasyon), s�ral� ölçümlerin farklar� ile elde

edilen de�ger üzerinden manyetik alan etkilerini yok eden ve ölçek belirsizli�gini ji-

roskop ile referans alan şiddetinden çevrimiçi kapatan on iki durumlu bir genişletil-

miş Kalman süzgecidir. GRACE-MC (Yerçekimi-Referansl� Yönelim-K�s�tl� Manye-

tometre Kalibrasyonu), on iki parametrenin tamam�n�, hareketin bunlar� gözlenebilir

k�ld� �g� her durumda yaln�zca yuvarlanma ve yunuslama aç�lar�ndan kullanrak toplu

en-büyük-olabilirlik kestiricisidir. Gerçek ak�-kap�l� (�uxgate) manyetometre verisi

üzerinde ve seyrüsefer s�n�f� bir referansa karş�, her iki yöntem de 1:1� –1:9� yön do�g-

rulu�guna ulaşarak tam-yönelim yöntemleriyle eşde�ger sonuç verir; üstelik bunu yön

döngüsünün d�ş�nda kalarak başar�r. Sonuçlar ayr�ca geometrik uyum ile yön do�gru-

lu�gunun birbirinden ba�g�ms�z oldu�gunu ortaya koyar: yönelimden-ba�g�ms�z bir yön-

tem, ölçümleri kalibrasyon sonras� küre yüzeyine oturta bilmesine ra�gmen sekiz kat

daha yüksek yön hatas� vermektedir.

Anahtar Kelimeler: Manyetometre kalibrasyonu, Jiroskop destekli kalibrasyon, Yön

referans� olmaks�z�n kalibrasyon, Gözlenebilirlik analizi, GNSS-reddedilmiş seyrü-

sefer
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CHAPTER 1

INTRODUCTION AND LITERATURE REVIEW

1.1 Motivation

The orientation of a navigating platform is estimated from two kinds of measurement.

A relative observation reports the change in a quantity and must be integrated from

a known initial state; both inertial sensors are of this kind, the gyroscope integrating

angular rate to attitude and the accelerometer integrating speci�c force to velocity.

An absolute observation �xes a quantity against an external reference, without inte-

gration. The two are complementary: a relative sensor gives high-rate increments but

no reference, so its integrated error grows without bound, while an absolute observa-

tion supplies the reference that arrests that growth. An inertial navigator is therefore

a relative propagator that must be corrected by absolute observations wherever they

exist.

A gyroscope able to resolve the Earth-rate vector senses true north directly, but this

signal is accessible only to navigation-grade instruments; in the tactical- and MEMS-

grade gyroscopes of most strapdown platforms it lies beneath the sensor's own bias.

The remaining reference is gravity, sensed by the accelerometer under low dynamics,

and it constrains only the two axes that tilt the body frame relative to the vertical—

roll and pitch. Rotation about the vertical leaves the gravity projection unchanged, so

heading is invisible to it.

Heading is thus the one attitude channel with no absolute inertial reference: it remains

a purely relative estimate and accumulates the gyroscope's integrated bias without

bound. Bounding it requires an absolute observation of a horizontal direction, and

where continuous satellite navigation is unavailable, the geomagnetic �eld is the only
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such reference globally and persistently present. The magnetometer supplies it—

fused with gravity-referenced roll and pitch, it resolves the horizontal �eld direction

and �xes the absolute heading, closing the channel inertial sensing leaves open. This

is the role it serves in the tilt-compensated electronic compass [1] and in attitude-and-

heading reference systems [2].

The accuracy required of that heading is set by the navigation task: heading rotates

body-frame velocity into the navigation frame before integration to position, so a

heading error couples directly into position error growing with distance travelled. A

navigation-grade solution holds heading to within a few degrees, and the magnetome-

ter supplying it inherits that budget in full.

A magnetometer measures the magnetic �eld at its location—but on a vehicle, that

�eld is not the clean geomagnetic �eld. The platform itself is full of magnetic and

electrical sources, and its structure bends the Earth's �eld before it reaches the sensor.

So the magnetometer faithfully measures the �eld around it, yet that �eld is already

corrupted, and the direction it reports is wrong. Three distinct mechanisms cause this

corruption. Soft-iron material on the platform redirects the ambient �eld before it

reaches the sensing element, a multiplicative distortion of the �eld's directional re-

sponse; hard-iron sources—permanent magnetization and the steady �elds of current-

carrying conductors—add a constant offset, often several times the geomagnetic mag-

nitude; and the sensing element contributes per-axis scale and non-orthogonality er-

rors from manufacturing tolerance. Overlying all three is the mounting misalignment,

the rotation between the sensor's axes and the body frame, which rotates the reported

�eld direction bodily and therefore bears directly on heading. Left uncorrected, these

distortions displace the apparent �eld direction by tens of degrees—an order of mag-

nitude beyond the heading budget—and the raw magnetometer is useless as a heading

reference.

Removing this corruption is the function of calibration, and it is the precondition for

the magnetometer to serve in navigation at all: the accuracy of the heading solution

is bounded above by the quality of the calibration, since no downstream �lter can

recover a direction the calibration has not made observable. These distortions admit

a compact mathematical statement, and the reason calibrating against them is harder
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than that statement suggests is the subject of the following section.

1.2 The Magnetometer Calibration Problem

The corruption described in the previous section admits a compact and standard de-

scription. To within the measurement noise, the installed magnetometer relates the

�eld it reports, Bm , to the true �eld in the body frame, Bb, by an af�ne map,

B m = M m
b B b + b m + e m ; (1.1)

in which the matrix Mm
b lumps the multiplicative errors—soft iron, scale, and non-

orthogonality—together with the mounting misalignment, and the vector bm lumps

the additive hard-iron and instrumental offsets. The derivation of this model from

the underlying physical mechanisms, and the argument that its twelve free param-

eters are the most that any measurement can identify, are given in Chapter 2. Cal-

ibration is the recovery of these twelve parameters, so that the compensated �eld

B c = (M m
b )�1 (B m � b m ) reconstructs the true �eld direction from the corrupted

measurement.

Recovering them is not one problem but three, and the distinction governs the struc-

ture of this thesis. The �rst is the error model: which physical corruptions are repre-

sented, and how they combine into the parameters of (1.1). The second is the estima-

tion problem: how those parameters are recovered from sensor data, which external

information the recovery requires, and which of the twelve the available information

can in fact identify. The third is performance evaluation: by what metric a calibra-

tion is judged adequate. These are independent. A method may estimate its chosen

parameters optimally and still fail the evaluation, if the parameters it can identify are

not the ones the application needs—and for the heading application, this failure is not

hypothetical but characteristic.

Its source is a structural feature of the simplest calibration. The constraint that a

correctly calibrated �eld has constant magnitude requires no orientation information

whatsoever: it can be enforced from the magnetometer alone, by �tting the corrupted

measurements, which trace an ellipsoid, back onto a sphere of the correct radius. A

method of this kind produces output that is geometrically impeccable—the calibrated

3



samples lie cleanly on the sphere—yet a sphere is invariant under rotation about its

centre, so the �t is entirely blind to the mounting misalignment, the rotation between

the sensor and body frames. That rotation is precisely the parameter heading reads:

the magnetometer reports heading through the direction of the calibrated �eld, and a

residual frame rotation displaces that direction directly. A magnitude-only calibration

can therefore �t the sphere perfectly and still report a heading that is wrong by the

full magnitude of the unrecovered misalignment. This is not a defect of any particular

solver but a property of the constraint, established formally in Chapter 3; it is visible

in the experiments of this thesis, where a method achieving a near-best geometric

�t produces a heading error an order of magnitude beyond the navigation budget.

Geometric consistency does not imply heading accuracy, and for a calibration whose

purpose is heading, geometric consistency is the wrong thing to optimize.

Resolving the misalignment requires admitting orientation information into the esti-

mation, and the calibration becomes most complete when that information is most

complete: supplied the platform's full three-dimensional attitude at every sample, the

estimation reduces to a linear problem in which all twelve parameters, misalignment

included, are recovered exactly. This is the regime of greatest accuracy, and it is also

the regime that cannot be used where it is most needed. Full attitude includes absolute

heading, and on the platforms of Section 1.1 absolute heading is precisely what the

magnetometer is deployed to provide. A calibration that consumes full attitude there-

fore presupposes the very quantity it exists to enable: the most accurate calibration of

the heading sensor requires the heading the sensor has not yet been calibrated to pro-

duce. This circularity—the heading-cost paradox—con�nes the full-attitude regime

to platforms already carrying an independent heading reference, and excludes it from

exactly the case this thesis addresses.

Between the magnitude-only regime, which is autonomous but blind to misalignment,

and the full-attitude regime, which recovers misalignment but presupposes heading,

lies the question this thesis answers: whether the misalignment can be recovered—

and the heading accuracy of the full-attitude regime attained—using only orientation

information that does not include absolute heading. The two estimators developed

in this work, MACRO(Magnetic Calibration via Relative Orientation) and GRACE-

MC(Gravity-Referenced Attitude-Constrained Estimation for Magnetometer Calibra-
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tion), are constructed to occupy that middle ground; their precise contributions are

stated in Section 1.9.

1.3 Classi�cation by Orientation Information

To map how prior work has navigated the observability limits of the preceding sec-

tion, this thesis organizes the magnetometer-calibration literature along a single con-

tinuous variable: the amount of orientation information admitted into the observa-

tion equation. The conventional partition of algorithms into “attitude-independent”

and “attitude-dependent” classes [3] is structurally too coarse for this purpose. It

collapses into one “attitude-dependent” category a continuum of methods that con-

sume very different amounts of rotational constraint—an incremental rotation from

a gyroscope, a single gravity direction from an accelerometer, or a complete three-

dimensional attitude—and, as a direct consequence, observe different subsets of the

twelve-parameter distortion model. The binary therefore leaves the observability

boundaries of the intermediate regimes, which are precisely where this thesis con-

tributes, unexamined.

Classifying methods instead by the exact orientation term in their observation equa-

tion resolves the literature into four families:

� Family I (Orientation-Free): exploits only the scalar �eld-magnitude con-

straint, with no orientation information of any kind.

� Family II (Relative-Attitude): consumes the incremental rotation between

successive epochs, integrated from a gyroscope, without any absolute refer-

ence.

� Family III (Partial-Attitude): consumes a single absolute direction—the local

gravity vector—which �xes roll and pitch but not heading.

� Family IV (Full-Attitude): consumes a complete three-dimensional attitude

supplied externally at every epoch.

This ordering is a spectrum of increasing orientation information, and the observabil-
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ity analysis of Chapter 3 formally establishes the correspondence it exposes: each

increment of orientation information admitted into the observation equation unlocks

a speci�c subset of the identi�able parameter space, so that the family a method

belongs to, not the solver it uses, �xes which of the twelve parameters it can re-

cover. The survey that follows treats each family in turn, analyzing every method

along three technical axes—its solver (closed-form algebraic, batch optimization, or

recursive �ltering), its parameter completeness (which subset of the twelve param-

eters it targets), and its sensor dependency (magnetometer-only, gyroscope-aided,

accelerometer-aided, or full-inertial). Tables 5.6–1.4 give the complete architectural

mapping of the surveyed works, one table per family, each placed at the close of the

section that treats it.

1.4 Family I: Orientation-Free (Magnitude-Only) Calibration

The oldest and most widely deployed family of calibration algorithms is the orienta-

tion free regime. These methods exploit a single physical invariant: at a �xed geo-

graphic location, and away from local anomalies, the magnitude of the geomagnetic

�eld is constant regardless of sensor orientation [4, 5]. The calibration problem re-

duces to a geometric surface-�tting exercise that maps an uncalibrated data locus—

which, under an af�ne distortion, traces a deformed ellipsoid—back onto a sphere of

radius equal to the local �eld strength hE . The entire family shares this constraint and

is therefore bound by a common observability ceiling, which the survey treats �rst

because it is the mathematical fact that necessitates Families II through IV.

1.4.1 The Symmetric Parameter Block and the Observability Limit

Under a magnitude-only constraint the observation equation is structurally blind to

proper rotations of the sensor frame. With the measured �eld modeled by the af�ne

map Bm
i = M m

b B b
i +b m +e m

i and the compensation map (Mmb )�1 reconstructing the

calibrated �eld Bc
i = (M m

b )�1 (B m
i � b m ), the constant-magnitude constraint reads

(B m
i � b m )T (M m

b )�T (M m
b )�1 (B m

i � b m ) = h 2
E : (1.2)
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De�ning the symmetric shape matrix A = (Mm
b )�T (M m

b )�1 , Equation (1.2) de-

scribes an ellipsoid centred on the bias bm [6, 7]. Because A is symmetric it carries

exactly six independent degrees of freedom, which together with the three compo-

nents of bm yield a parameter budget of precisely nine observable quantities:

xobs =
�

A11; A12; A13; A22; A23; A33; bx ; by; bz
� T

2 R9: (1.3)

The observability ceiling, proved in Theorem 3.1 and corroborated independently by

Vasconcelos et al. [7], follows that any factorization of A = (Mmb )�T (M m
b )�1 is

determined only up to an arbitrary rotation. Writing G1 = (M m
b )�1 for one matrix

satisfying GT
1 G1 = A, then for any U0 2 SO(3) the matrix G2 = U 0G1 satis�es the

magnitude constraint identically:

GT
2 G2 = (U 0G1)T (U 0G1) = G T

1 U 0TU 0G1 = G T
1 G1 = A: (1.4)

The three-parameter rotational misalignment between the sensor axes and the body

frame is therefore structurally unobservable. Every Family I algorithm corrects the

shape deformation of the data locus—scale factors and non-orthogonality shears—but

leaves the physical misalignment unresolved [4,7]. Zhu et al. [8] reach the same con-

clusion from a constructive direction, demonstrating analytically that forcing the re-

covered (Mm
b )�1 to be lower-triangular or symmetric—the conventional disambigua-

tion heuristics—does not return the true matrix but embeds a spurious rotation that

combines with the genuine mounting misalignment to produce a con�ated, incorrect

result. The misalignment ceiling is thus not an artefact of any particular solver; it is a

property of the constraint itself.

1.4.2 The Two-Step Algebraic Lineage

The dominant Family I solver lineage linearizes the quartic magnitude constraint

by mapping the physical parameters onto intermediate algebraic variables, thereby

converting a non-convex �t into a sequence of linear solves. The lineage originates

with Gebre-Egziabher et al. [5], whose magnetic-�eld-domain formulation reframed

calibration away from the classical heading-domain compass-swinging procedure—

which required an external heading reference and a levelled sensor plane—toward di-

rect estimation of the �eld-measurement errors, yielding a location-independent pro-

cedure applicable to full three-axis attitude determination rather than heading alone.
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Their two-stage architecture, a closed-form “two-step” estimator providing initial

conditions for an iterative batch least-squares re�nement, is the structural ancestor

of essentially every ellipsoid-�t-then-re�ne method in this corpus, and they explic-

itly noted that the two-step stage alone furnishes no convenient route to the posterior

parameter covariance, motivating the re�nement stage.

Alonso and Shuster [4] formalized this pattern as the TWOSTEP algorithm. The

�rst step centres the measurements and solves a linearized weighted least-squares

problem in closed form; the second re�nes the closed-form estimate with a single

Gauss-Newton pass of the full likelihood. Their central result—that scale factors

and non-orthogonality, and not merely biases, are observable from magnitude data

alone for a suf�ciently rotated platform—overturned the prevailing assumption that

magnitude information could determine little beyond the offset. Foster and Elkaim [6]

extended the framework to non-orthogonal axes as the Extended Two-Step (ETS)

method, expanding the quadric into a linear system in ten intermediate coef�cients,

A ~m2
x + B ~m x ~my + C ~m2

y + D ~m x + E ~m y + F = 1; (1.5)

solved in a single closed-form least-squares step, after which the physical parameters

are recovered by algebraic back-substitution. Two limitations are intrinsic to this al-

gebraic shortcut. First, minimizing the residual on the intermediate coef�cients is not

equivalent to minimizing the physical measurement error, so the mapping introduces a

noise-dependent bias that degrades accuracy at high noise levels [9, 10]. Second, the

back-substitution equations of the original ETS contained approximations and sign

ambiguities that could cause failures when ETS was used to seed a downstream esti-

mator. Menezes Filho et al. [11] closed the second gap with the Extended Two-Step

Analytical (ETS-A) method, deriving exact, non-approximated closed-form expres-

sions for the parameter-extraction step from the geometric properties of the ellipsoid

manifold, thereby removing the mapping errors while retaining the negligible com-

putational cost that makes the lineage attractive for embedded initialization. The

genealogy Gebre-Egziabher ! Alonso & Shuster ! Foster & Elkaim ! Menezes

Filho is thus a forty-year re�nement of a single idea: trade statistical optimality for a

closed-form solve, then progressively recover accuracy without sacri�cing that solve.
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1.4.3 Direct Optimization and Maximum-Likelihood Re�nements

The complementary line of work abandons the algebraic intermediary and optimizes

the physical parameters directly, accepting a non-convex cost surface in exchange

for statistical �delity. Batista et al. [10] minimize the quartic residual between the

squared calibrated magnitude and the squared reference,

JNLLS
�
bm ; (M m

b )�1
�

=
NX

i=1

h


 (M m

b )�1 (B m
i � b m )




 2

� h 2
E

i 2
; (1.6)

by batch nonlinear least squares. The formulation yields a direct parameter-covariance

estimate through the Fisher information matrix, but the quartic cost surface is multi-

modal, and a poor initial guess converges to an unphysical minimum or diverges in

the scale-factor entries. The method is therefore not self-contained: it must be boot-

strapped by a closed-form initializer of the ETS-A type, inheriting that initializer's

accuracy ceiling as a starting point while adding statistical rigour at convergence.

Wu and Shi [9] address the suboptimality of the squared-magnitude residual at its

source. Squaring the magnitude renders the residual non-Gaussian even when the un-

derlying measurement noise is Gaussian, biasing the maximum-likelihood estimate;

their formulation avoids the squaring by retaining the unit direction Bb
k;dir of the true

�eld at each sample as an explicit latent variable,

JOMLE
�
T; h; fB b

k;dir g
�

=
NX

k=1




 B m

k � T B b
k;dir � h




 2

; s.t.



 B b

k;dir




 = 1; (1.7)

where T and h represent their formulation of the calibration matrix and bias, respec-

tively. Preserving a strictly Gaussian noise model widens the convergence basin and

improves accuracy under poor attitude excitation—planar land-vehicle motion be-

ing the motivating case—where the squared-magnitude cost becomes ill-conditioned.

The cost is structural: the per-sample latent directions enlarge the parameter space

to dimension 2N + 9, giving an O(N) per-iteration burden that precludes embedded

real-time execution and con�nes the method to batch processing.

Vasconcelos et al. [7] occupy the middle ground, posing a sensor-frame maximum-

likelihood problem solved by Newton iteration. Their contribution is less the estima-

tor than the geometric framing that accompanies it: they establish that the magnitude

constraint identi�es the sensor ellipsoid only up to its orientation, and consequently
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that calibration and alignment are distinct problems—the former recoverable from

sensor-frame data alone, the latter requiring an external attitude reference. This sep-

aration anticipates, in the orientation-free setting, the observability boundary that the

taxonomy of Chapter 3 makes general.

1.4.4 Synthesis: The Misalignment Ceiling

Table 5.6 maps the Family I corpus onto the three axes of the survey, and the unifor-

mity of its parameter-budget column is the point: every entry, regardless of solver,

terminates at nine parameters. Across both lineages the trade-off is the same. Closed-

form algebraic solvers [5,6,11] are fast and convergence-safe but statistically subopti-

mal; direct maximum-likelihood and nonlinear-least-squares solvers [7,9,10] are sta-

tistically principled but non-convex and, in the optimal case, computationally heavy.

The two lineages are in practice complementary rather than competing: the algebraic

solver initializes the iterative one. What neither can transcend is Theorem 3.1. No

magnitude-only estimator, however re�ned its solver, can recover the rotational mis-

alignment of the sensor relative to the body frame, because the constraint is invariant

under that rotation. Resolving misalignment requires injecting an external directional

reference into the observation equation—an angular increment, a gravity vector, or a

full attitude—which is precisely the transition to Families II, III, and IV.

Table 1.1: Taxonomic classi�cation: (Family I).

Citation Key Sensor Estimation Param. Primary Operational

Gebre-Egziabher [5] Mag-Only Two-Step + Batch

LS

9-Param Inherits a level x–y plane constraint

Alonso & Shuster [4] Mag-Only Batch TWOSTEP 9-Param Requires high rotational richness

Foster & Elkaim [6] Mag-Only Batch Algebraic LS

(ETS)

9-Param Algebraic mapping approximations

Vasconcelos [7] Mag-Only Batch MLE/Newton 9-Param Calibration/alignment separated

Batista et al. [10] Mag-Only Batch NLLS 9-Param Sensitive to initialization

Menezes Filho [11] Mag-Only Closed-Form ETS-

A

9-Param Blind to 3-D frame misalignment
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1.5 Family II: Relative-Attitude (Incremental Rotation) Calibration

The second family breaks the magnitude-only ceiling by admitting the relative ro-

tation between successive measurement epochs, typically obtained by integrating

strapdown-gyroscope angular rates [12, 13]. The regime occupies a distinctive op-

erational niche: because it consumes only angular increments, it requires no absolute

external reference direction—neither gravity nor heading—and is therefore decou-

pled from coordinate-frame initialization and robust against local magnetic anomalies

that would corrupt an absolute reference. This independence is the family's signature

advantage and, as Theorem 3.2 establishes, the source of its signature blind spot.

1.5.1 The Commutator Obstruction and Conjugated Propagation

The central obstacle in relative-attitude calibration is that the calibration matrix Mm
b

and the physical rotation do not commute, so the unknown ambient �eld cannot be

eliminated by propagating the raw measurement alone. Modeling the measurement as

B m (t) = M m
b B b(t)+b m with the true �eld rotating rigidly as Bb(t) = C b(t)

b(t0 ) B b(t 0),

propagating the anchor measurement forward by the physical rotation yields

B m (t) � C b(t)
b(t0 ) B m (t 0) =

�
M m

b ; Cb(t)
b(t0 )

�
B b(t 0) +

�
I 3 � C b(t)

b(t0 )

�
bm + e 0(t); (1.8)

where [Mm
b ; Cb(t)

b(t0 ) ] = M m
b Cb(t)

b(t0 ) � C b(t)
b(t0 ) M m

b is the commutator of the distortion

and the rotation. The commutator is non-vanishing for any anisotropic Mm
b 6= I3, so

the residual remains contaminated by the unknown, unmeasured true �eld Bb(t 0): the

�eld-elimination that an ideal sensor would obtain for free fails the moment distortion

is present [12].

The literature resolves this by forming the residual in the compensated frame, propa-

gating not the raw measurement but the �eld recovered from it through the conjuga-

tion operator G(t) = M m
b Cb(t)

b(t0 ) (M m
b )�1 [12,14],

r conj(t) =
�
B m (t) � b m

�
� M m

b Cb(t)
b(t0 ) (M m

b )�1
�
B m (t 0) � b m

�
: (1.9)

At the true parameters the unknown �eld cancels exactly, leaving a residual of sensor

noise; the conjugation thus restores the elimination the commutator destroyed. The
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recovery carries a structural cost. Because the unknown distortion now wraps around

the known rotation on both sides, the residual is bilinear in the calibration parame-

ters, which rules out a linear least-squares solution and is the reason every method in

this family relies on nonlinear batch optimization or recursive �ltering rather than a

closed-form solve.

1.5.2 The Field- and Attitude-Eliminating Differential Approach

A parallel and in�uential line of Family II work eliminates the unknown �eld and

attitude not by conjugation of �nite rotations but by exploiting the �eld's rigidity

directly. Its earliest form is discrete. Sakai et al. [15] estimate the magnetometer's bias

error in real time from the gyroscope alone, memorizing an anchor measurement in a

virtual-inertial frame, propagating it forward by the gyro-integrated relative rotation,

and recovering the bias from the difference between the propagated anchor and the

live measurement. For an orthonormal sensor the propagation cancels the unknown

ambient �eld identically, leaving a residual linear in the bias—a �eld-elimination

obtained without any absolute reference and at the cost of a single stored sample. The

construction is the anchor-based ancestor of the entire regime, and its restriction is

precisely the one the rest of this family works to remove: the cancellation holds only

because rotation and distortion commute on an ideal sensor, and fails for any real one.

The method therefore recovers the additive bias and nothing else.

Troni and Whitcomb [16] reach the same elimination by an alternative route, differen-

tiating the constant-world-frame �eld relation rather than propagating a stored anchor

across a �nite rotation. Substituting_Cn
b (t) = C n

b (t) [!(t)] � together with the locally-

constant-�eld assumption yields a single differential equation relating only measured

quantities to the unknown bias,

_x(t) = � !(t) �
�
x(t) � b m

�
; (1.10)

in which neither the absolute attitude Cn
b (t) nor the world-frame �eld appears. They

provide three estimators built on Equation (1.10)—a batch weighted least-squares

solve, a linear-time-varying Kalman �lter, and an adaptive identi�er—and, impor-

tantly for the present thesis, a formal observability condition: the system is observable
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on an interval if and only if the rotation axis varies over that interval,_!(t a) � !(t a) 6=

0. Constant-axis rotation, however large, is insuf�cient. This is a materially weaker

motion requirement than the dense spherical coverage that Family I ellipsoid �tting

demands, and it is the theoretical anchor for the entire gyro-aided regime: it estab-

lishes that relative rotation alone makes the bias observable, provided the motion is

genuinely three-dimensional. The formulation's two acknowledged costs are that it is

bias-only—recovering neither scale factor, non-orthogonality, nor soft iron—and that

the batch variant requires numerically differentiating the raw �eld signal, amplifying

high-frequency noise.

Rodríguez-Martínez and Troni [17] extend this line of work to full calibration in the

MAGYC method, differentiating the soft-iron-augmented model to derive a system

equation independent of both absolute attitude and �eld magnitude,
�
! m (t) � w b

�
�

�
A �1 B m (t) � m b

�
+ A �1 _B m (t) = 0; (1.11)

in which A and mb are the authors' soft-iron and bias parameters (corresponding to

M m
b and bm in the notation of this thesis) and wb is the gyroscope bias, and solving

the resulting maximum-a-posteriori problem on a factor graph in both batch and incre-

mental forms. The soft-iron matrix is parameterized through a Cholesky factorization

with a unit-determinant constraint, which embeds positive-de�niteness and a �xed

scale gauge directly into an unconstrained optimization variable—an alternative to the

soft-penalty and post-projection devices used elsewhere. MAGYC is one of the few

methods in the corpus to eliminate the �eld-magnitude dependency entirely, a genuine

advantage in magnetically perturbed environments, and its dead-reckoning valida-

tion on autonomous-underwater-vehicle �eld data is unusually strong. It nonetheless

inherits the numerical-differentiation vulnerability of its predecessor, and its single-

node, constant-parameter graph representation does not track within-session parame-

ter drift.

1.5.3 The Uniform-Scale Blind Spot

While the conjugated residual of Equation (1.9) registers the rotational misalignment—

by observing how the rotation axis projects onto the sensor's native axes—it intro-

duces a complementary blind spot. As established in Theorem 3.2, the conjugation
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G(t) = M m
b Cb(t)

b(t0 ) (M m
b )�1 is invariant under any uniform scaling of the calibration

matrix: for any non-zero scalar c,

(c M m
b ) C b(t)

b(t0 ) (c M m
b )�1 = c M m

b Cb(t)
b(t0 )

�
1
c (M m

b )�1
�

= M m
b Cb(t)

b(t0 ) (M m
b )�1 = G(t):

(1.12)

The scalar commutes through the product and cancels, so the relative-rotation con-

straint is blind to absolute scale. The physical reading is direct: integrating angular

rate tracks only the angle through which the magnetic vector sweeps, and angular

displacement is independent of vector length. Relative-attitude calibration therefore

recovers at most eleven of the twelve af�ne parameters, leaving the uniform scale—

the gauge that ties the calibrated �eld to the physical �eld strength hE —unobserved.

This is the exact dual of the Family I result of Theorem 3.1: the magnitude constraint

observes scale but not rotation, whereas the relative-rotation constraint observes rota-

tion but not scale.

The surveyed relative-attitude methods are consistent with this invariance, in that

each recovers scale from outside the relative constraint rather than from the relative

constraint itself—a pattern that corroborates Theorem 3.2 rather than contradicting

it. Vasilyuk's polar decomposition (Mm
b )�1 = UD [13] assigns the symmetric shape

factor D, and with it the scale, to a magnitude-based ellipsoid �t, reserving the gy-

roscope for the orthogonal factor U alone, after which the �eld magnitude is im-

posed externally; the normalization constant is otherwise arbitrary when only head-

ing is sought. The Bias-Robust Algorithm [18] and the Attitude-Increment-Aided

method [19] likewise close the gauge with a known IGRF or WMM �eld strength

supplied as a scalar reference. That each method imports scale from an external

magnitude rather than extracting it from the relative measurement is the behaviour

Theorem 3.2 predicts, and the unobservable mode the theorem formalizes is the gap

that the proposed MACRO estimator is constructed to close internally.

1.5.4 Algorithmic Implementations: Batch, Closed-Form, and Recursive

Family II implementations differ in solver class, in how they parameterize the bilinear

constraint, and in their robustness to gyroscope error. They divide cleanly into batch,

closed-form, and recursive methodological branches.
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1.5.4.1 Batch Manifold and Polar-Decomposition Solvers

Wu and Luo [12] solve the integrated relative-rotation constraint by batch nonlinear

least squares, enforcing the proper-orthogonal structure of the misalignment Cm
b 2

SO(3) by parameterizing it on the unit-quaternion manifold S3 and solving via New-

ton's method with a Lagrange multiplier. A recursive reformulation accumulates the

dataset into six �xed-size intermediate matrices, avoiding full-history storage. The

method estimates only cross-sensor misalignment and gyroscope bias, however, as-

suming the magnetometer is intrinsically pre-calibrated—a partial parameter budget.

Vasilyuk [13] instead applies a polar decomposition (Mm
b )�1 = UD to separate

the symmetric shape factor D from the orthogonal misalignment factor U: D is

recovered �rst by a standard Family I ellipsoid �t, after which U is estimated by

least-squares against the gyro-measured angular velocity. To make this tractable on

memory-constrained microcontrollers, Vasilyuk [14] recasts the batch solver into a

recurrent accumulation scheme that compresses the ellipsoid design matrix and the

gyro-propagation terms into six �xed-size matrices totaling 154 scalars, discarding

raw samples and triggering the batch singular-value and Gauss-Newton solves only

when an octant-based spatial-coverage criterion is met. The recurrent device reduces

storage but does not convert the method into a true sample-by-sample tracker; the

heavy solve still runs in batch, on a buffer, when coverage permits.

1.5.4.2 Closed-Form Homogeneous and Linear-Algebra Solvers

Two works avoid iterative optimization entirely. Zhu et al. [20] reconstruct the gyro-

integrated attitude trajectory relative to the initial frame and substitute it into the

measurement model to obtain, per sample, a linear constraint in the calibration pa-

rameters; stacking these yields a homogeneous system PN x = 0 solved in closed

form by eigendecomposition under a unit-norm constraint on the recovered �eld di-

rection. The decomposition (Mmb )�1 = C misM int into an orthogonal cross-sensor

misalignment matrix and an upper-triangular intrinsic factor recovers the full twelve-

parameter budget in a single non-iterative step, with an explicit recursive variant for

growing-window operation. The method's deliberate omission is that gyroscope bias

is ignored in the integration step; the authors' own sensitivity analysis shows un-
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calibrated gyro bias shifting the misalignment estimate by up to roughly three de-

grees, which positions the closed-form solve as a fast, convergence-safe initializer

for an iterative �lter rather than a �nal estimator. Yang et al. [21] take an even more

structural route, using the gyroscope to compute the instantaneous spin angle during

hand-rotation about each face of a non-magnetic cuboid frame, then interpolating the

magnetometer signal onto evenly-spaced angular intervals; the resulting single-axis

level-rotation geometry permits the full twelve-parameter model to be solved by di-

rect linear algebra. The cost is a structured rotation protocol—one full revolution

about each of three orthogonal cuboid axes—rather than the unconstrained tumbling

that other gyro-aided methods tolerate, and gyro bias is again left unmodeled.

1.5.4.3 Recursive Filters and Gyro-Bias Robustness

The recursive lineage is the closest existing analogue to the proposed MACRO �lter,

and its limitations de�ne MACRO's contribution. Han et al. [22] build a twelve-

state extended Kalman �lter for autonomous background calibration of consumer-

device magnetometers, with state [
�
B c

k

� T
; (W) T ;

�
bm

� T
]T combining the calibrated-

�eld estimate, the six unique entries of a symmetric calibration matrix W, and the

bias. Crucially, the process model propagates the calibrated �eld relatively,ĥcal;k =

(I + [! cal;k�1 ]� �t) ĥcal;k�1 , rather than reconstructing an absolute attitude—the au-

thors explicitly note that calibrating against magnetometer-derived attitude would be

circular. The �lter degrades gracefully under ill-distributed motion, outperforming

ellipsoid �tting by roughly �ve-fold in root-mean-square error on uncontrolled daily-

motion data. Two structural choices, however, cap its completeness: the calibration

matrix W is constrained symmetric, which by the argument of Theorem 3.1 col-

lapses the budget to nine parameters and forecloses observation of the cross-sensor

misalignment that gyro aiding is meant to unlock; and gyroscope bias is assumed

pre-calibrated under a tabletop state rather than estimated, with a hand-tuned process-

noise scalar absorbing the residual model error.

Wu et al. [23] present the most complete recursive treatment, an error-state extended

Kalman �lter that jointly estimates the full distortion, the cross-sensor misalignment

(via the same orthogonal-triangular decomposition (Mm
b )�1 = C misM int ), the gyro-
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scope bias, and the reference vectors, supported by theorem-level observability proofs

establishing that magnetometer and gyroscope alone suf�ce for global observability

under rotation about at least two distinct axes. Their treatment of the scale gauge is

instructive: rather than enforce the unit-norm �eld constraint inside the �lter—which

they report behaves poorly—they leave the reciprocal scale ambiguity unresolved dur-

ing �ltering and correct it by post-hoc rescaling after convergence. The scale gauge

is thus acknowledged and handled, but of�ine and outside the recursion, not closed

online within the �lter.

The gyroscope-bias-robustness axis is addressed most directly by two batch methods,

which differ in the operating regime each is built to survive. Liu et al. [18] propose

the Bias-Robust Algorithm (BRA), constructing a homogeneous linear system from

the incremental rotation Cb(t i )
b(t i�1 ) between consecutive high-rate samples,

B m
i � b m = M m

b Cb(t i )
b(t i�1 ) (M m

b )�1 �
B m

i�1 � b m
�
; (1.13)

using our uni�ed notation, so that the integration window collapses to a single sample

interval �t and the contribution of constant rate-bias and angular random walk to

the propagated rotation accumulates negligibly. This is the method's central idea:

robustness to gyroscope bias is bought not by estimating the bias but by shrinking

the interval over which it can act. The gain is paid for twice. The homogeneous

system �xes the calibration only up to sign, resolved by the small-error assumption

M m
b � I 3, and only up to scale, resolved by importing a known reference magnitude

externally—the same scale gauge that Theorem 3.2 identi�es as unobservable from

relative rotation alone. The authors evaluate on the aeromagnetic Figure-of-Merit

pro�le of structured swing-and-turn maneuvers, a comparative baseline the present

thesis adopts.

Liang et al. [19] address the complementary failure mode—insuf�cient rotation rather

than gyroscope bias—with the Attitude-Increment-Aided Calibration (AIAC) method.

Casting calibration in terms of attitude increments ��i and a �rst-order small-angle

expansion of the initial misalignment transforms the non-convex, orthogonality con-

strained bilinear problem into a norm-constrained bilinear program solved by sequen-

tial quadratic programming, which improves observability under sparse rotational ex-

citation. The construction trades generality for conditioning: the small-angle ex-
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pansion is valid only when the initial misalignment is near identity, so the method's

advantage is con�ned to the limited-rotation regime it targets. Both BRA and AIAC

are explicitly of�ine batch solvers—the BRA authors state the absence of a real-time

variant as a limitation—which locates them as accuracy references rather than opera-

tional competitors to the recursive estimator developed in this thesis.Table 1.2 collects

the family.

Table 1.2: Taxonomic classi�cation:(Family II).

Citation Key Sensor Estimation Param. Primary Operational

Sakai et al. [15] Mag+Gyro Recursive anchor

prop.

Bias-Only Ideal sensor; no

distortion model

Troni & Whitcomb [16] Mag+Gyro Batch LS / KF /

Adaptive

Bias-Only No scale/soft-iron;

numeric _m

Wu & Luo [12] Mag+Gyro Batch/Rec. Newton

(S3)

Misalign. + Gyro Bias Assumes prior intrinsic

calibration

Zhu et al. [20] Mag+Gyro Closed-Form Ho-

mog. LS

12-Param Ignores gyro bias in

integration

Yang et al. [21] Mag+Gyro Closed-Form Linear

Alg.

12-Param Cuboid frame;

structured rotation

Wu et al. [23] Mag+IMU Recursive Error-

State EKF

12-Param + Gyro Bias Scale gauge �xed by

post-rescaling

Han et al. [22] Mag+Gyro Recursive EKF (12-

state)

9-Param (sym. W ) Symmetric W ; gyro

bias pre-removed

Liu et al. (BRA) [18] Mag+Gyro Batch Homog. LS 12-Param Relies on small-error

K � I 3

Liang et al. (AIAC) [19] Mag+Gyro Batch SQP 12-Param Near-identity initial

attitude

Vasilyuk [13] Mag+Gyro Batch LS/Newton

(polar)

12-Param Full sample history in

RAM

Vasilyuk [14] Mag+Gyro Recurrent Batch 12-Param Coverage-triggered

batch solve

Rodríguez-Martínez [17] Mag+Gyro Factor Graph

(MAP)

11-Param + Gyro Bias Numeric_m;

constant-param node
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1.6 Family III: Partial-Attitude (Gravity-Referenced) Calibration

The third family admits a static absolute vector reference: the local gravity direc-

tion, obtained from a calibrated accelerometer under quasi-static conditions or syn-

thesized from pitch and roll.Gravity resolves two of the three orientation degrees of

freedom—roll and pitch—leaving the azimuth about the vertical unconstrained at any

single epoch [24,25]. The consequence for the parameter budget is not �xed but con-

ditional on the attitude sequence: if the body-frame gravity direction is held constant,

eleven of the twelve parameters are observable and the twelfth—a rotation about the

local vertical—is not; if the platform exercises tilt diversity, the de�ciency closes and

all twelve become identi�able, with conditioning set by the extent of that diversity.

Family III is therefore distinguished from Family II not by possessing a null space of

equal standing, but by possessing one that is a property of the trajectory rather than

of the measurement model.

1.6.1 Constraining the Parameter Search via Gravity

The operative constraint of the partial-attitude regime is the invariance of the mag-

netic inclination. Because gravity de�nes the local vertical and the geomagnetic �eld

is stationary, the inner product between the body-frame gravity direction and the com-

pensated magnetic �eld is constant and equal to the vertical projection of the �eld,

hE sin I,

B c
i � ĝb

i =
�
(M m

b )�1 (B m
i � b m )

�
� ĝb

i = h E sin I; (1.14)

where I is the local inclination. Paired with the magnitude constraint of Family I, the

dip constraint acts as a directional anchor: a magnitude-only �t leaves the calibrated

data sphere free to rotate arbitrarily about its centre, whereas Equation (1.14) �xes

its angular relationship to the gravity axis [24, 26]. The magnitude constraint alone

�xes the six shape parameters and the three biases, and it does so irrespective of the

attitude sequence [25,26]. The three mounting-misalignment parameters are observ-

able only to the extent that the body-frame gravity direction varies: at constant tilt a

single rotational degree of freedom about the local vertical escapes both constraints,

and it does so without isolating to any one mounting angle. Kok et al. [26] approach
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a related freedom from a different direction, setting declination to zero without loss

of generality and showing that the distortion matrix and offset then depend only on

the ratio of horizontal to vertical �eld components. That convention �xes a gauge on

the reference �eld rather than resolving the calibration null space; the two coincide

only in the constant-tilt limit, and Remark 3.4.5 separates them. Theorem 3.3 formal-

izes the calibration null space proper and establishes the tilt-diversity condition under

which it closes, thereby specifying the observability condition that GRACE-MC is

constructed to exploit.

1.6.2 The Gravity-Direction Null Space and Its Conditional Closure

Theorem 3.3 formalizes the mechanism: when the body-frame gravity direction is

constant, any cost built from the magnitude and dip constraints is invariant under a

proper rotation of the compensated frame about that direction, so the rotation is un-

observable from the constraints themselves. Let �C 2 SO(3) be a rotation about the

local vertical, for which the gravity direction is a �xed axis, �C ĝb
i = ĝb

i . Applying

it to the compensated �eld Bci leaves both constraints unchanged,




 �C  B c

i




 2

=



 B c

i




 2

= h 2
E ; (1.15)

�
�C  B c

i

�
� ĝb

i = B c
i �

�
�C T

 ĝb
i

�
= B c

i � ĝb
i = h E sin I; (1.16)

the magnitude being preserved because rotations are isometries and the dip because

the gravity direction is invariant under �C .The lost degree of freedom is therefore

not a de�ciency of any particular solver but a property of the constraint geometry un-

der a constant gravity direction. Recovering it does not, however, require an absolute

heading: the sensitivity direction̂gb
i � B c

i is computable from body-frame quantities

alone, so varying the tilt is by itself suf�cient to expand its span and restore full rank.

At constant tilt the Jacobian of any estimator parameterized over the full twelve—six

shape parameters, three mounting angles, and three biases—is rank-de�cient, with a

one-dimensional null space spanned by the body-frame gravity direction. Away from

that limit the rank is restored, but the quality of the recovery is governed by the infor-

mational matrix W = 1
N

P
i w i wT

i , whose minimum eigenvalue tends continuously

to zero as the platform approaches level. Observability in this family is thus not a

20



binary property of the model but a continuous property of the excitation, and the dis-

tinction is consequential, because the Family III literature encounters the resulting

conditioning penalty without identifying its cause. The constant-intersection-angle

method of Liu et al. [24] recovers the residual rotation through a linear system whose

condition number it reports as very large, and suppresses the resulting instability with

Tikhonov regularization whose parameter is selected, by the authors' own account,

from experience in order to force full column rank. The near-singularity is attributed

to rounding and measurement error; Theorem 3.3 identi�es the actual determinant as

� min (W), a diagnosable property of the attitude sequence. Regularization therefore

substitutes an untraceable bias for a measurable excitation de�ciency, and none of the

solvers surveyed below reports the quantity that would distinguish the two.

1.6.3 Existing Solvers and Their Limitations

The family's solvers divide by how they respond to a de�ciency none of them diag-

noses as trajectory-dependent: they �x the rotational gauge by convention, damp the

ill-conditioned Jacobian numerically, or prescribe a motion pro�le—in one case rich

enough to close the de�ciency, in another poor enough to guarantee it. The limitation

of each follows from treating the conditioning of the rotational subproblem as given

rather than as a designable property of the manoeuvre.

1.6.3.1 Fixing the Gauge by Convention

Kok et al. [26] pose a batch maximum-likelihood problem over the distortion, the dip

angle, and the per-sample attitudes, solved by nonlinear optimization from a three-

step closed-form initialization: a singular-value ellipse �t recovers the shape up to an

orthogonal factor; the constant vertical �eld component across samples resolves that

factor as a constrained SO(3) least-squares problem; and a Wahba-style eigenvector

solution initializes the per-sample attitudes. Because declination is set to zero without

loss of generality, the recovered distortion depends only on the ratio of horizontal to

vertical �eld components and never on absolute heading; the method therefore �xes

the rotational gauge by convention rather than estimating it, recovering the observable
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distortion within that gauge and validated by a reduction of in-�ight heading error

from forty-three degrees to under two on a metal aircraft. Kok and Schön [27] retain

the same gravity-referenced framework and gauge convention but replace the closed-

form pipeline with grey-box system identi�cation: the orientation is a latent state

propagated within an inner EKF, the calibration parameters enter the measurement

model as static parameters, and the estimate is recovered by an outer prediction-error

optimization that repeatedly runs the EKF over the full dataset. The formulation

is statistically rigorous and additionally estimates gyroscope biases, but its nested

structure—outer optimization over the parameters, inner EKF over all N samples—is

expensive and con�ned to of�ine post-processing. Both methods are explicit about the

freedom they decline to estimate, yet the convention absorbs the sensor's azimuthal

misalignment into the �eld declination rather than resolving it, and neither exploits tilt

diversity to recover the mounting rotation that Theorem 3.3(c) shows to be identi�able

without any heading reference.

1.6.3.2 Damping the Ill-Conditioned Subproblem

Liu et al. [24] encounter the de�ciency in the Constant-Intersection-Angle (CIA)

method, though, as established above, they attribute it to measurement noise rather

than to the tilt-dependent conditioning of the rotational subproblem. A �rst stage

performs a Family I ellipsoid �t to a preliminary matrix G1 contaminated by the ro-

tational ambiguity; a second stage exploits the dip constraint to recover the residual

rotation through a linear system whose conditioning is, by Theorem 3.3, set entirely

by the tilt diversity of the sample set. To proceed they apply Tikhonov regularization,

x reg =
�
X T X + �I

� �1
X T Y; (1.17)

with � tuned empirically to force the design matrix to full rank. The damping is ef-

fective in practice but theoretically a compromise: it biases the rotational estimate

toward the initialization by an amount �xed by a parameter with no physical referent,

and it conceals rather than reports the excitation de�ciency responsible for the near-

singularity. Papafotis and Sotiriadis [25] arrive at a comparable compromise by a

different route, formulating a joint accelerometer-magnetometer-dip batch estimator

and enforcing the unit-norm and SO(3) structure through soft penalty terms appended
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to the objective, then solving the resulting unconstrained non-convex problem by gra-

dient descent and accepting exposure to local minima. Their later closed-form align-

ment algorithms [28, 29], built on singular-value decomposition and orthogonal Pro-

crustes projection, achieve large speedups but presuppose intrinsically pre-calibrated

sensors, precluding joint single-stage estimation and degrading under high noise.

1.6.3.3 Prescribing the Motion Pro�le

A third response prescribes the motion pro�le, and its two representatives fall on

opposite sides of the tilt-diversity condition. Zhu et al. [8] chain three closed-form

stages—ellipsoid �t, dot-product-invariant cross-sensor alignment, and an optimal-

resultant-vector step that recovers the residual rotation from single-axis rotations

about the body x and y axes performed on a level bench. Because those axes are hor-

izontal, the manoeuvre sweeps the body-frame gravity direction through a plane, and

the method therefore succeeds for the reason Theorem 3.3(c) supplies: the prescribed

motion is precisely what expands spanfwi g beyond two dimensions. The paper ob-

tains the correct result without stating the condition that makes it correct, and its di-

agnostic contribution—that a magnitude-only �t embeds a spurious misalignment—

reinforces the Family I ceiling from the gravity-referenced side. Wu and Wang [30]

adopt the opposite pro�le: restricting the platform to level rotation about the ver-

tical with the body z-axis held parallel to gravity places the method exactly within

the constant-tilt hypothesis of Theorem 3.3(b), where the rotational de�ciency is not

merely severe but exact. They estimate the reduced observable set online with a cu-

bature Kalman �lter. The reduction is therefore not a conservative design choice but

the maximal set the trajectory admits, and the method's ceiling is imposed by the

prescribed motion rather than by the estimator; it remains well suited to vehicles that

cannot achieve multi-axis excitation, and valid only while the level-attitude assump-

tion holds.

Table 1.3 summarizes the family. What its �nal column does not record—because

no surveyed method reports it—is the tilt diversity of the data each was validated on,

the quantity Theorem 3.3 identi�es as determining whether the twelfth parameter was

observable at all.
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Table 1.3: Taxonomic classi�cation and architectural parameter mapping: partial-

attitude (magnetometer–accelerometer) methods (Family III).

Citation Key Sensor Estimation Param. Primary Operational

Suite Type Budget Assumption / Limitation

Kok et al. [26] Mag+Accel Batch MLE/SVD 12-Param Quasi-static vertical reference

Kok & Schön [27] Mag+IMU Grey-Box/EKF 12-Param Nested inner-loop EKF

expense

Liu et al. (CIA) [24] Mag+Accel Batch LS/Tikhonov 12-Param Empirically tuned regularizer

Zhu et al. [8] Mag+Accel Closed-Form

(EF-DPI-ORV)

12-Param Constrained level-axis

maneuvers

Papafotis [25] Mag+Accel Batch Grad. Descent 12-Param Soft penalties; local minima

Papafotis [28] Mag+Accel Closed-Form +

Newton

Misalign. Only Prior intrinsic calibration

assumed

Sotiriadis [29] Mag+Accel Closed-Form

SVD/Procrustes

Misalign. Only Degraded under high noise

Wu & Wang [30] Mag+Gyro Recursive CKF Level-Reduced Relies on level (vertical)

attitude

1.7 Family IV: Full-Attitude (Attitude-Aided) Calibration

The fourth family operates in the regime of maximal orientation information, assum-

ing the complete three-dimensional attitude is known a priori at every epoch [31,32].

This assumption purchases a linear measurement model and full observability, at the

cost of a circular dependency that constrains the family's practical applicability.

1.7.1 The Linear Advantage and the Parameter Budget

When the attitude Cbi
n 2 SO(3) is supplied externally, the true �eld in the body frame

is fully determined, Bbi := C bi
n B n , and the af�ne model becomes:

B m
i = M m

b

�
Cbi

n B n
�

+ b m + e m
i ; (1.18)
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which is strictly linear in the calibration parameters. Unlike the quadric, bilinear,

and dip-constrained models of the lower families, Equation (1.18) admits a fully

populated nine-entry Mmb and three-component bm , for a complete and observable

twelve-parameter budget,

x full =
�

M 11; M12; : : : ; M33; bx ; by; bz
� T

2 R12; (1.19)

solvable by linear least squares or a linear Kalman �lter with no non-convex cost

surface and no local-minima risk [20].

1.7.2 Algorithmic Paradigms: State Reduction and Recursive Tracking

The family's recursive methodological branch is dominated by a state-reduction phi-

losophy driven by the limited computational budgets of small-satellite avionics. Ha-

jiyev [31] tracks three biases and three diagonal scale factors as random walks in

a six-state linear Kalman �lter. Hajiyev [33] reduces this further with a Nonlinear

Two-Stage Kalman Filter that removes the scale factors from the primary state and

estimates them algebraically from the innovation covariance over a moving window,

cutting the active Kalman dimension from six to three and the associated O(n3) inver-

sion cost—at the price of a window-induced estimation lag. Soken and Hajiyev [34]

carry the same device into a joint attitude-and-calibration unscented Kalman �lter for

a pico-satellite, augmenting the state with Euler angles and rates while keeping the

diagonal scale factors outside the primary state; the formulation models neither non-

orthogonality nor soft-iron nor gyro bias, accepting these omissions to �t the satel-

lite's attitude computer. Soken and Hajiyev [35] add a recon�guration mechanism:

the �lter estimates a full nine-parameter state until a Mahalanobis-distance stopping

rule �res, then recon�gures to a reduced attitude-only tracker with the converged cal-

ibration frozen. Soken and Sakai [36] extend the recon�gurable idea by coupling a

single-frame TRIAD attitude solution with a UKF, using Sun-sensor and magnetome-

ter vectors to calibrate a fully populated twelve-parameter distortion under eclipse

transitions, with bidirectional recon�guration that returns to full estimation when a

change detector signals drift.

Two recent works target high-dynamic and adverse environments. Wang et al. [37]

propose a Recurrent EKF for spinning projectiles rotating at tens of revolutions per
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second, executing an inner loop of repeated measurement updates against a �xed ob-

servation, without an intervening time update, to drive linearization residuals down

within each step; the loop count is a tuned hyperparameter. Spielvogel et al. [32] for-

mulate the Magnetometer and Angular-Velocity Bias Estimator (MAVBE), a �fteen-

state EKF jointly estimating the true �eld vector, three hard-iron biases, six soft-iron

parameters, and three gyroscope biases, with a scalar pseudo-measurement enforc-

ing �eld-magnitude constancy and a proof of local observability under persistently

exciting angular velocity. MAVBE is notable as the Family IV method , but its full

state dimension and its use of an angular-velocity-driven process model place it at the

boundary between Families II and IV; it illustrates that the architectural distinctions

of this taxonomy are points on a continuum rather than rigid partitions.

The family's batch lineage is exempli�ed by the closed-form homogeneous solver of

Zhu et al. [20], discussed under Family II because its attitude is gyro-integrated rela-

tive to the initial frame rather than externally supplied; the same paper demonstrates

that, given any consistent attitude trajectory, the linear model of Equation (1.18) re-

duces calibration to a single eigenvalue problem. The contrast between that closed-

form solve and the recursive �lters above is the familiar one: the batch method is fast

and convergence-safe but cannot track drift, while the �lters track drift at the cost of

per-sample computation and tuning.

Table 1.4 completes the mapping. Its parameter-budget column spans six to twelve

despite the full observability that Equation (1.18) guarantees, the reductions being

computational rather than structural—evidence that in this family the binding con-

straint is the avionics budget, not the information content of the measurement.

26



Table 1.4: Taxonomic classi�cation and architectural parameter mapping: full-

attitude and consumer methods (Family IV).

Citation Key Sensor Estimation Param. Primary Operational

Suite Type Budget Assumption / Limitation

Hajiyev [31] Mag+Att. Recursive LKF 6-Param Diagonal scale factors only

Hajiyev [33] Mag+Att. Recursive NTSKF 6-Param Window-based scale

estimation lag

Soken & Hajiyev [34] Mag+Att. Recursive UKF

(joint)

6-Param + Att. Diagonal scale; gyro bias

ignored

Soken & Hajiyev [35] Mag+Att. Recon�gurable UKF 9-Param A-priori covariance matching

Soken & Sakai [36] Mag+Att. TRIAD + UKF 12-Param Requires secondary (Sun)

vector

Wang et al.

(REKF) [37]

Mag+Gyro Recurrent EKF 12-Param Inner-loop count N tuned

Spielvogel

(MAVBE) [32]

Mag+IMU Recursive 15-state

EKF

12-Param +

Gyro Bias

High state dimension

1.8 Summary and Research Gap

Evaluating these four families exposes a fundamental tradeoff between estimation

autonomy and parameter completeness. This boundary is shaped directly by the

orientation-information content of the observation equation.

The practical implications of this taxonomy are illustrated by analyzing the down-

stream applications that consume calibrated magnetometer data. For example, tilt-

compensated electronic compasses [1] and quaternion-based attitude �lters [2] fuse

magnetic vectors with inertial references to recover absolute orientation. If the mag-

netometer is uncalibrated, soft- and hard-iron errors propagate directly into heading

drift. Conversely, under the Family IV formulation, the calibration �lter requires this

exact absolute heading to construct its linear design matrix. This dependency intro-

duces a circular heading-loop paradox: the calibration of the sensor presupposes the

very absolute heading that the sensor is deployed to estimate.
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Families II and III offer a mathematical path outside of this loop, requiring only rel-

ative angular increments or gravity vectors. However, existing implementations in

these intermediate families do not fully exploit their respective constraint envelopes,

leaving notable gaps:

� In Family II (Relative-Attitude): Theorem 3.2 establishes that relative rota-

tion is blind to uniform scale. Prior relative-attitude estimators manage this

unobservable mode by restricting the state matrix to be symmetric [22] (which

forfeits recovery of the physical cross-sensor misalignment) or by deferring the

scale estimation to of�ine, post-hoc rescaling [23].

� In Family III (Partial-Attitude): Theorem 3.3 establishes that the gravity-

referenced constraints identify the full twelve-parameter model, but only gener-

ically: rotation about the local vertical is unobservable exactly when the plat-

form holds a constant tilt, and is identi�ed as soon as the tilt varies. The de-

�ciency is therefore a property of the motion, not of the family—and prior

partial-attitude solvers treat it as though it were �xed. Some remove the verti-

cal coordinate by convention [26], which discards an observable degree of free-

dom whenever the platform is not held level. Some retain all twelve and restore

invertibility with empirical Tikhonov regularization [24], which cannot distin-

guish the two regimes: where the tilt varies the damping biases a parameter the

data determine, and where it does not the damping reports the initialization as

an estimate. And some restrict the platform to level rotation about the vertical

axis [30], which is not a mild kinematic restriction but the exact degenerate

set of Theorem 3.3(b): the protocol guarantees the very unobservability it is

designed to accommodate. None of the three measures which regime its data

occupy.

These blind spots represent the primary research gap addressed by this thesis, and

they are not all of the same kind. Family I's is structural—no motion recovers the mis-

alignment from the magnitude constraint—which is why this thesis does not attempt

to. Family II's is a single scalar gauge that a reference the regime already consumes

can close unconditionally. Family III's is neither: it exists only on a measure-zero set

of motions, and what closes it is the platform's own excursions from level. The gap
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is therefore not that prior estimators fail to excise a null space; it is that they �x their

parameterization before knowing whether one exists. Rather than applying numeri-

cal damping, restricting platform dynamics, or constraining the calibration matrix to

unphysical symmetries, this thesis treats the unobservable modes of the intermediate

families as what the observability analysis shows them to be—one closable by a ref-

erence and one closable only by the motion—and builds estimators that close each

accordingly: the �rst within the �lter, and the second by measuring, from the data,

whether the motion has already closed it.

1.9 Contributions

This thesis makes four contributions, which together move from a way of organizing

the �eld to two estimators that exploit that organization and an evaluation framework

that validates them.

A taxonomy of calibration by orientation information. The �rst contribution is

the classifying principle itself. Prior surveys divide magnetometer calibration into

attitude-independent and attitude-dependent methods; this thesis replaces that binary

with a four-family taxonomy ordered by the exact orientation term admitted into the

observation equation,and shows that the ordering predicts, for each family, exactly

which degree of freedom its orientation constraint leaves undetermined and what

supplies it. The taxonomy is not merely descriptive: it exposes the two intermedi-

ate families as an under-exploited regime in which the misalignment that magnitude-

only methods cannot see is recoverable without the absolute heading that full-attitude

methods require, and it is this gap that the two proposed estimators are constructed

to �ll. The formal observability results underpinning the taxonomy are established in

Chapter 3.

MACRO, a recursive relative-attitude estimator. The second contribution is the

noval algorithm called MACRO (Magnetic Calibration via Relative Orientation), a

twelve-state extended Kalman �lter realizing the Family II formulation. MACRO

eliminates the unknown ambient �eld from the magnetometer observation through
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a strictly relative, conjugated vector residual, requiring no absolute reference of any

kind. Unlike prior recursive relative-attitude �lters, which either constrain the cal-

ibration matrix to be symmetric—and so forfeit the cross-sensor misalignment that

gyroscope aiding is meant to recover—or defer the scale gauge to an of�ine post-

rescaling, MACRO retains the fully populated, non-symmetric calibration matrix and

closes the scale gauge online, fusing the relative residual with a concurrent �eld-

magnitude pseudo-measurement to resolve the one degree of freedom that relative

rotation alone leaves unobserved.

GRACE-MC, a batch partial-attitude estimator. The third contribution is the no-

val algorithm called GRACE-MC (Gravity-Referenced Attitude-Constrained Estima-

tion for Magnetometer Calibration), a batch maximum-likelihood estimator realizing

the Family III formulation. GRACE-MC reconstructs the body-frame gravity direc-

tion from propagated roll and pitch—lifting the quasi-static restriction of methods

that read gravity directly from the accelerometer—and forms two constraints, on �eld

magnitude and inclination, neither of which consumes a heading. Its distinguishing

feature is that it does not �x its parameter set in advance. Whether the twelfth pa-

rameter is observable under these constraints depends on the motion rather than on

the family (Theorem 3.3), so an estimator that commits to twelve is ill-posed on a

platform held at constant tilt, while one that commits to eleven discards a degree of

freedom that a moving platform supplies. GRACE-MC measures the tilt diversity of

its own record through a single eigenvalue, solves all twelve parameters where the

motion has identi�ed them, and excises the unobservable rotation—about the mea-

sured local vertical, not about an assumed axis—where it has not. The observability

theorem thereby determines the estimator's mode of operation rather than merely

bounding it; in either mode the optimization is exact and full rank, requiring none

of the numerical regularization, gauge conventions, or restricted-motion assumptions

that prior partial-attitude solvers rely on. Where the degenerate regime does obtain,

the residual is a single constant rotation, left to one external heading �x applied as a

scalar correction.
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An orthogonal evaluation framework and real-sensor benchmark. The fourth

contribution is the evaluation methodology used to assess all methods. Three metrics

are de�ned, each isolating a distinct property of a calibration: the �eld-magnitude

residual M1, the geometric sphere-�t residual M2, and the operational heading error

M 3. The central empirical �nding, established across a benchmark of eight represen-

tative methods spanning the four families and evaluated on real �uxgate-magnetometer

data under a navigation-grade reference, is that M1 and M2 are invariant to the rota-

tional part of the calibration error while M3 is not—so that a method can be geomet-

rically �awless yet fail at heading, the task the magnetometer exists to serve. This

orthogonality of geometric quality and heading accuracy is the empirical foundation

of the entire orientation-information framing, and M3 is scored against an indepen-

dent heading reference used solely for evaluation, not consumed by the heading-free

methods themselves.

Both proposed estimators are complementary in application: MACRO provides a

computationally light, recursive tracker for online calibration, while GRACE-MC

provides a statistically optimal batch solver for periodic or post-mission alignment.

They are complementary in dependence as well, and this is the sharper distinction.

MACRO's completeness rests on a scalar that can be looked up before the vehicle

moves and that no trajectory can take away; GRACE-MC's rests on excitation the

platform must actually perform, and is forfeited only on the measure-zero set of mo-

tions that decline to perform it.

1.10 Thesis Outline

The remainder of this thesis is structured as follows:

� Chapter 2: Theoretical Background derives the generalized af�ne coordinate-

frame error model from �rst-principles electromagnetics and sensor kinematics.

It mathematically decomposes the twelve-parameter distortion target into phys-

ical contributions from hard-iron, soft-iron, scale factors, non-orthogonalities,

and mounting misalignment.

� Chapter 3: Taxonomy and Observability Limits in Magnetometer Calibra-
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tion provides the formal mathematical proofs for the observability theorems

of the four families. It proves the structural unobservability of misalignment

under magnitude-only constraints, demonstrates the scale-blindness of relative

rotation, and establishes the irreducible yaw null space of gravity-anchored ob-

servations .

� Chapter 4: Proposed Algorithms for Relative- and Partial-Attitude Cali-

bration presents the constructive design of the two proposed estimators. It de-

tails the state-space models, the non-linear measurement residuals, the closed-

form analytical Jacobians, and the optimization pipelines for both the MACRO

EKF and the GRACE-MC batch MLE.

� Chapter 5: Experimental Evaluation assesses both proposed estimators against

the Family I and Family IV baselines under the three metrics of the evaluation

framework. The methods are evaluated on real data from a strapdown tri-axial

�uxgate magnetometer across repeated motion scenarios, with a navigation-

grade inertial navigation system supplying the reference rotation, roll and pitch,

and the heading ground truth against which the heading-free methods are scored.

� Chapter 6: Conclusion summarizes the key structural �ndings of this research,

outlines the operational limitations of the proposed estimators, and proposes

directions for future work in self-contained inertial-magnetic calibration.
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CHAPTER 2

PRELIMINARIES

This chapter establishes the physical and mathematical machinery that the remainder

of the thesis consumes. It de�nes the reference frames and rotation conventions used

throughout, the geomagnetic �eld quantities supplied as calibration references, the

full physical parametrization of magnetometer error and its reduction to the af�ne

model on which every subsequent chapter operates, and the inertial-aiding relations

that make the relative-attitude and partial-attitude regimes realizable. The treatment is

con�ned to results that later chapters invoke directly; the observability consequences

of the af�ne model are deferred to Chapter 3, and the survey of methods that exploit

it to Chapter 1.

2.1 Reference Frames and Rotation Conventions

Magnetometer calibration is fundamentally a statement about coordinate frames: the

raw measurement is expressed in the physical axes of the sensor, the true �eld is

naturally expressed in a local geographic frame, and the calibration parameters are

precisely the transformation that reconciles the two. Four frames are required, and

the distinction between the non-orthogonal sensor frame and the orthogonal body

frame—often elided in calibration literature—is essential to the parametrization de-

veloped in this thesis.
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2.1.1 The Four Reference Frames

The sensor frame (m). The sensor frame is de�ned by the three physical sensing

axes of the magnetometer, along which the instrument reports its raw outputs. These

axes are neither mutually orthogonal, owing to manufacturing tolerances, nor of unit

gain, owing to scale-factor error; the frame is therefore in general non-orthogonal and

is not a coordinate frame in the strict sense. All raw measurements Bm are expressed

in this frame, and the role of calibration is to map them out of it.

The body frame (b). The body frame is an orthonormal frame rigidly �xed to the

chassis, conventionally with its axes forward, right, and down. It is the frame in

which the true magnetic �eld is resolved once the sensor distortion has been removed,

and the frame to which the inertial-aiding rotations are referred. The transformation

from the non-orthogonal sensor frame to this orthogonal body frame is the geometric

content of the calibration matrix introduced in Section 2.4.

The navigation frame (n). The navigation frame is the local-level geographic frame,

taken here as North-East-Down (NED): its �rst axis points to true north, its second to

east, and its third downward along the local vertical. The geomagnetic reference �eld

is naturally expressed in this frame, and the heading that the magnetometer ultimately

serves is an angle measured within its horizontal plane.

The virtual-inertial frame (v). The virtual-inertial frame is a frame that is non-

rotating over the short horizons relevant to relative-attitude calibration. It provides

the �xed reference against which the ambient �eld is taken constant when successive

measurements are related by gyroscope integration in Chapter 4; over such horizons

the distinction between this frame and a true inertial frame is immaterial.

2.1.2 Rotations and the Direction Cosine Matrix

Rotations between orthonormal frames are represented throughout by the direction

cosine matrix (DCM). The matrix transforming the coordinates of a vector from a
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frame a to a frame c is written Cca 2 SO(3), with the subscript denoting the source

frame and the superscript the destination, so that a vector v resolved in frame a is

re-resolved in frame c as

v c = C c
a va: (2.1)

Every such matrix is a member of the special orthogonal group,

SO(3) =
�

C 2 R 3�3 : CC = I 3; det C = +1
	

; (2.2)

from which two properties used repeatedly follow: the inverse of a DCM is its trans-

pose and equals the reverse transformation,
�
Cc

a

� �1
=

�
Cc

a

�
= C a

c , and succes-

sive rotations compose by chaining, Cd
a = C d

c Cc
a. Orthogonality also makes every

DCM an isometry: it preserves vector length and angle, so that kCvk = kvk for any

C 2 SO(3). This norm-preservation is not incidental notation; it is the precise prop-

erty that renders the rotational part of the calibration unobservable to a magnitude-

only constraint, as Chapter 3 establishes.

2.1.3 The Skew-Symmetric Operator and the Exponential Map

Two further constructions on SO(3) are used in the estimator derivations of Chapter 4.

The skew-symmetric operator [ � ]� maps a vector ! = [! 1; ! 2; ! 3] 2 R3 to the matrix

[!] � =

2

6
6
4

0 �! 3 ! 2

! 3 0 �! 1

�! 2 ! 1 0

3

7
7
5 ; (2.3)

so that [!] � v = ! � v for every v, rendering the vector cross product as a matrix

multiplication. The exponential map carries a rotation vector to the corresponding

DCM,

exp
�
[!] �

�
2 SO(3); (2.4)

representing a rotation of angle k!k about the unit axis !=k!k, with the closed-form

Rodrigues expression supplying its value. This map provides a minimal, singularity-

free local parametrization of rotation in terms of three scalar coordinates, and it is

the device by which the proposed partial-attitude estimator restricts the sensor mis-

alignment to its observable tilt component while excluding the unobservable rotation

about the vertical.
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2.1.4 Vectorization and the Kronecker Product

Estimating a matrix-valued calibration parameter requires expressing it as a vector

state. The column-major vectorization operator (�) stacks the columns of a matrix

into a single column, and for any conformable matrices A, X, and B it satis�es the

identity

(AXB) =
�
B T 
 A

�
(X); (2.5)

where 
 denotes the Kronecker product. The identity converts a linear map acting

on a matrix from both sides into a single matrix acting on the vectorized parameter,

and it is the device by which the distortion matrix is linearized into the design and

Jacobian blocks of the estimators in Chapters 3 and 4.

2.2 The Geomagnetic Reference Field

Every calibration method in this thesis is anchored to an external description of the

true �eld, because the raw measurement alone �xes the calibration only up to the very

degrees of freedom the methods seek to recover. The required description is supplied

by a geomagnetic reference model, which returns the �eld expected at the platform's

location and epoch. This section de�nes the reference quantities drawn from that

model and the single assumption under which they are treated as known.

2.2.1 Field Components in the Navigation Frame

At a given location and time the geomagnetic �eld is a vector Bn resolved in the local

navigation frame. It is conventionally described by its scalar magnitude together with

two angles �xing its direction relative to the local geographic axes,

B n = h E

2

6
6
4

cos I cos D

cos I sin D

sin I

3

7
7
5 ; (2.6)

where hE = kB nk is the total �eld magnitude, I is the inclination or dip—the angle

of the �eld below the local horizontal plane—and D is the declination—the angle of

its horizontal projection east of true north (see Figure 2.1).
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Each scalar serves a distinct role in what follows, and it is worth �xing those roles

now. The magnitude hE is the reference against which every family enforces the

�eld-strength constraint, and it is the scalar gauge that closes the scale ambiguity

of the orientation-free and relative-attitude regimes. The inclination I supplies the

second, directional target of the partial-attitude regime, through the vertical projection

hE sin I that the dip constraint enforces. The declination D does not enter calibration

at all—the calibration constraints are deliberately built to be independent of heading,

and D is a heading deviation—but it is required at evaluation time to convert the true

geographic heading into the magnetic heading.

Figure 2.1: De�nition of the inclination I and declination D in the local navigation

frame. The red axes denote the geographic North–East–Down triad; the blue arrow is

the horizontal projection of the geomagnetic �eld onto the magnetic North direction.

The declination D is the angle measured in the local horizontal plane from geographic

North to magnetic North, while the inclination I is the angle measured in the vertical

plane containing the magnetic �eld vector, from the horizontal plane down to the �eld

vector itself.
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Figure 2.2: Global maps of the IGRF-13 magnetic �eld components: declination D

(top), inclination I (middle), and total �eld magnitude F (bottom), all in the epoch

relevant to this thesis.
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2.2.2 The IGRF Model: Inputs, Outputs, and the Local-Constancy Assump-

tion

The reference scalars (hE ; I; D) are obtained from the International Geomagnetic

Reference Field (IGRF), a spherical-harmonic model of the Earth's main �eld main-

tained and periodically revised by the International Association of Geomagnetism

and Aeronomy. The revision in force for the epoch of the experiments in this thesis

is the thirteenth generation, IGRF-13, and all reference quantities used here are eval-

uated from that generation; the designation “IGRF-13” is used throughout to denote

it.The global spatial variation of the three reference scalars for this epoch is shown in

Figure 2.2.

The model is a deterministic map from a spacetime point to a �eld vector. Its inputs

are the platform's approximate geodetic position—latitude, longitude, and altitude—

together with the epoch, the calendar date of the experiment. From these it eval-

uates the truncated spherical-harmonic expansion of the main-�eld scalar potential

and returns the geomagnetic �eld vector Bn resolved in the local navigation frame.

The three reference scalars follow from that vector by the decomposition of Equa-

tion (2.6): the total intensity hE = kB nk, the inclination I = arcsin
�
B n

D =hE
�

from

the downward component, and the declination D = atan2
�
B n

E ; B n
N

�
from the two

horizontal components. This input–output relation is summarized in Figure 2.3, and

the three outputs are precisely the quantities the calibration and evaluation of the fol-

lowing chapters consume: hE as the �eld-strength gauge, I as the dip target of the

partial-attitude regime, and D as the magnetic-to-geographic heading conversion of

Equation (2.9).

The precision demanded of the position input is modest. The main �eld varies slowly

over distance, so a location �xed to within a few kilometres—readily supplied by

a civil GNSS receiver—evaluates the reference scalars to an accuracy far �ner than

the calibration errors under study. In the experiments of Chapter 5 the co-mounted

GNSS position yields hE = 475:71 mG at the test site, together with the correspond-

ing inclination and declination, and these values are treated as �xed throughout each

session.
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Figure 2.3: Input–output relation of the IGRF-13 model. Geodetic position (latitude,

longitude, altitude) and epoch (calendar date) are the inputs; the model returns the

navigation-frame �eld vector Bn , from which the reference scalars hE , I, and D are

derived via the decomposition of Equation (2.6).

Two conditions are assumed throughout. First, the �eld is taken to be spatially uni-

form over the extent of a calibration session: the single vector Bn evaluated at the

platform's nominal position is taken to describe the ambient �eld at every sample,

whatever ground the platform covers in the interim. Second, it is taken to be tempo-

rally constant over the session's duration, so that the three scalars may be evaluated

once and held �xed. Both are conditions on the ambient �eld alone. Neither ex-

cludes the vehicle's own magnetic contribution: the hard- and soft-iron sources of

Section 2.4 are body-�xed rather than ambient, and removing them is the object of

the calibration, not a violation of its premise.

What each condition excludes is a disturbance that is neither modelled nor body-

�xed. The spatial condition excludes local anomalies—ferrous infrastructure, rein-

forced concrete, power conductors, mineral deposits—whose �elds are absent from

a spherical-harmonic model of the main �eld and are �xed to the ground rather than

to the vehicle, so that traversing them alters the ambient �eld in the body frame in

a way no calibration parameter can absorb. The temporal condition excludes the di-

urnal variation and the magnetic storms that act on the main �eld itself; both evolve
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over hours, against a calibration session of minutes, so their contribution within a

session is negligible against the calibration errors under study. The spatial condition

is therefore the binding one, and it constrains where a calibration may be performed

rather than what the model must supply.

The four families lean on these conditions unequally, and the distinction is worth

�xing here because it separates the regimes of Chapter 3 on a second axis. Families I

and III consume the reference scalars as constraint targets: the magnitude constraint

drives kBck to hE and the dip constraint drives its vertical projection to hE sin I, so an

anomaly that displaces the ambient �eld displaces the target and biases the calibration

with it. The relative-attitude constraint of Family II makes no such demand. It relates

two measurements of the same �eld through a known rotation, so it requires only that

the ambient �eld hold still in inertial space between the two epochs—never that its

value be known. This is a strictly weaker condition, and a strictly local one: it binds

over the interval separating the two epochs rather than over the session. Family II

does consume hE , but through a single scalar and for a single purpose, to close the

scale gauge that the relative constraint leaves open; the vector constraint that does

the family's work is indifferent to the �eld's value. The horizon over which local

constancy is assumed, and the mechanism that refreshes it when the platform outruns

that horizon, are properties of the estimator rather than of the reference model, and

are stated where they are used, in Section 4.2.7.

2.3 Magnetic Heading Determination

The preceding section de�ned the geomagnetic reference �eld and the three scalars

(hE ; I; D) that describe it. This section establishes how a heading is extracted from

a magnetic-�eld measurement, because that extraction is the operational purpose the

calibration ultimately serves: the quality of a calibration is judged, in Chapter 5,

by the accuracy of the heading it yields, and the heading computation de�ned here

is the instrument of that judgement. The derivation makes explicit a dependence

that governs the entire partial-attitude regime of this thesis—that a magnetic heading

cannot be computed from the magnetometer alone, but requires the roll and pitch of

the platform—and shows that the accuracy of the recovered heading is bounded by
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